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Abstract. Within a video recipe, we are interested in locating and anno-
tating the various ingredients, kitchenwares and relevant cooking actions.
To this end we have developed the iVAT interactive video annotation
tool to support manual, semi-automatic and automatic annotations ob-
tained on the basis of the interaction of the user with various detection
algorithms. The tool integrates versions of computer vision algorithms,
specifically adapted to work in an interactive and incremental learning
framework. iVAT has been developed to annotate video recipes, but it
can be easily adapted and used to annotate videos from different domains
as well. In this paper we present some results with respect to the task of
cooking action recognition.

Keywords: Interactive video annotation, object recognition, action recog-
nition, tracking, incremental learning.

1 Introduction

The annotation of cooking videos is a task that is becoming very popular in
the context of promoting a better nutrition awareness. By developing applica-
tions that support users in managing their food consumptions, will help them
to prevent nutrition-related health problems. For example, in order to create a
cooking assistant application to guide the users in the preparation of the dishes
relevant to their profile diets, food preferences and intolerances, it is necessary to
accurately annotate the video recipes, identifying and tracking the foods being
processed by the cook, and the relevant actions performed.

The manual generation of video annotations by a user is time-consuming,
tedious and error-prone. Theoretically, fully automatic tools that integrate com-
puter vision algorithms to extract and identify the elements of interest across
frames, could be developed. Unfortunately, state-of-the-art algorithms are not
error free, and false positive and false negative detections would require a human
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effort to correct them in a post-processing stage. As a consequence, several ef-
ficient semi-automatic visual tools have been developed [15,19,17,13,1]. Usually,
such tools, that support the annotator with basic computer vision algorithms (i.e.
key frame detection, motion and shape linear interpolation, etc.), have demon-
strated to be very effective in terms of the number of user interactions, user
experience, usability, accuracy and annotation time [17]. The most recent trend
is the development of tools that assist the user in the annotation process by inte-
grating computer vision algorithms for object detection and tracking [9,18]. To
the best of our knowledge, a system that integrates automatic object and action
recognition, and manual annotation in an interactive framework, does not exist.

For this reason, we developed an interactive annotation tool (iVAT) to support
the user during the annotation of cooking videos [2]. Our tool integrates different
computer vision modules for object detection, tracking, and action recognition
within an incremental learning framework that allows to increase the accuracy
of the underlying algorithms over time. As a consequence, the human effort
required for the annotations is reduced with respect to completely manual ones.

A preliminary system usability test [3] confirmed the usability of our anno-
tation tool. On the overall, the system received a very good evaluation with an
average 4 out of a maximum of 5 points. A more detailed description of these
results can be found in [2].

In this paper, after the overview of the iVAT in which we describe the an-
notation modalities available (i.e. manual, semi-automatic, and automatic) and
how they interact with each other, we focus on the action recognition task. Af-
ter describing the action recognition algorithm available in the iVAT, the action
categories considered and the recognition results obtained are reported.

2 iVAT Overview

In recent years, several semi-automatic visual tools have been developed
[15,19,17,13,1]. Such tools, that support the annotator with algorithms that ac-
complish elementary computer vision tasks (i.e. key frame detection, motion
and shape linear interpolation, etc. . . ), have demonstrated to be quite effective
in terms of the number of user interactions, user experience, usability, accuracy
and annotation time [17]. However, in order to further simplify the annotation
task, the most recent trend is the integration of algorithms that accomplish
more complex computer vision tasks, such as unsupervised/supervised object
detection, action recognition, object tracking, etc. . . [9,18].

Following this trend we developed the iVAT, an interactive annotation tool,
whose description is reported in Fig. 1. The tool handles a video annotation
session as a project. It takes a video and a related list of items as inputs and
provides item annotations and templates as outputs. The lists can be given or, if
suitable analysis algorithms are available (e.g. [4]), obtained from the input data.
The items to be annotated are grouped into different categories, for example,
in the case of cooking domain, we have food, kitchenware and action categories.
The annotation of an item can be achieved by following three modalities:
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Fig. 1. The iVAT overview

1. manual : the user provides, frame by frame, the annotations of the item;
2. semi-automatic: the user provides an initial annotation and automatic algo-

rithms provide the subsequent annotations;
3. automatic: algorithms provide, frame by frame, the annotations of the item.

All the annotation process can be achieved through a simple graphical user
interface (GUI) shown in Fig. 2. The upper part contains video related informa-
tion: list of shots, list of items and more important a video browser which allows
the user to seek through frames and sequentially browse shots. The currently
annotated items are shown in the displayed video frame. To facilitate the an-
notation process, the tool provides to the user different interaction modalities:
click-able buttons, drag & drop operations, context menus and short-cuts. Every
time a new item is annotated (manually or automatically), a new item’s time-
line appears in the lower part of the window. Each time-line allows the user to
visually keep track of where the corresponding item has been annotated. Each
cell in the time-line correspond to a frame position and it shows if the item is
present in that frame (i.e. visible), if the annotation has been obtained manually



634 S. Bianco et al.

Fig. 2. The iVAT GUI

of by an algorithm and if the annotation cannot be changed (i.e. locked). A filled
cell corresponds to the presence of the item in the corresponding frame, while an
empty cell corresponds to its absence. A marker superimposed on a cell indicates
an annotation that can be modified only by the user (i.e. locked annotation).

Manual Annotations. A manual annotation is achieved by firstly choosing it
from the list on the right side of the GUI, and later by dragging and dropping
it on the video frame. Once the item is dropped on the image the user can draw
a bounding box around the object. Manually annotated items are identified by
bounding boxes with a solid outline. The size and position of the bounding box
can be changed at any time as well as deleting it. The color of the bounding
box depends on the item’s category. By default all the manual annotations are
locked meaning that the automatic algorithms cannot modify or overwrite them.
Only the user can change these annotations.

Semi Automatic Annotations. Once the user annotates a new item on the
video frame, by default a linear object tracking takes place. The position of the
items is propagated on subsequent frame. If another annotation of the same item
is present in a later frame, a linear interpolation algorithm is used to propagate
the item positions. If the linear object tracking is disabled, the user can activate
an instance based object detector algorithm that, by using the first annotation
as an example, try to automatically detect the position of the same item in the
subsequent frames. The detection is done by a spatially-constrained template
matching using a normalized correlation coefficient as the similarity measure be-
tween the template and candidate items. With the exception of the first, manual,
one, all the subsequent annotations obtained in this modality are shown with
dashed bounding boxes. These annotations are also not locked.
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Automatic Annotations. Automatic annotations can be provided by differ-
ent supervised algorithms embedded in the system. The automatic annotation
can be activated by selecting an item from the list on the right side of the GUI
and then by selecting the preferred algorithm in the context menu. This class
of algorithms needs a learned template to work, therefore the tool allows users
to crop object templates to be used later for training a supervised object detec-
tor in the incremental learning stage. The different supervised object detection
algorithms implemented employ a cascade of boosted classifiers working with
Haar-like features [16,11], Histograms of Oriented Gradients (HOG) features [5],
and Local Binary Patterns (LBP) features [10]. The action detector uses the in-
formative spatio-temporal features [6]. This algorithm will be described in more
details in Section 3. Again, in this modality the annotations are shown with
dashed bounding boxes and these annotations are not locked.

Interaction between Manual and Automatic Annotations. Since the
annotation of an item can be manually or automatically provided, to handle the
interactions of the annotations provided by the user with ones provided by the
algorithms, we have introduced the concept of locked and unlocked objects. This
concept is related to a specific object at time instant t. If the annotation at time
t has been provided or modified by the user, then the state of the annotated
item, independently of its presence at time t, is locked. On the contrary if the
annotation at time t has been provided or modified by an algorithm, then the
state of the annotated item, independently of its presence at time t, is unlocked.
Only the user can modify the state of annotated items changing it from locked
to unlocked and vice-versa. In Fig. 3 we show the finite state machine that
describes all the possible interactions between manual and automatic change of
annotations.

3 Cooking Action Recognition

The design and selection of computer vision algorithms for the cooking domain
is particularly challenging for both object detection and action recognition task
[7,14,8]. For instance, during the recipe preparation, foods may change their
visual appearance and be occluded by cook’s hands or kitchenware tools. An
example showing a typical case where a cucumber is being chopped is reported
in Fig. 4. In the case of cooking action, there are several ways in which a given
action (e.g. cutting) can be performed, depending on the intended result (e.g.
“Julienne”, “Brunoise”, “Chiffonade”, etc. . . ). The actions may be distinguish-
able only by detecting very small movements and can be very difficult to rec-
ognize in first person shots. Moreover, a cooking action (e.g. peeling) can be
performed differently depending on the food it is applied to either in the move-
ments required as well as in the use of kitchenwares. For example, a banana is
peeled differently from an apple.
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Fig. 3. Finite state machine describing the interactive annotation of an item

Fig. 4. How food changes appearance during cooking. In this sequence a cucumber is
being finely chopped.

In iVAT, recognition of cooking actions is obtained by observing informative
spatio-temporal features [6], such as: periodic motions and spatio-temporal cor-
ners. Periodic motions usually occur in simple actions such as body movement,
facial expressions etc. . . , while spatio-temporal corners occur when a moving ob-
ject inverts its motion direction, such as in the case of cutting a carrot, peeling
a potato etc. . .

We considered actions that occur in a stack of subsequent images I(x, y, t)
of spatial dimensions X × Y and temporal dimension T . The response function
used to detect spatio-temporal region of interest is defined as follows [6]:

R = (I ∗ g ∗ hev)
2 + (I ∗ g ∗ hod)

2, (1)

where g(x, y;σ) is the 2D Gaussian smoothing kernel, applied only along the
spatial dimensions, and hev(t; τ, ω) and hod(t; τ, ω) are a quadrature pair of 1D
Gabor filters applied temporally with ω = 4/τ :
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hev(t; τ, ω) = − cos(2πtω)e−t2/τ2

,

hod(t; τ, ω) = − sin(2πtω)e−t2/τ2

.
(2)

Parameters τ and σ correspond roughly to the spatial and temporal scale of the
detector. The response function is thought to give more importance to periodic
motions as well as to moving corners associated to complex movements, and less
importance to translational motions. For each interest point, that is the local
maxima of the response function, a 3-dimensional region of interest is extracted.
Such a region, also called cuboid, has two dimensions proportional to the param-
eter σ, and the third proportional to τ . Inside the cuboid is where the interesting
motion is happening. The values of the two parameters must be such that most
of the interesting motion is inside the cuboid.

Given a cuboid, the brightness gradient is calculated at each spatio-temporal
location (x, y, t) so obtaining three channels (Gx, Gy, Gt) each having the same
size as the cuboid. Finally, the feature vector is obtained by dividing the cuboid
in sub regions and computing, for each of them, a local histogram of gradients, so
following the same strategy as described by Lowe for 2D SIFT descriptors [12].
The final descriptor is obtained after a PCA dimensionality reduction procedure.

The training data consists of several type of actions and multiple instances
for each type. The method described above extracts a large number of cuboids
for each action instance, so the total number of cuboids is virtually unlimited.
To reduce such a number, the notion of cuboid prototype has been introduced.
This notion is based on the idea that although two instances of the same action
may have a different visual appearance, such instances may have many of their
interest points similar. A library of cuboid prototypes is obtained for the whole
training set by using the k-means algorithm.

In the testing phase, each cuboid extracted from the test set is compared with
prototypes measuring the similarity, based on the Euclidean distance, and so it
is assumed to be one of the known types or rejected as an outlier.

3.1 Experimental Results

The cooking videos have been acquired in a professional kitchen with stainless
steel worktop. The videos have been recorded by professional operators using
three cameras: one central camera which recorded the whole scene with wide
shots, and two side cameras for mid shots, medium close ups, close ups, and
cut-ins. A schematic representation of the acquisition set-up is shown in Fig. 5.

In the video, close-ups and wide shots are intermixed. Wide shots are used
during explanations of the cooking steps while close up are used to illustrate the
current step (e.g. carrot peeling and cutting, vegetables boiling, etc. . . ). In wide
shots, the items that must be annotated are of a small size, which makes them
difficult to recognize. On close-up shots the items are more recognizable but due
to their handling they are often occluded by kitchenwares or by the hands of
the cook. All these facts make it very difficult to correctly annotate the items
throughout the entire video shots. Moreover, differently from other domains, the
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(a) (b)

Fig. 5. Shooting set-up. a) Disposition of the digital cameras with respect to the kitchen
worktop. b) An example of frontal shot captured by the Camera 1.

Table 1. Action sets used in the experiment

Action category #Sequences

Oiling 30
Mincing 21
Cutting 64
Salting 24
Peppering 22
Peeling with a knife 14
Peeling with a potato peeler 14
Brushing 14
Coring 11

Total 214

cooking domain presents particular challenges such as frequent occlusions and
food appearance changes.

After having analysed the different cooking videos, we have identified nine
elementary actions that we are interested in recognizing:Oiling,Mincing, Cutting,
Salting, Peppering, Peeling with a knife, Peeling with a potato peeler, Brushing,
and Coring. These actions have been selected since they are present in different
videos and thus a suitable training set can be constructed for each action. We
have limited the selection and recognition of the actions in the shots captured
by the camera 1 (i.e. the wide angled shots) since in these shots the actions are
clearly visible. We found that, in our dataset, close-up shots are captured with
very narrow angles and thus part of the actions often occur out of the frame.

Table 1 summarizes the number of sequences belonging to each action’s cat-
egory. These sets are used for training and evaluation of the action recognition
algorithm. Each action sequence is a crop of the original video which includes
the hands of the cook. An example of action sequence is shown in Fig 6.

The best scale parameters σ and τ are found by a grid search on the parameter
space σ ∈ [4.0, 6.5] and τ ∈ [2.0, 4.0]. The parameter space has been sampled
with a 0.5 step in each dimension, for a total of 50 sample points. The grid search
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Fig. 6. An example of a Peppering action sequence

has been done once and off-line and the total time required was about 2 hours
on a i5 processor. Ten independent runs are made by randomly extracting for
each action category an equal number of videos for training and testing with
a maximum of 10 videos each. For each run, all the parameters configurations
are tested varying the number of clusters K (K ∈ [3, 200]). The parameter
combination (σ, τ,K) giving the higher mean accuracy over the 10 runs is then
selected.

The plot of the mean accuracy over the 10 independent runs for the best scale
parameters (σ, τ) = (6.5, 2) varying the number of clusters K is reported in Fig.
7(a). The plot is cropped at K = 100, when the accuracy starts to decrease.
The mean confusion matrix over the independent runs for the best parameters
configuration (σ, τ,K) = (6.5, 2, 95) is reported in Fig. 7(b).

(a) (b)

Fig. 7. Plot of the mean accuracy over the 10 independent runs for the best scale
parameters varying the number of clusters K (a). Average confusion matrix over the
10 independent runs for the best scale parameters with the best number of clusters (b).
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4 Conclusions

In this work we presented the results of cooking action recognition with iVAT.
iVAT is a interactive video annotation which integrates different computer vi-
sion modules for object detection, tracking, and action recognition within an
incremental learning framework that allows to increase the accuracy of the un-
derlying algorithms over time. The cooking domain is particularly challenging
for both object detection and action recognition task, since during the recipe
foods change their visual appearance and actions may be distinguishable only
by detecting very small movements. The preliminary results obtained for the task
of cooking action recognition are encouraging. More results for both the action
recognition and for the object detection task will be presented in next publica-
tions, together with a detailed description of the object detectors included and
the incremental learning approach used in iVAT. Although we have developed
iVAT for the annotation of cooking video, the underlying framework can be eas-
ily adapted and used to annotate videos from different domains as well. We plan
to experimentally show this in future works.
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