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Abstract. Existing methods for gender classification from facial im-
ages mostly rely on either shape or texture cues. This paper presents a
novel face representation that combines both shape and texture informa-
tion for gender classification. We propose extracting the Scale Invariant
Feature Transform (SIFT) descriptors at specific facial landmarks posi-
tions, hence encoding both the face shape and local-texture information.
Moreover, we propose a decision-level fusion framework combining this
Landmarks-SIFT with Local Binary Patterns (LBP) descriptor extracted
for the whole face image. LBP is known of being tolerant against un-
controlled image capturing conditions. Competitive correct classification
rates for both controlled (97% for FERET) and uncontrolled (95% and
94% for LFW and KinFace) benchmark datasets were achieved using our
proposed decision-level fusion.
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1 Introduction

Gender classification is useful for many applications such as those which require
interaction between humans and computers, surveillance purposes from videos,
and collecting demographic information for gender-based advertising. Correct
gender recognition can also help narrow the search space for face recognition and
verification [1]. For such reasons, automatic gender classification has been widely
investigated in literature, using different features and classification approaches.

The extraction of features from the image is the most crucial step of the clas-
sification process, and many techniques have been proposed to extract different
types of features from the images. These features can be categorized mainly
into appearance-based, and shape-based features. Appearance-based approaches
used the preprocessed texture of the face, while shape-based methods rely on
features extracted from the face shape such as geometric relations between facial
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landmarks. Studies have shown that the combination of several classifiers leads
to the improvement of the overall classification accuracy [2,3].

In this paper, we propose a new face-descriptor based on SIFT features. The
proposed representation implicitly combines both shape and texture information
as it extracts the SIFT features at specific facial landmarks instead of using an
interest point detector as in the original SIFT algorithm. We test the proposed
face representation with an SVM classifier to classify gender from facial images.

Moreover, we present a fusion mechanism than combines the decisions of our
proposed classifier with another depending on the appearance-based Local Bi-
nary Patterns, which are local-texture descriptors that extract information from
blocks on the whole face. We also utilize this fusion scheme in combining several
classifiers each trained using the same features-type yet extracted from different
facial regions.

The robustness of our proposal is tested on three publicly available datasets:
the FERET [5], the Labeled Faces in the Wild (LFW) [6] databases and the
newly formed UB KinFace database [7]. Experimental results show that our pro-
posed face-descriptor achieves state-of-the-art performance which is even boosted
by merging it with LBP features at the decision-level.

The rest of the paper is organized as follows; Section 2 reviews previous re-
lated work, Section 3 describes our proposed face representation, and Section 4
introduces our proposed method for the fusion of these descriptors. Section 5
states the databases we used, then explains and discusses the experiments and
results. We conclude our work in the final section.

2 Related Work

Various gender classification methods are reported in the literature, from which
we review here only the related studies.

Lian and Lu [8] used LBP with SVM for multi-view gender classification, while
some researches have combined it with other information; Ylioinas et al. [9] and
Alexandre [10]. Shan [11] investigated gender classification on real-life faces of
LFW, where boosted Local Binary Patterns (boostedLBP) were used with SVM.
They used LBP to describe faces, then used Adaboost to select the discriminative
LBP features, followed by an SVM for classification.

A shape-based approach was presented by Cao et al. [12] that investigates
whether topological information extracted from facial landmarks can be used to
efficiently perform gender classification. They used pairwise distances and angles
between each two landmarks.

Mäkinen and Raisamo [2] presented an overview on the topic of gender clas-
sification from face images, and introduced combined results of some classifiers.
While Li et al. [3] combined information of hair and clothing with extracted
facial features for gender classification.

Wang et al. proposed the use of dense-SIFT in [13,14], where SIFT descriptors
are extracted at regular image grid points and concatenated into a vector to
represent the face.



Landmarks-SIFT Face Representation for Gender Classification 331

All the above mentioned methods, except [2], show very good classification
accuracies on only one database, while our proposed method showed robustness
to varying image conditions as it achieves best results on both the FERET and
the LFW databases.

3 Face Representation

In this section, we introduce our proposed face descriptor based on SIFT features,
and we briefly explain the LBP local-feature extractor.

3.1 SIFT-Based Descriptor

SIFT features were proposed by Lowe [15], and have proven to be very useful
for object recognition and matching applications. These features are invariant to
image scaling, translation and rotation, and partially invariant to illumination
changes and affine projection. The advantage of such invariant features, is that
the preprocessing stage of accurate face alignment is not required.

The SIFT descriptor is a local feature as it describes the region surrounding
a keypoint, in a specific scale and orientation. We briefly describe the details
of the SIFT object recognition algorithm in the following subsection, then we
explain our proposed use of SIFT for gender recognition.

Scale Invariant Feature Transform. Lowe’s [15] SIFT algorithm for object
recognition starts with building a scale space of the image by convolving it with
a variable-scale Gaussian kernel and then calculates the difference of Gaussian
(DoG) between each successive two layers in the scale space. The extremas of the
DoG are then selected as candidate interest points, from which elements with
low contrast and edge responses are excluded. The remaining elements become
keypoints and each is assigned an orientation using the precomputed gradients.

After the detection of keypoints, each is assigned a descriptor that summarize
information on local image gradient flows. The idea of the SIFT descriptor is
similar to that of the HOG descriptor where a histogram of gradient orientations
is computed for an interest region around the keypoint, using Np bins for each
spatial direction and No bins for the orientation. In this paper, we used the
original SIFT descriptor with 4 spatial bins and 8 orientation bins; that is 4× 4
subregions, each with 8 angle bins covering 45◦ each, generating a descriptor
with dimension = N2

pNo = 128
Finally, the object recognition step involves matching of all keypoints, ex-

tracted from an image, to object prototype keypoints, recorded in a
corresponding database.

Proposed Landmarks-SIFT. Unfortunately, the use of an interest point de-
tector in the original SIFT-based object recognition algorithm is generally un-
successful in face or gender recognition. This is because only a few keypoints per
face can be detected due to the general small resolution and low quality of face
images in real life image capture scenarios.
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Another drawback of using the original SIFT algorithm for gender recogni-
tion, is the final step, in which keypoints matching is performed. This matching
process detects the presence or absence of a certain object, which is infeasible for
the two-class classification task of gender recognition. Besides, the detected key-
points for each face do not necessarily represent the same facial features as their
number and location vary from face to face. Hence, the sparse SIFT features
cannot be used with standard machine learning method tools like SVM.

Our first contribution in this paper is a face representation based on extracting
SIFT descriptors at specific predefined facial landmarks ‘Landmarks-SIFT’, not
on a constant grid as the dense-SIFT of [13,14]. To the best of our knowledge,
this technique has not been used for gender classification before.

Active Shape Model (ASM) is used to automatically locate 76 facial land-
marks, as shown in Figure 1, and at the location of each landmark, a
128-dimensional SIFT descriptor is obtained from 16 × 16 pixels around the
landmark. The descriptors are then concatenated into a single vector and used
as input to an SVM classifier, which is a classic pattern classification algorithm
instead of the keypoints’ matching process. We adopted SVM with Radial Basis
Function (SVM+RBF).

Fig. 1. Feature extraction process for Landmarks-SIFT, LBP and dense-SIFT

3.2 Local Binary Patterns

Local Binary Patterns (LBPs) [4] are features that are calculated from pixel
intensities in a pixel neighborhood. It is a very simple but efficient algorithm
for local texture information extraction and it is also stable under illumination
changes and rotation.

The original local binary pattern operator labels the pixels of an image by
thresholding the 3× 3 or more neighborhood of each pixel with the center value
and concatenating the results to form one binary number.
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Uniform patterns LBP is an extension to the original LBP operator where
all the uniform patterns have separate bins, while the rest of the patterns are
collected in one bin. The uniform patterns are those which have at most 2
transitions from 0 to 1 and vice versa.

In this research, the operator LBPu2

8,r is used to translate the pixels values
into binary numbers, using eight neighbors around each pixel at the radius of
r = 3. The image is then partitioned into 9×9 non-overlapping blocks, as shown
in Figure 1, and the histogram of each block is calculated and concatenated to
form one features vector.

4 Decision-Level Fusion

In this section, we propose a fusion method to combine the decisions of several
classifiers into one final decision in order to achieve higher gender recognition
accuracy. Since our first classifier depends on features extracted from specific
face regions, its performance can be boosted through combining it with another
classifier that extracts information from the whole face area. In general, the
fusion process is performed either before classification (features-level) or after
classification (decision-level). We adopt the decision-level fusion mechanism with
the general architecture depicted in Figure 2.

Fig. 2. Decision-level fusion mechanism. Each Expert returns an output o with score s

We have N individually trained single-feature classifiers, a combiner is trained
using a different subset of images named ‘Fusion-Training’ set. Each expert n
is used to classify the images in this set and return a set of classification results
associated with confidence values (scores).

First step, before training the combiner, involves the calculation of a ‘likeli-
hood’ function for the scores of each expert individually. This is done by dividing
the range of score values returned by an expert into I intervals and calculating a
‘likelihood’ value for each interval separately. The ‘likelihood’ value of a score in-
terval is calculated as the difference between the percentage of correctly classified
images, having a score value within this interval, and those that were wrong.
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We shift all calculated ‘likelihood’ values to be above zero and finally normalize
to [0− 1]. For our machine, we choose I = 20.

Next, for training the combiner, each image is represented by an N−
dimensional vector to train the combiner using SVM. Each feature in that vec-
tor represents the ‘likelihood’ value of the confidence score returned by expert n,
signed with the classification decision; positive for male and negative for female.

5 Experiments and Results

5.1 Datasets

To evaluate our proposed method, we used three publicly available face image
databases, two of which are benchmark datasets: the FERET [5] and the Labeled
Faces in the Wild [6]. The third set: UB KinFace database [7], has not been used
before for the purpose of gender classification except for [17], it has been mainly
used for the purpose of kinship verification and recognition.

The FERET dataset contains studio-setting constrained images, while LFW
and KinFace offer a collection of faces captured from the web, representing a
variation of expressions and lighting conditions. From the FERET database we
used one image per subject from the frontal ‘fa’ gallery. For the LFW we selected
the frontal faces and formed a set containing 4500 males and 2340 females, having
at most two images of the same subject. The UB KinFace dataset contains 600
images of 400 people, the images are divided into 200 groups, each is composed
of child, young parent and old parent images.

For each dataset, we created three subsets: ‘Training’ set (used to train the
classifiers), ‘Fusion-Training’ set (used to train the combiner in decision-level fu-
sion), and, finally, ‘Testing’ set (used to evaluate the classification performance).

In our experiments, we adopted a 5-folds cross validation test scheme, where
the images are divided into five folds, keeping the same ratio between male and
female faces; duplicate images of the same subject (in case of LFW and KinFace)
are placed in the same fold. One fold is used for ‘Testing’, two for ‘Training’ and
the remaining two for ‘Fusion-Training’; this process is repeated five times and
the average is reported. The number of faces used for each database is shown in
Table 1.

Table 1. Number of faces used for each database (Male/Female)

FERET LFW KinFace

All 600/405 4500/2340 440/160

1 Fold 120/81 900/468 88/32

For implementation, images preprocessing, training and testing, we used MAT-
LAB. Colored images are transformed to gray-scale, and then the lighting was
enhanced using MATLAB’s built-in function imadjust which increases the con-
trast by remapping the intensity values to fill the entire range of [0− 255].
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5.2 Region-Based Landmarks-SIFT

In a first experiment, we study the contribution of each group of facial landmarks
on the gender classification performance. We split the 76 landmarks into 6 groups
according to the facial regions they describe. The 15 landmarks on the face-
contour are divided into two groups: ‘Contour-L’ and ‘Contour-R’ with the chin
point repeated in each group. The points located on the left eye and the left
eyebrow are collected in a fourth group of 15 points, ‘Eye-L’, and the same for
the right eye, ‘Eye-R’. Twelve points are grouped in the ‘Nose’ group while the
remaining 19 landmarks belong to the final ‘Mouth’ group.

(a) Gender classification results of facial-
landmarks groups.

(b) Fused gender classification results of
facial-landmarks groups.

Fig. 3. Gender classification results of facial-landmarks groups and their fusion

Figure 3(a) shows the classification results obtained by each group of land-
marks separately, along with the results obtained using all the 76 landmarks,
which corresponds to a feature-level fusion of the 6 groups. It can be noticed
that the eyes region achieves the highest classification rates of the individual
groups, yet its performance does not exceed 90% correct rate, hence the need
of combining the information extracted from all the regions. In Figure 3(b),
we compare the results obtained by fusing the 6 classifiers using our decision-
level fusion mechanism versus the voting decision-level fusion and also against
feature-level fusion.

5.3 Fusion Results

In this subsection, we present the results obtained using our Landmarks-SIFT
face representation and its fusion with LBP. We also compare with the dense-
SIFT descriptor. For Landmarks-SIFT, we used Stasm [16] which is an extended
version of ASM to automatically locate the 76 landmarks on the face image.
While for LBP and dense-SIFT, the image is preprocessed and the face area is
extracted as a square with dimensions relative to the inter-eyes distance. The
cropped face is scaled to be of size 144× 144 and then divided into 9× 9 blocks
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each of size 16× 16 pixels. The operator LBPu2

8,3 is used to extract and form the
LBP features vector of the image.

Table 2 presents the average 5-folds cross-validation results for each dataset
and compares the results of the our proposed Landmarks-SIFT face representa-
tion with LBP and dense-SIFT. The table also shows the results of our proposed
decision-level fusion mechanism and compares it with feature-level fusion. From
Table 2, it can be noticed that our proposed fusion scheme improves accuracy
by up to 2% over the best single-feature classifier.

Table 2. Gender classification results of the single-feature classifiers and their fusion

FERET LFW KinFace

Single-Feature Classifiers :-

LBP 94.43% 93.10% 90.05%
Dense-SIFT [9× 9 = 81 Keypoints] 94.63% 92.85% 90.41%
Landmarks-SIFT

-All 76 Keypoints 95.22% 93.06% 93.10%
-Decision-level Fusion of 6 Groups 96.42% 93.40% 93.10%

Landmarks-SIFT + LBP :-

–Feature-level Fusion: 96.81% 93.97% 94.28%
–Decision-level Fusion:

*[All 76 Landmarks]+[LBP] 96.62% 94.33% 94.28%
*6×[Landmarks-Group]+[LBP] 97.11% 95.00% 94.45%

5.4 Comparison with Previous Work

Table 3 compares our proposed approach with previously published classification
results on all mentioned datasets. For LFW, we compared with Shan’s [11] work
and showed comparative results. For the KinFace dataset, we compared with
our previous proposal in [17] where we used simple features extracted the face
image and combined them at the decision-level achieving 90% accuracy.

Table 3. Comparison with previously published results

FERET FERET MR LFW KinFace
Proposed Decision-level Fusion
of Landmarks-SIFT+LBP: 97.11% 97.00% 95.00% 94.45%

95.80% 92.86% 94.81% 90.00%
Best Published Results: Li et al. [3] Mäkinen and

Raisamo [2]
Shan [11] Y. S. El-Din

et al. [17]

For FERET, Li et al. [3] selected 782 images from the dataset with equal
numbers of males and females, and used one quarter for testing and the rest
for training. They reported best average results of 95.8%, using fuzzy combina-
tion. Our work outperforms the reported methods on the FERET dataset with
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average 97.1%. We have also reported results on a subset of FERET that was
used by Mäkinen and Raisamo in [2], which we refer to as FERET MR. The
subset contains 760 face images divided equally between male and female from
which they used 80% for training and 20% for testing. They combined six gender
classification methods using four types of combination methods, and achieved
92.86% accuracy. We report results of our method on their set, splitting the 80%
that are used for training equally between the ‘Training’ and ‘Fusion-Training’
subsets.

6 Conclusion and Future Work

In this paper we proposed a new SIFT-based representation for face images
that combines both texture and shape information. We compared our proposed
Landmarks-SIFT on the task of gender classification, with a local texture descrip-
tor, LBP, that extracts local-information from blocks covering the whole face
image. Competitive results were reported on three publicly available datasets:
FERET, LFW and the KinFace databases.

Moreover, we presented a mechanism for combining the proposed Landmarks-
SIFT with LBP at the decision-level to fuse the local and global features, which
successfully boosted the gender classification performance bu up to 2% from the
best single-feature classifier. We also used this fusion technique to merge deci-
sions of six classifiers each trained on SIFT-descriptors extracted at a subset of
the facial landmarks, and showed that the fusion of decisions of several indi-
vidual classifiers achieves better performance than using all the features with a
single classifier.

High gender classification rates were reported in comparison to previously
published results on the three datasets, where 97.2% was achieved for FERET,
95.03% for LFW and 94.28% for KinFace.

For future work, we will try to apply dimensionality reduction techniques to
the SIFT feature vector in addition to using other features extracted from the
face image including SURF, FREAK or boosted LBP. We would also like try
more fusion methods, and also to experiment with SVMACs proposed by Ji and
Lu [18].
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