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Abstract. Due to the complexity of today’s architectures and appli-
cations, performance analysis and optimization are essential, and trace-
based techniques have proven to be a powerful approach. However, a
manual comparison of traces is difficult and time consuming because
of the large volume of detailed data and the need to correctly line up
trace events. Our solution is a set of techniques that automatically align
traces so they can be compared, along with novel metrics that quantify
the differences between traces, both in terms of differences in the event
stream and timing differences across events. Further, we introduce vi-
sualization techniques that highlight and facilitate understanding of the
sources of the differences. We demonstrate the effectiveness of our solu-
tion by showing automatically detected performance and code differences
across different versions of two real-world applications.

1 Introduction

Today’s complex architectures and applications make it challenging to fully
exploit the performance of high performance computing (HPC) machines. Un-
derstanding the root cause of application performance problems requires sophis-
ticated performance analysis techniques. A key operation required by nearly all
these techniques is a comparison of performance data from multiple measure-
ments, because there is not sufficient information to understand the performance
properties of an application without baseline measurements for comparison. Typ-
ical examples for such comparisons are before/after comparisons when apply-
ing optimizations or changing code versions; comparisons of runs on different
platforms to study performance portability; or contrasting the performance of
different ranks in an MPI program to study load balance.
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While such comparisons are straightforward for the aggregated data in per-
formance profiles, no good solutions exist for comparing highly-detailed event
traces. An event trace is a record of application behavior as a series of events,
such as function entry and exit, or message passing. Each event consists of a time-
stamp along with relevant data, e.g., function name, or bytes of data transmit-
ted. The information in traces can be used to detect many performance problems
on HPC systems, e.g., the causes of synchronization delays. However, the level
of detail in traces also presents a challenge because it implies a large amount
of data from a single run, even exceeding hundreds of megabytes for a single
process [13]. Thus, manually aligning event traces for comparison is extremely
challenging and error prone, since the event stream may not be equal across
application runs or MPI ranks, and events will not occur at exactly the same
time across executions.

Although several efforts have been made for comparing performance across
application runs [2,8,10,12,15–17], to the best of our knowledge, no tool supports
automatic comparison of event traces. We address this gap with a technique for
automatic trace comparison of two arbitrary event traces.1 We use an hierarchi-
cal alignment algorithm that performs event-wise comparison and alignment of
traces, from prior work [18]. In this paper, we make several contributions:

– We extend our alignment algorithm through an adaptive hybrid scheme,
improving performance by nearly 8×.

– We develop novel metrics for comparative analysis of event traces.
– We integrate visualization support for trace comparison into the Vampir

tracing tool [5] for intuitive understanding of the differences between traces.
– We present case studies of two real-world applications AMG [6] and ParaDiS

[3], showcasing the viability of our method.

2 Alignment Algorithm for Trace Comparison

Our work builds on an hierarchical alignment algorithm presented in prior work
[18]. In this work, we extend the algorithm and significantly reduce analysis
times, which makes it feasible to use this approach for analyzing large traces.

2.1 Base Hierarchical Alignment Algorithm

In order to compare two traces, we borrow techniques from gene sequence align-
ment approaches in bioinformatics. We align traces with a dynamic programming
algorithm that finds the optimal alignment for arbitrary sequences [4,7,14]. The
algorithm separates the full pairwise alignment problem into independently op-
timizable sub-problems and then evaluates alignments with scores. It finds the
optimal alignment of sub-problems with a recursive scoring scheme.

1 Although we motivate and apply our technique to function call traces, our approach
is general and can support any kind of event trace, e.g., memory traces or I/O traces.
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Fig. 1. Constructed alignment of sequence A and B

Although the dynamic programming approach is functional, the quadratic
time complexity leads to long alignment times. We employ a modification pro-
posed by Hirschberg [9] that computes the optimal alignment with quadratic
time complexity but with only linear memory complexity with respect to the
longest sequence. We also augment the algorithm with an hierarchical compari-
son approach based on the call tree structure of the execution that shortens the
event sequence length for individual comparisons.

We show an example alignment of sequence A: m c a c m a m with sequence
B: m c a c b c m b m in Figure 1. Using the algorithm, we mark portions of
traces as equal (shown in yellow in Figure 1) if they have the same sequence of
function calls in both traces, omitting for now the timing information associated
with events.2 We label portions of traces as different (red in Figure 1) if they
contain different function calls at the same sequence position. For instance, if a
call to function a in the first trace is replaced by a call to b in the second trace,
these calls would be recognized as different. A gap (blue in Figure 1) is a missing
section in one trace file, which occurs if some functions are executed during the
generation of one trace and not the other, e.g., if a new code section is added to
the application, or MPI ranks follow different execution paths.

2.2 Extended Hierarchical Alignment Algorithm

While this algorithm provides a suitable alignment, its performance and memory
consumption prevents its use on larger event traces. To overcome this challenge,
we extend the approach in this work by adaptively using both the Needleman-
Wunsch [14] and the Hirschberg [9] algorithms for the alignment. Since the
Hirschberg algorithm needs to recompute erased values it runs slower, but re-
quires less memory. Thus, we use the faster Needleman-Wunsch algorithm, with
quadratic memory complexity, for small alignments that fit into memory and use
the Hirschberg algorithm, with linear memory complexity, only for larger ones
that would otherwise not fit. This can speed up the alignment for large parts
of the traces. In our experiments, using an Intel Xeon 5660 node running at 2.8
GHz with 24 GB RAM, the extended alignment algorithm ran nearly 8× faster

2 Omitting timing information eliminates problems caused by the inherent jitter in
timing measurements caused by timer inaccuracy, OS noise, or network traffic. The
sequence of functions calls, on the other hand, is likely to be the same for large parts
of the trace and hence can be used as anchors for the alignment process.
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Table 1. Alignment Algorithm Performance

Application Base Alignment Extended Alignment Performance Improvement

ParaDiS 11min 38s 214ms 1min 30s 986ms 7.67
AMG2006 4min 56s 533ms 38s 667ms 7.67

than the base algorithm. Table 1 shows the times needed to align the complete
application traces shown in Section 5.

3 Visualization of Trace Comparison

We integrate support for visualizing compared traces into the Vampir tracing
toolset [5] that provides users with a visualization of the similarities, differences,
and gaps across traces, as well as visualizations of the timing differences. This
goes beyond our prior work, where the visualization only showed a flat view of
all traced events at any given time point, simply depicting the current state of
the trace comparison at a time point — either equal, different, or gap.

In particular, we implement a hierarchical display of the trace differences
based on the call tree. This hierarchical display facilitates understanding of trace
differences, because it is easier to identify the root of those differences. For
example, if additional function calls are made in one trace and not the other,
it is easy to locate the enclosing function to further investigate the changes.
Additionally, we now differentiate the origin of gaps. We introduce two gap
states (GAP A and GAP B), which indicate if a gap occurs in trace A or B.

4 Trace Comparison Metrics

Intuitive displays of aligned traces alone are not sufficient to help users under-
stand the differences between traces. For this purpose, we introduce new trace
comparison metrics. We design these metrics to aid the developer in identifying
differences in function structure and timing behavior between multiple execu-
tions or event traces. While we assume that the user intends to compare two
traces of similar behavior, our approach can be applied to a wide range of sce-
narios such as before/after comparison for optimizations, comparisons between
MPI ranks or between threads, to study changes in code versions, or to under-
stand the impact of OS-level runtime events on individual applications.

4.1 Similarity Metric

We base our metric for trace similarity on the alignment algorithm described in
Section 2. The algorithm is based on the following scoring scheme, which we use
to derive a metric stating the similarity of two traces:
Match Score: σequal = 2, Mismatch Score: σdiff = −1, Gap Score: σgap = −1.

Using the raw score, however, is problematic. In an alignment, each function
pair, dependent on its state—equal, different, or gap—represents the score de-
fined in the scoring scheme. The sum of all scores, Scoreactual , results in positive
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Table 2. Trace comparison metrics

Metric Definition

Scoremax σequal ∗max(M,N)

Scoremin σdiff ∗min(M,N) + σgap ∗ |M −N |
Ratio Scoreactual

Scoremax

Similarity Ratio+0.5
1.5

scores for equal areas and penalizes differences and gaps with negative scores.
Thus, the higher the total score, the higher the similarity between the processes.
However, the actual value of the total score also depends on the length of the
compared sequences, M and N . This renders the total score impractical as a
metric for the direct comparison of the similarity of multiple process pairs.

We note that in every comparison of two traces, there is a maximal and
minimal total score, Scoremax and Scoremin in Table 2. Two completely equal
traces achieve the maximal score. To compute the minimum score, we first insert
gaps for missing events in the shorter trace. Then, using penalties of −1 for all
gaps and differences in the traces, the total score decreases as an equal (positive)
scoring pair is replaced by a difference/gap (negative) scoring pair. This results
in a minimum score that aligns both sequences with differences and necessary
gaps in case of unequal sequence length.

Using these minimum and maximum scores as a value range, we can now begin
to derive our similarity metric. First, we compute how close the actual total
score of an alignment is to its maximum, Ratio in Table 2. Ratio has a range of
[−0.5, 1]. To define a more intuitive metric, we scaled the value to a range between
[0, 1]. Thus, we define Similarity as given in Table 2. Similarity presents a means
to objectively evaluate and compare the similarity of processes. Similarity = 1
means the processes are completely equal whereas Similarity = 0 means they
are completely different.

4.2 Dissimilarity Timeline Metric

The Dissimilarity Timeline metric indicates how the similarity between two
traces changes over time. This is useful for identifying regions of the trace that
exhibit high dissimilarities for further inspection. Also, visualizing the metric
along with the traces can help pinpoint periodic differences in the traces.

To compute the metric, we start the alignment process and then sample the
alignment over time. In this process, we produce a series of data values at equal-
distant time points indicating similarity for locations in the aligned traces. Once
we have the alignment and data values, we apply a sliding window and sum up
the score under the window. In our analysis, a window width of 10% of the entire
alignment length produced good results for all experiments. We found that it
balances temporal granularity with the ability to capture context information
around points with increased changes avoiding misleading “spikes of differences”.
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Fig. 2. Dissimilarity timeline Fig. 3. Runtime skew timeline

Several strategies are possible for summing up the values in a window. For
example, one could sum up the total score of all pairs, or could sum the score
of all equal pairs. The latter would result in a metric representing the similarity
of the sequences at the window position. Since we generally compare relatively
similar applications and want to detect the dissimilarities, we use a slightly
different approach. We sum the scores of all difference and gap pairs under the
window to give a metric representing the dissimilarity of the traces over time.
To make the metric comparable between alignments, we normalize it to a value
range of [0, 1]. A dissimilarity of 1 means all pairs in the window are different or
gaps, while a dissimilarity of 0 means all pairs are equal.

Figure 2 shows a Dissimilarity Timeline for a simple example. Sampled mea-
surement points are depicted as red dots. The vertical axis at the top represents
the function call depth. The timeline visualization makes it easy to detect areas
with high dissimilarity. For example, at the beginning of the alignment shown
there are four Gap A areas (blue) that result in high dissimilarity. However, the
areas that are equal (all yellow) have a dissimilarity of 0. In Section 5, we will
demonstrate the usefulness of this metric, as it is very challenging to pick out
the dissimilarities of real application traces and alignments without it.

4.3 Runtime Skew Timeline Metric

For comparative performance analysis, it is important to understand the behav-
ior of applications over time. Event traces are especially useful for this purpose,
because they retain the time-stamp of each event occurrence. However, it is ex-
tremely challenging for users to gain this understanding manually. It involves
attempting to line up iterations from traces and visually determine the timing
differences between them. To aid in this process, we developed the Runtime Skew
Timeline metric. In Section 5, we show that this metric is valuable for analyzing
performance differences across traces, including the impact of code changes.

Note that our alignment algorithm introduces artificial virtual timings into
the visualization of the traces; i.e., functions that appear to line up according
to time in the visualization do not necessarily occur at the same time relative
to the beginning of the execution. These artificial virtual timings arise because
our alignment algorithm does not account for event timings, and only considers
function names. For instance, the introduction of gap areas changes the appar-
ent runtime of events. Also, aligning short running functions with long running
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functions alters the displayed runtime. In such cases, successive function calls
are shifted back in time by the difference between the durations of the aligned
functions. Figures 4 and 5 show examples of unaligned and aligned visualizations
of the same traces. Hence, looking at an arbitrary pair of functions in an aligned
trace does not allow one to draw conclusions about the real runtime behavior of
the processes. Thus, we created the Runtime Skew Timeline metric, so that the
user can understand the relative timing behavior across the aligned traces.

Figure 3 depicts a visualization of the Runtime Skew Timeline metric for an
example alignment. In the alignment both processes are equal except for four
functions only executed in process B, shown as gaps in blue in the figure. These
four functions delay process B by 20ms per function. Thus, the value for the
metric decreases with time, because process B is delayed 20ms in each iteration.

4.4 Function Time Difference Table

We give relative timing information in the Function Time Difference table. To
generate the table, we sum the time differences for all invocations of each event.
This shows the overall time that was gained or lost within each event. In general,
it is unlikely that a particular event will exclusively either gain or lose time over
the execution. It is more likely that the duration of the event will be sometimes
faster or slower compared to the aligned event in the other trace. This table
clearly presents this information. For each event, it shows the number of times
that it was faster (No. +) or slower (No. −) in trace A than in trace B, and the
overall time gained (Δ+) or lost (Δ−) (See Table 3).

5 Case Studies

Here, we demonstrate the effectiveness of our approach with two real-world ap-
plications, AMG and ParaDiS. We conducted our experiments on a Linux cluster
with 864 quad-socket AMD Quad-Core Opteron nodes. The 13,824 cores run at
2.3 GHz and each node has 32 GB RAM. We used the Intel compiler version
12.1 and the MVAPICH2 MPI library. Our analysis and comparison tool is built
on top of the OTF trace library [11]. We use it to capture the traces and then
we compare two OTF traces by applying our alignment methods. The resulting
differential trace is written in OTF format. We visualize the trace in Vampir [5].

5.1 AMG2006

AMG2006 [1,6] is a parallel algebraic multigrid solver for linear systems arising
from problems on unstructured grids. We compared the default version of AMG
with an optimized version that performs less coarsening. This new version does
more overall work, but avoids a lot of expensive communication. We compared
both versions solving a Laplace problem using 64 processes on 4 nodes.

Figure 4 shows the unaligned traces for rank 0 (first process of the 64 MPI
processes) from both versions of AMG. The numbers on the left side indicate the
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Fig. 4. Unaligned rank0 processes of the default and optimized AMG version

call level, i.e., sub-functions are drawn one level below the calling function, e.g.,
HYPRE BoomerAMGSetup (level 4) calls hypre BoomerAMGSetup (level 5). The op-
timized version is faster and finishes about 1.25 seconds earlier than the original
version. Note that it is difficult to see the reasons for the performance differences
from looking at the raw traces. Our analysis techniques make this task straight-
forward. In Figure 5, the first two timelines show the aligned traces for rank 0
for both versions. The third timeline shows the alignment state between both
traces. The optimized version spends less time in initialization, identified by the
blue gap area (7.0s− 7.6s) at the beginning of the run. Also, the optimized ver-
sion saves work in each computation step, indicated by the repeating blue gap
areas starting at the middle of the run (9.0s− 12.7s).

The Dissimilarity Timeline is represented by the set of colored bars in the
fourth timeline of Figure 5. Blue/cold colors mean processes are equal, while
red/hot colors indicate differences. The differences agree with the alignment of
the rank 0 comparison. The red area indicates the big gap in the initialization
and the green areas from the middle to the end indicate the smaller gaps occur-
ring at each compute iteration. The differences are nearly the same throughout
all processes, except for a few outliers indicated by horizontal green lines. The
slightly higher dissimilarity in these processes is also highlighted using our Simi-
larity metric (not shown). Most process pairs achieved similarity values between
0.45−0.53, while the few outliers achieved similarity values between 0.28−0.40.

The Runtime Skew Timeline is shown in the bottom two timelines in Fig-
ure 5. The upper graph depicts the runtime skew for rank 0 and the color-coded
timeline depicts the runtime skew for all 64 process comparisons. The optimized
version achieves a large speed gain in initialization. However, in the later stages
of initialization (7.5s−8.5s), it performs slower than the original version. Yet, the
speed gain in the beginning overshadows this slow down. During the iterations
of the main body of the code, the optimized version performs faster again. In
this case the speed gains are not consistent from iteration to iteration. The gains
level off in the middle of the execution and rise again at the end. Additionally,
the color-coded Runtime Skew Timeline shows that this behavior is consistent
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Fig. 5. Similarity and runtime skew between the default and optimized AMG versions

across all processes, but shows that performance on one node (second block of
lines from the top) is slightly shifted.

5.2 ParaDiS

ParaDiS [3] models the dynamics of dislocation lines as they interact and move
in response to the forces imposed by external stress and inter-dislocation inter-
actions. We compared two versions of ParaDiS, v2.2.3 and v2.3.5.1, with release



38 M. Weber et al.

Fig. 6. Comparison of two iterations of ParaDiS versions 2.2.3 and 2.3.5.1

Table 3. ParaDiS function difference table for rank0

Function Name No. + Δ + No. - Δ -

MkTaylor 49817 41ms 542us 114230 71ms 586us

ComputeForces 315896 21ms 938us 46280 4ms 92us

MPI Waitall 1035 5ms 274us 1178 3ms 517us

dates about two years apart. Version 2.3.5.1 includes bug fixes, improvements
and corrections, as well as advanced load balancing. We ran both versions with
8 processes, solving the same example problem: “tests/fmm 8cpu.ctrl”.

Figure 6 shows a comparison of two representative iterations of both versions.
In the beginning of each iteration, the function structure is the same. However,
at the end of each iteration, blue gap areas in the bottom timeline indicate new
functions. These additional functions come from added capability in v2.3.5.1.
The Runtime Skew Timeline at the bottom of Figure 6 shows that this change
comes at the cost of higher runtime. The runtime difference for the whole traces
is depicted in Figure 7. ParaDiS v2.3.5.1 runs consistently slower than v2.2.3.

Added functionality is not the only cause of differences. The bottom timeline
in Figure 7 shows that dissimilarity varies across the processes. This variation
is caused by the changes to the load balancer in v2.3.5.1. Figure 7 also shows
that process pairs for ranks 1 and 6 are more similar than the other compared
processes. This is reflected in the Similarity metric as well, with ranks 1 and 6
having similarity values of 0.40, while the other ranks have values of 0.29.

Table 3 is the Function Time Difference table for selected functions of rank 0.
MkTaylor shows the most inconsistent behavior. Due to added functionality,
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Fig. 7. Similarity and runtime skew analysis between ParaDiS versions 2.2.3 and 2.3.5.1

MkTaylor runs slower in v2.3.5.1 for 114,230 invocations, which adds 71ms 586μs
to the execution time over v2.2.3. Yet, in 49,817 cases MkTaylor in v2.3.5.1 was
faster than that of v2.2.3, reducing the execution time by 41ms 542μs. In a
normal profile these times would have been aggregated, resulting in a single
potentially misleading reading of 30ms 044μs time lost in MkTaylor in v2.3.5.1.

6 Conclusions and Future Work

In this work we introduced a set of novel metrics and visualizations that help
highlight the differences between traces. We applied our techniques to two appli-
cations and showed how they facilitate the identification of differences between
code versions. Our metrics exposed differences that otherwise would have been
hard or even impossible to find. Our techniques provide detailed insight into the
performance of applications and will be of substantial help in optimizing them.

In the future, we plan to parallelize the alignment algorithm. Pairwise trace
comparisons do not depend on other traces; thus, comparing runs with large pro-
cess counts is embarrassingly parallel. Further, we plan to extend our approach
to allow the alignments of more than two processes as well as to provide improved
comparison visualizations and statistics. We will also evaluate the potential for
automated detection of irregular performance behavior within traces.
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