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Abstract. Process variability makes silicon devices to become increas-
ingly less predictable, forcing chip designers to create different techniques
to avoid losing performance and keeping yield. NoC links are also affected
from process variation. Actually, the probability of having faulty links in
a NoC might considerably increase in future CMP systems, expected to
be implemented with 22nm technology by 2015.

In this paper we propose a new technique to overcome the presence
of failures in NoC links. The proposed mechanism, a variable phit-size
NoC architecture, is intended to face both manufacturing defects and
variation-induced timing errors. Our new mechanism adapts link opera-
tion to the real conditions of the manufactured chip and therefore it is
able to keep links working in the presence of variations.

Simulation results show that most of the still available bandwidth
present in links affected by process variation can be retrieved, thus avoid-
ing the performance degradation that other mechanisms, like reducing
link frequency, would introduce.
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1 Introduction

Process variability makes silicon devices to become increasingly less predictable,
forcing chip designers to create different techniques to avoid losing performance
and keeping yield. The immediate technique used to guarantee the proper op-
eration of the chip against variation-induced timing failures is reducing clock
frequency, so that all the parts of the chip can properly work. Unfortunately,
this low-cost technique is not useful as variability increases because of the large
performance penalty. Additionally, according to the predictions of the ITRS [4],
defect density levels also increase with technology scaling. In this regard, NoC
links are specially prone to manufacturing defects, as they are usually routed in
the upper metalization layers and require a high number of vias to reach active
devices located at the silicon surface [5]. Actually, the probability of having faulty
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links in a NoC might considerably increase in future CMP systems, expected to
be implemented with 22nm technology by 2015 [9], due to the great variability
caused by the much smaller transistor size, the increase of defect density levels,
and the huge number of links present in the on-chip network.

Therefore, new fault-tolerant link designs are required to deal with the pres-
ence of failures. In this paper we propose a new technique to overcome the
presence of failures in NoC links. The proposed mechanism, a variable phit-size
NoC architecture, is intended to face both manufacturing defects and variation-
induced timing errors. Our new mechanism adapts link operation to the real
conditions of the manufactured chip and therefore it is able to keep links work-
ing in the presence of variations. The benefits of such a technique are twofold.
On one hand, such a variability-aware mechanism avoids chip performance to be
significantly decreased. On the other hand, yield is maintained. Otherwise, an
important fraction of the manufactured chips should be discarded.

2 Related work

Recently, variability-aware design has arisen as one of the hot topics in computer
architecture and high speed digital design. Consequently, the impact of varia-
tions in circuit performance has been thoroughly analyzed. Several works in the
literature pointed out the importance of random process variations in NoC in-
terconnects. In this sense, the implications of variations in NoC link interconnect
are analyzed in [6][10]. Concretely, in [6] different measures of delay uncertainty
for technologies from 45nm to 16nm are provided. Similarly, the authors of [10]
analyze delay variation of next technology nodes. Both studies remark the im-
portance of process variation in communication links when technologies scale
down.

There are several proposals that are able to tolerate the presence of faulty
wires. Some of them are based on tolerating infrequent run-time timing viola-
tions, where delay failures are tolerated at the cost of performance because errors
involve re-transmission [3][8]. On the contrary, other kind of proposals focus on
increasing interconnect yield by using redundant hardware. In this sense, the
authors of [5] propose the use of spare wires to tolerate a bounded number of
faults without decreasing communication performance.

3 Problem Statement

As mentioned before, our goal is to deal with links where not all wires are
fault-free, caused either by delay variations or by the presence of manufacturing
defects.

Delay uncertainty makes wires in a link to present a maximum achievable
frequency lower than the design frequency. An example of such a link is shown
in Figure 1. Figure 1(a) shows a link composed of five wires working at the
frequency targeted at design time, fclk. This is a non-faulty link. Figure 1(b)
shows a faulty link. In this link, wires 1 and 4 are not able to switch at the
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(a) Non-faulty link (b) Faulty link (c) Lower frequency (d) Discarding wires

Fig. 1. Example of a 5-wire link under variation-induced timing failures and two ways
of keeping it working

original fclk frequency. Wire 1 is slightly slower than the design frequency (90%
of fclk, approximately) while wire 4 switches at less than half of the initial
frequency (40% of fclk). The link in Figure 1(b) would usually be labeled as a
faulty link at system initialization so that its use is precluded. In fact, if the
original link shown in Figure 1(a) has an aggregated bandwidth Ba = 5bw bps,
where bw is the targeted bandwidth of each wire, the faulty link in Figure 1(b)
is still able to deliver approximately Bb = 3bw + 0.4bw + 0.9bw = 4.3bw bps
representing 85% of the initial bandwidth. In real NoC links composed of 128
or 256 wires, for example, having a few slower wires would mean that almost
100% of the bandwidth is still available. Thus, discarding the entire link means
wasting bandwidth.

There are multiple possibilities to retrieve bandwidth from faulty links. When
failures are caused by process variations the easiest solution is reducing the
frequency of the link to operate at the frequency of the slowest wire [11]. This
option allows the link to be operational at the expense of a considerable reduction
in performance. In the case of the 5-wire link shown in Figure 1(c), the available
bandwidth retrieved with this technique would be Bc = 0.33(5bw) = 1.65bw bps.
Note that this important reduction in bandwidth would also be present in real
and wider links, because the whole link reduces its frequency independently of
the number of wires.

On the contrary, when link malfunction is caused by manufacturing defects,
like shorts and opens, reducing the frequency of the link is not enough to keep
the link working. In those cases, the immediate approach to tolerate failures is
by precluding the use of faulty links. For that purpose, fault-tolerant routing
mechanisms are required [1]. However, avoiding the use of some faulty links
may considerably reduce bisection bandwidth causing an important reduction of
network performance.

In this paper we propose a different approach to retrieve the bandwidth still
available. This technique is based on discarding the wires that are faulty regard-
less of the origin of failures. This idea is shown in Figure 1(d), where wires 1 and
4 are not used. In this case, link bandwidth is reduced to Bd = 3bw bps, that cor-
responds to 60% of the original bandwidth. When real links with 128 or 256 wires
are considered, between 90% and 95% of the initial bandwidth is still available.
Obviously, in order to properly transmit information, flits must be suitably sliced
and their bits sent across the non-faulty wires. Therefore, additional hardware is
required at the transmitter to slice flits according to the available wires and to
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Fig. 2. Diagram of the proposed variable phit size NoC architecture

allow the transmission of bits belonging to two consecutive flits during the same
clock cycle, if necessary. Also, additional hardware is required at the receiver to
retrieve the original flits. This technique is called Phit Reduction. We will refer
to it as PR.

4 Variable Phit-Size NoC Architecture

In order to implement our proposal, two possibilities arise. The first one, here-
after named Local Phit Reduction (LPR), is oriented to fabrication processes
with very high variability or a high density of manufacturing defects, because,
in that case the differences in the number of faulty wires among different links are
high. This approach requires the inclusion of complex modules in every router
port. The included port modules that enable the use of the LPR approach must
be able to slice flits and to transmit them across the non-faulty wires, and later
reconstruct them. Thus, this mechanism is costly in hardware but provides good
performance because transmission across each link is performed using the max-
imum available link bandwidth.

The other way of implementing this technique is named Global Phit Reduction
(GPR). When differences in the expected number of faulty wires across the links
are low, the inclusion of a hardware module to slice and rebuild flits at every
port of the network wastes, unnecessarily, silicon area. In this case, reducing
the phit size for the whole network is a better solution. In order to perform this
reduction, it is necessary to identify the link with more faulty wires. To do so, an
initialization algorithm is run across the network to find such a link. Once this
link is found, it will bound the phit size for the whole network to the number
of its non-faulty wires. With this approach, the number of hardware modules
needed is considerably reduced as they are only required at the elements able of
injecting and extracting traffic to and from the network.

As can be seen, the variable phit-size NoC architecture proposed in this chap-
ter consists on the use of receiver and transmitter modules to deal with flits
with a variable phit size. Figure 2 shows the arrangement of the required mod-
ules for applying both the LPR and the GPR mechanisms in a 4-node network.
In Figure 2, black squares represent both transmitter and receiver modules able
to inject flits with a variable phit size, thus including the logic required to slice
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and rebuild flits. On the other hand, boxes labeled as Ω represent NxN 1-bit wide
omega crossbars, being N the initial link width. Figure 2(a) shows that when
using the LPR approach, the complex hardware modules are required at every
external output/input port. On the contrary, when using the GPR approach
(Fig 2(b)) the complex hardware transmitter and receiver modules are required
only at network interfaces (NIC) as all transmissions are based on a given phit
size used in the whole network (or region)1. Finally, to select a subset of non-
faulty wires among all the total wires of a link, Ω link-crossbars are placed in
between the router data path and the physical link in both output and input
links.

5 Evaluation

In this section the variable phit-size NoC architecture is evaluated. First, we
focus on the details of 2D NoC link designs. Later, the performance and area
overheads of the proposal are analyzed.

5.1 NoC Link Model

Repeater insertion is an efficient method to reduce interconnect delay and signal
transition times. However, in order to design links with the minimum possible
power dissipation, a different approach is required. For that purpose, we follow
the reasoning given in [2]. Concretely, links are designed using the minimum
device size that allows to reach a given target frequency. In this study we consider
two different link designs. The first link, the High-Performance link (HP ), is
designed for working at 3GHz. The second link, the Low-Power link (LP ), is
designed for achieve a working frequency of 2GHz. In both cases we consider a
link length of 2.4mm, according to the CMP floorplan designed in [7]. As this
floorplan refers to a 45nm CMP implementation, link length has been scaled
for the rest of technologies considered in this study. Table 1 summarizes link
configuration for both the HP and the LP scenario. Notice that a given link
configuration is determined by the number of sections (k) and the size of its
repeaters (h).

5.2 Injecting Process Variations into NoC Links

Before presenting a performance comparison of our proposal it is necessary to
present how process variation affects links. In order to measure the performance
of the proposed PR mechanism against process variations, we have injected pa-
rameter variations in all link wires of 100 chips instances using the framework
presented in [7]. For the placement of links we used the 64-core floorplan also

1 Note that regions with different phit size can be built using the proposed architecture
in order to improve the behaviour of the design in the presence of highly spatially
correlated variations.
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Table 1. Link configurations used in the study

Technology Length(mm)
High Speed Low Speed

delay(ns) k h delay(ns) k h

32nm 1.71 0.306 5 18 0.48 3 10

22nm 1.17 0.328 5 16 0.45 3 10

16nm 0.85 0.33 5 16 0.44 3 10
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Fig. 3. Impact of variation in wire delay for both high-performance and low-power
links

presented in [7]. Links considered for this study are 128-bit wide. The variability
sources injected are transistor effective channel length variation (σLeff

), random
threshold voltage variations (σVth

), and metal thickness variation (σmt). It is
important to remark that the severity of variations applied to the designed links
is the one provided in the ITRS report as expected for the technologies considered
in this study.

Figure 3 shows the impact of parameter variations in both the high-performance
and low-power NoC links. Concretely, this figure shows the cumulative distribu-
tion function of the maximum achievable link frequency for 32nm, 22nm, and
16nm. As shown in the figure, as technologies scale down, the impact of parame-
ter variations is more noticeable. Note that lower slope means higher variability.
The reason behind this is that random dopant fluctuations are dominating over
the other components of variations for technologies below 32nm, and its contribu-
tion considerably increases as the size of transistors is reduced. Figure 3(a) shows
that in the LP link, as a consequence of variations, maximum achievable wire fre-
quency ranges from 1.5GHz to 3.1GHz (for a 16nm technology). In the case of HP
links (Figure 3(b)), maximum wire achievable frequency varies between 2.5GHz
and 4.1GHz (for a 16nm technology). The measured variation (σ/μ) for a 16nm
technology of the maximum achievable frequency is 16.4% and 11.1%, for LP and
HP links respectively. LP links suffer from higher variability as the required device
size is lower.
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Fig. 4. Link error probability and maximum achievable bandwidth for Low-Power links

5.3 Performance Evaluation

In this section we compare the performance of the phit reduction (PR) approach
with the traditional frequency reduction (FR) approach2. Note that in order to
keep all the link wires working, in a variable frequency NoC link design (FR),
the frequency of the link must be lowered in order to switch at the frequency of
the slowest wire. On the contrary, when our proposal (PR) is leveraged, higher
frequencies can be used. For that purpose we have to tolerate the presence of
faulty wires. In this sense, the variable phit-size NoC architecture allows the use
of higher frequencies at the expense of discarding some slower wires. As a result
the bandwidth of the link can be maximized by finding the optimal trade-off
between link operating frequency and the number of faulty wires.

Figures 4 and 5 elaborate on the mentioned trade-off. These figures show
the link error probability for 32nm, 22nm, and 16nm technologies, for both the
HP and LP links, respectively. Additionally, Figures 4 and 5 also show link
bandwidth when applying the PR mechanism at different frequencies. For a
32nm technology, the LP link achieves a maximum bandwidth of 112.7Gbps
(Figure 4(a)), while the bandwidth of the HP is 186.6 Gbps (Figure 5(a)).
On the contrary, for a 32nm technology the FR mechanism achieves is 86.0333
Gbps for the LP link, and 138.3 Gbps for the HP link. Notice that the nominal
bandwidth, the bandwidth of a link where all wires work at nominal frequency,
is 143.8 Gbps and 209.2Gbps, for the LP and HP designs, respectively.

Table 2 shows link bandwidth degradation caused by delay variation for the
LP and HP links, respectively. Concretely, these tables compare the perfor-
mance of PR and FR mechanisms in the presence of process variations. As
shown in this table, using the PR mechanism, the impact of process variation in
NoC links is reduced. Concretely, in the worst case scenario, 16nm technology
and the LP link, using the PR approach the bandwidth is still 92.9 Gbps, a
65% of the nominal bandwidth. This bandwidth is an 11.1% higher than the one
achieved by the FR approach.

Results confirm that a higher link bandwidth can be retrieved from links in the
presence of variation using the PR approach. This mechanism allows to work at

2 Note that as we are evaluating link performance the PR mechanism applies to both
the LPR and the GPR approach.
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Fig. 5. Link error probability and maximum achievable bandwidth for High-
Performance links

Table 2. Bandwidth and operating frequency for the HP and LP links using the PR
and FR mechanisms

32nm 22nm 16nm
PR FR PR FR PR FR

HP BW(Gbps) 186.5609 138.3107 163.6772 126.4592 146.1798 121.7358
Link Freq(GHz) 2.9618 2.1611 2.6213 1.9759 2.3864 1.9021

LP BW(Gbps) 112.6759 86.0333 105.3603 86.1243 92.8926 83.3893
Link Freq(GHz) 1.7997 1.3443 1.7112 1.3457 1.5526 1.3030

higher frequencies by tolerating the presence of faulty wires. Furthermore, using
the PR mechanism the presence of manufacturing defects is also tolerated, and,
thus, the NoC yield is improved.

5.4 Area Results

In this section the area overhead of the proposed variable phit-size NoC archi-
tecture is computed. The area results shown in this section correspond to the
implementation of the variable phit NoC architecture in a 45nm technology. The
area overheads are due to the inclusion of the variable phit size flit injector and
ejectors modules required, by both the LPR and GPR approaches, and by the
required omega crossbars at every input and output external port of the NoC
switches. Note that for an efficient omega network implementation a full custom
design is required. Therefore, area costs of the omega network have been com-
puted according to its transistor count which is 8 ∗ N

2 ∗ log2(N). Table 3 shows
the area overheads of the fault-tolerant architecture proposed for a 64-bit NoC
implementation. In this table the area required by a 64-bit five port router ar-
chitecture is also shown. The LPR mechanism requires an area that is 18% the
area of a regular five port NoC switch. However, when using the GPR approach
the area overhead of the proposal is reduced. Concretely, this latter approach
increases switch area only by 9%.

As shown, the proposed variable phit-size NoC architecture requires non-
negligible area resources. However, similar proposals that tolerate manufacturing
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Table 3. Area overhead of the fault-tolerant architecture for a 64-bit flit NoC

Area (um2) Overhead

Switch 28356.72 -

LPR 5107 18%

GPR 2655.72 9.37%

faults are also costly in terms of area resources. In this sense, Table 4 shows a
complexity comparison of our proposal and the use of spare wires [5]. This table
shows the required cross-points to implement both approaches. Note that in this
table the overhead of the variable phit-size NoC architecture in NICs is not com-
puted. The results for the spare crossbar represent the cross-point requirements
for achieving a link yield of 99% and 99.9% given a wire error probability of
0.01. On the contrary, the cross-points required for implementing the PR ap-
proach are fixed regardless the number of faulty wires, and, therefore, achieving
a 100% link yield. Results of this table show how for wide links the use of an
omega link crossbar requires less cross-points than the use of an spare crossbar
[5]. Consequently, for a 128-bit wide link the spare crossbar requires 1.48× and
2.83× the number of cross-points of an omega link crossbar for achieving only
99% and 99.9% yield, respectively.

Table 4. Hardware cost comparison

Interconnect width Spare(99%) Spare(99.9%) Omega Crossbar

32 288 708 640

64 548 2180 1536

128 5312 10128 3584

6 Conclusions

In this paper a new fault-tolerant NoC architecture is presented. The proposed
architecture is based on variable phit-size injection and ejection of flits that
allows the use of links presenting some faulty-wires. This variable phit-size NoC
architecture is presented in two flavours: LPR and GPR. The LPR approach
causes an important overhead of NoC area and is oriented for such manufacturing
scenarios with high defect density levels and dominated by a strong systematic
Leff variation. On the contrary, theGPR reduces considerably the area overhead
and is suitable for scenarios with low defect density and high random threshold
variations.

The main advantages of the proposed variable phit size NoC architecture are
the ability to tolerate both manufacturing defects and variation induced tim-
ing errors. On one hand, this approach achieves better performance than other
variation tolerant link design approaches based on reducing the link frequency.
Results shown in the evaluation section confirm that for 32nm, 22nm, and 16nm
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technologies reducing the phit size retrieves more bandwidth from faulty links
than reducing the frequency. Concretely, we achieve a 31% and 34.4% band-
width improvement ratio over frequency reduction techniques for LP and HP
links, respectively.

On the other hand, the PR mechanism also outperforms other proposals ori-
ented to face the presence of faulty wires in NoC links, as is able to maximize
yield at a reasonable area costs and regardless the amount and the origin of
failures. Results shown that for 128-wide links our proposal requires less area
than the use of spare wires, while the yield achieved is also superior.
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