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As data volumes increase at exponential speed in more and more application
fields of science, the challenges posed by handling Big Data in the Exabyte era
gain an increasing importance. High-energy physics, statistics, climate modeling,
cosmology, genetics or bio-informatics are just a few examples of fields where it
becomes crucial to efficiently manipulate Big Data, which are typically shared
at large scale. Rapidly storing this data, protecting it from loss and analyzing
it to understand the results are significant challenges, made more difficult by
decades of improvements in computation capabilities that have been unmatched
in storage. For many applications, the overall performance and scalability be-
comes clearly driven by the performance of the data handling subsystem. As we
anticipate Exascale systems in 2020, there is a growing consensus in the scien-
tific community that revolutionary new approaches are needed in computational
science data management. These new trends lead us to rethink the traditional
file-based data management abstraction for large-scale applications. Moreover,
for obvious cost-related reasons, new architectures are clearly needed as well as
alternate infrastructures to supercomputers., like hybrid or HPC clouds.

The Workshop on Big Data Management in Clouds was created to provide
a platform for the dissemination of recent research efforts that explicitly aim
at addressing these challenges. It supports the presentation of advanced solu-
tions for the efficient management of Big Data in the context of Cloud com-
puting. The workshop aims to provide a venue for researchers to present and
discuss results on all aspects of data management in Clouds, new develop-
ment and deployment efforts in running data-intensive computing workloads.
In particular, we are interested in how the use of Cloud-based technologies can
meet the data intensive scientific challenges of HPC applications that are not
well served by the current supercomputers or grids, and are being ported to
Cloud platforms. The goal of the workshop is to support the assessment of
the current state, introduce future directions, and present architectures and
services for future Clouds supporting data intensive computing. The proposal
of this workshop is a result of the ongoing collaboration existing between In-
ria and the Politehnica University of Bucharest in the framework of the Dat-
aCloud@work Associate Team (http://www.irisa.fr/kerdata/) and of the FP7
ERRIC project (http://erric.eu/). It has also links with the ANR MapReduce
(http://mapreduce.inria.fr) and FP7 MCITN SCALUS (http://www.scalus.eu/)
projects.
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The first edition of the workshop was held on August 27, 2012 jointly with
the CoreGRID/ERCIM Workshop and gathered around 40 researchers from
academia and industry. We received a total of six papers, out of which three were
selected for presentation after one keynote talk. The keynote talk was given by
Marco Aldinucci, Assistant Professor at the Computer Science Department of
University of Torino and highlighted several new techniques and tools for parallel
computing on online data streams in systems biology and epidemiology. The talk
focused on extracting relevant knowledge from Big Data: it described stream-
ing and online data filtering in parallel computing as a way to both ameliorate
the I/O bottleneck and to raise the abstraction level in software construction,
enhancing performance portability and time-to-solution.

The first paper presented a benchmark suite for evaluating the dependabil-
ity of MapReduce systems through a wide range of execution scenarios such as
data-intensive vs. compute-intensive applications, or batch applications vs. on-
line interactive applications. The system allows to inject various types of faults
at different rates and produces extensive reliability, availability and performance
statistics. It was illustrated with an online Hadoop MapReduce cluster as a soft-
ware framework to help researchers and practitioners to better analyze and eval-
uate the fault-tolerance of their systems. The second paper presented a content
distribution system for edge networks, relying on an architecture that gath-
ers several storage domains composed of small-sized datacenters and edge de-
vices. The system provides the ability to manage storage and network resources
from both consumer and operators in a collaborative manner. The evaluations
showed that non-collaborative caching consistently outperforms the fixed repli-
cation scheme, proving the importance of adapting the replication degree to
data popularity. The last paper focused on determining the requirements that
must be met by the various databases in a complex datastore used in the cloud,
emphasizing the threats and security risks that the individual database entities
must face.

We wish to thank all the authors, the keynote speaker, the PC members and
the organizers of EuroPar 2012 for their contribution to the success of this edition
of the Workshop.
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