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Abstract. Power grids are increasingly incorporating high quality, high 
throughput sensor devices inside power distribution networks. These devices 
are driving an unprecedented increase in the volume and rate of available in-
formation. The real-time requirements for handling this data are beyond the ca-
pacity of conventional power models running in central utilities. Hence, we are 
exploring distributed power models deployed at the regional scale. The connec-
tion of these models for a larger geographic region is supported by a distributed 
system architecture. This architecture is built in a service oriented style, where-
by distributed power models running on high performance clusters are exposed 
as services. Each service is semantically annotated and therefore can be discov-
ered through a service catalog and composed into workflows. The overall archi-
tecture has been implemented as an integrated workflow environment useful for 
power researchers to explore newly developed distributed power models.  

Keywords: Service oriented architecture, high performance computing, power 
grid. 

1 Introduction 

Electrical power grids are increasingly incorporating high quality, high throughput 
sensor devices in the power distribution network. These devices are driving an un-
precedented increase in the volume and the rate of information available to utilities. 
For example, a new Phasor Measurement Unit (PMU) sensor produces up to 60 sam-
ples per second, in contrast to existing conventional Supervisory Control And Data 
Acquisition (SCADA) measurements generated every five seconds or longer. The 
dramatic growth of these high quality sensors demands new power grid models for 
real-time predictions, with the time to solution in the range of ten milliseconds to one 
second. This is a radical reduction from the current ranges of two to four minutes.  

Given the sheer size of the power grid, the solution of mathematical power models 
requires significant time to solve. With conventional power grid operations, the core 
power model of state estimation can only be updated in an interval of several minutes 
– much slower than the measurement cycle in seconds. However, a power grid could 
become unstable and collapse within seconds [5]. Therefore, the current state estima-
tion is not fast enough to predict real-time power grid behavior and respond to emer-
gencies such as the 2003 US-Canada Blackout [6]. 
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High Performance Computing (HPC) techniques are essential to handle such a 
dramatic increase in data size and rate and to meet the demand of the real-time predic-
tions. Using the Western Electricity Coordinating Council (WECC) model as an  
example, for state estimation, the solution time is about five seconds [7], while for 
contingency analysis, about a 500-times speedup was achieved with 512 processors 
[8][9][10]. However, HPC capabilities usually can only support the computing de-
mand at the regional scale; while real-time predictions model for power grids requires 
computing resources at the continental scale. Thus, the critical issue is how to build a 
power model that connects HPC-enabled regional-scale distributed power grids.  

Many researchers have worked on hierarchical or distributed state estimation, such 
as [1-4]. Their work is mainly focused on the distributed state estimation algorithms 
and their efficiencies. There is no such a tool that has a capability to deploy the distri-
buted power models in a HPC-based distributed computing environment.  

At Pacific Northwest National Laboratory, our research aims to design a distri-
buted system architecture that leverages parallel computing capacities to support the 
demand of real-time computing for distributed power models. In our previous work, 
we have investigated a method to partition the overall topology of a power grid into 
several connected sub-areas [20]. We have also implemented a distributed state esti-
mation algorithm that allows each sub-area to compute its local state estimation on a 
HPC cluster. In this algorithm, adjacent sub-areas exchange their own state estimation 
results so that global state beyond the local area can be computed [21].   

Our previous implementation has the peer-to-peer data exchange through middle-
ware that connects state estimators through TCP sockets [20]. Therefore the data 
communication logic has been hard-coded in the state estimation code, which needs to 
know the destination of the intermediate results.  This mechanism has limitations for 
validating the distributed state estimation algorithm, as to study the algorithm beha-
vior, different partitions of the same power grid network should be tested [11]. The 
partition may change how the sub-areas are connected and hence the peer-to-peer 
interactions. Hardcoding the data communication in the state estimation code is cer-
tainly not sufficiently flexible to represent the procedural steps of distributed state 
estimation.  

In this paper, we present our solution of exposing individual state estimators as a 
service and connecting distributed state estimation services into a workflow. The 
inputs and outputs of each service are semantically defined and therefore can be regis-
tered and discovered through a service catalog. Connected services are guaranteed to 
match the input and output types. The overall architecture has been implemented as 
an integrated workflow environment, including a workbench for an engineer to com-
pose and monitor a workflow, a service repository to register and search a matching 
service, and job management for launching HPC jobs in a remote cluster. This 
workflow environment enables power grid researchers to explore newly developed 
distributed power models. In this paper, we present our engineering solution to realize 
this service oriented design. We discuss our experience and summarize the benefit 
and limitation of this solution.  
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2 Background on HPC-Based Distributed State Estimation  

We briefly introduce the distributed state estimation algorithm. A state estimator basi-
cally solves the non-linear state estimation equations as: 

eh(x)  z +=  (1)

where z is the measurement vector of dimension; x is the state vector; e corresponds to 
the measurement errors, and h is a vector of non-linear functions which relate states to 
measurements [12]. Approximately, the state estimation problem can be solved by 
obtaining the solution to the following equation: 

eHx z +=  (2)

where H is the states to measurements matrix for the entire power system. The data 
resources include power flow-injections and voltage magnitudes. In the distributed 
version, the entire power system is decomposed into m non-overlapping sub-areas and 
each sub-area can run its local state estimation algorithm and also exchange data with 
neighboring sub-areas to reevaluate its local state estimation solution. Sub-areas are 
connected via tie lines. Correspondingly, the matrix H and the vector z are also parti-
tioned into m parts as follows and each part is responsible for a subsystem of the en-
tire power system. 

 
Figure 1 shows the typical tie-line of the IEEE 118-bus system [13] that is used in this 
paper. The specific procedural steps are as follows, assuming Area 1 as internal and 
Area 2 being external.  
 

1. Perform the state estimation in individual areas not directly connected to each 
other (i.e., Area 1 and Area 3) to create the pseudo-measurements of the internal 
boundary buses connected via tie-lines to other areas (i.e., real and reactive 
power injection Pinj and Qinj, and voltage V). These pseudo measurements create a 
network equivalent attached to the external system.  

2. Run the state estimator of the external connected areas (e.g. Area 2) with meas-
urements obtained in step 1 to calculate new tie-line data.  These new data repre-
sent an equivalent network attached to external areas. They are used to resolve 
the influence from the external states on the internal states. 

3. Run the state estimator for internal areas. Verify that the boundary buses and tie 
line estimates are within tolerances; otherwise re-run the external state estimator 
with updated tie-line information (i.e. step 2). 

 

The data exchanges between state estimators are depicted in Fig. 2 based on the parti-
tion shown in Fig. 3. Note that the partition of a bus system affects how sub-areas are 
connected by tie-line buses [11] and consequently it affects the interaction between 
the state estimators according to the distributed state estimation algorithm above.  
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the middle of Fig. 3; (3) launching HPC jobs to run state estimation at the bottom of 
Fig. 3. The first part has been implemented by scripts and Java applications following 
the standard IEEE C37.118 protocol to extract specific measurements of bus lines for 
a power system. In this section, we focus on the other two parts.  

3.2 Semantic Service Definition and Registration 

The state estimators have been implemented as Fortran MPI programs. To expose a 
state estimator as a service, we need to define the input and output ports for the state 
estimator and provide the data type of each port.  Input and output ports are defined 
through constructing an OWL document as follows. In the example below, the seman-
tic type for the input port of the service at area 1 is defined in an OWL Class called 
Area1Input. This OWL class has one property called hasA-
REA1InputFilename, and it is of the type Area1InputFile. 

 

 
 

List 1 Semantic definition of the input port 
 

The semantic type of resource Area1InputFile further defines that its data 
type is string. 

 

 
 

List 2 Semantic definition of the data type 

 
The purpose of defining the semantic type of a port such as Area1InputFile is 

to restrict the connection of two state estimator services unless they both have ports 
that are Area1InputFile strings. Therefore, the rules of connecting state estima-
tors can be expressed by means of the semantic type of ports. Also, typed ports allow 
searching state estimator services that match the exact type of ports. For example,   
the resource class Area1InputFile can be used as an attribute to search with. 
Similarly, an output port can be defined.   

 
 

<owl:Class rdf:about="#Area1InputFile"> 
  <owl:equivalentClass> 
    <owl:Restriction> 
      <owl:onProperty rdf:resource="#hasFilename"/> 
      <owl:cardinality rdf:datatype="http://www.w3.org/2001/XMLSchema#int">1</owl:cardinality> 
      <owl:someValuesFrom rdf:resource="http://www.w3.org/2001/XMLSchema#string"/> 
    </owl:Restriction> 
  </owl:equivalentClass> 
</owl:Class> 

<owl:Class rdf:about="#Area1Input"> 
  <owl:equivalentClass> 
    <owl:Restriction> 
      <owl:onProperty rdf:resource=" #hasAREA1InputFilename"/> 
      <owl:cardinality rdf:datatype="http://www.w3.org/2001/XMLSchema#int">1</owl:cardinality> 
      <owl:someValuesFrom rdf:resource="#Area1InputFile"/> 
    </owl:Restriction> 
  </owl:equivalentClass> 
</owl:Class> 
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After the input and output ports are defined, the next step is to define the service it-
self.  We use an open source system called SADI (Semantic Automated Discovery 
and Integration)1 to generate the service stub code essential for wrapping a state esti-
mator as a service. SADI is a framework for discovery of, and interoperability be-
tween, distributed data and analytical resources. It combines simple, stateless, 
GET/POST-based Web Services with standards from the W3C Semantic Web initia-
tive. Using SADI, a Java Servlet class is generated and annotated given the service 
name specified. Previously defined input and output ports are now annotated as 
@InputClass and @OutputClass in the service definition class. 

 

 
 

List 3 Generated service code 
 
In this generated service definition class, the logic for launching state estimation 

jobs on a remote cluster is implemented in the processInput method.  

 

 
 
 

List 4 Service implementation to launching state estimation job  

The input and output parameters for the processInput method are passed as an 
RDF formatted document.  To parse the RDF document and extract data of interest, 
we have developed a Java class Vocab using the Apache JENA2 API. JENA is an 
Apache framework for building Semantic Web applications that includes a Java API 
for reading and writing RDF documents.  
                                                           
1 http://sadiframework.org/content/ 
2 http://jena.apache.org/ 

@Override 
public void processInput(final Resource input, final Resource output) 
{ 
    final int numCores = 1; 
    String filename = input.getProperty(Vocab.hasAREA1InputFilename).getString(); 
    final String[] inputfiles = { filename }; 
 
  try { 
 
    JobManagerService jm = new JobManagerService(); 
    String[] outputfiles = jm.launchJob("node_a_part1", "local", numCores, inputfiles); 
 
    String outputfile = outputfiles[0]; 
    System.out.println("Area1Part1Service " + outputfile); 
    output.addLiteral(Vocab.hasAREA1OutputFilename, outputfile); 
 
  } catch (final IOException e) { 
    e.printStackTrace(); 
  } 
} 

@Name("Area1Part1Service") 
@Description("Area 1 Part 1 Service") 
@ContactEmail("jared.chase@pnnl.gov") 
@InputClass("http://neptune.pnl.gov:8090/powergrid2.owl#Area1Input") 
@OutputClass("http://neptune.pnl.gov:8090/powergrid2.owl#Area1Output") 
 
public class Area1Part1Service extends SimpleSynchronousServiceServlet { 
… 
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@SuppressWarnings("unused") 
private static final class Vocab 
{ 
  private static Model m_model = ModelFactory.createDefaultModel(); 
 
  public static final Property hasAREA1OutputFilename = 
m_model.createProperty("http://neptune.pnl.gov:8090/powergrid2.owl#hasAREA1OutputFilename"); 
 
  public static final Property hasAREA1InputFilename = 
m_model.createProperty("http://neptune.pnl.gov:8090/powergrid2.owl#hasAREA1InputFilename"); 
 
  public static final Property hasFilename = 
m_model.createProperty("http://neptune.pnl.gov:8090/powergrid2.owl#hasFilename"); 
 
  public static final Resource Area1Input = 
m_model.createResource("http://neptune.pnl.gov:8090/powergrid2.owl#Area1Input"); 
 
  public static final Resource Area1Output = 
m_model.createResource("http://neptune.pnl.gov:8090/powergrid2.owl#Area1Output"); 
 
  public static final Resource string = 
m_model.createResource("http://www.w3.org/2001/XMLSchema#string"); 
 
  public static final Resource Area1OutputFile = 
m_model.createResource("http://neptune.pnl.gov:8090/powergrid2.owl#Area1OutputFile"); 
 
  public static final Resource Area1InputFile = 
m_model.createResource("http://neptune.pnl.gov:8090/powergrid2.owl#Area1InputFile"); 
} 

List 5 Creation of property and resource mapping 

 
The Vocab class is developed to create property and resource instance variables to 

tie the input and output data according to the semantic structure of the service. As 
shown in List 5, the property hasAREA1InputFilename in List 1 and the  
resource Area1InputFile in List 2 are tied to the URLs of the OWL file. The 
property or resource variables of Vocab can be used to extract the input data and 
package the output data using a well formed RDF document representation, for  
example  

String filename =  
 iput.getProperty(Vocab.hasAREA1InputFilename). 
 getString() 

3.3 Job Launching  

The processInput method defined in previous section invokes the job launching 
software we have developed. This job launcher simplifies the remote job launch, 
monitoring, and results handling for the state estimation scripts that are located on a 
remote cluster. Fig. 4 below shows a high level view of the structure and the asso-
ciated steps to configure the job launcher. The first step is to configure the machine 
registry. The configuration files include parameters of machine name, job scheduler, 
installation directory of simulation code(s), number of compute nodes to use, and so 
on. The second step invokes the job launching function, which writes the status of the 
job to log files.   
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defined. Then the SADI service registry registers the semantic types inside the service 
catalog. Fig. 5 below shows the services that are registered within the SADI service 
registry along with the semantic types of their input and output. 

 

 

Fig. 5. Service registry 

4 Composing a Workflow 

Once services are created and registered for state estimators, they can be composed 
using workflow tools that support Web Services. In our work, we use the Taverna  
 

 

Fig. 6. Integrated Workflow Environment 
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Workflow Management System 3  to 
compose a workflow. The overall 
integrated workflow environment is 
shown in Fig. 6. This environment 
consists of the Taverna workbench, 
SADI service registry, state estima-
tion services registered in SADI, and 
the job launcher embedded in the 
service implementation. The details 
of how to build and run a workflow 
are discussed below.  

Taverna supports a SADI plugin, 
therefore the services that are created 
and registered to SADI (as described 
in section 3) are available in Taverna 
as shown in Fig. 6. Since Area 1 and 
Area 3 run state estimation in two 
separate steps: first, running its own 
local area state estimation, and sending 
its estimation of measurement on the 
tie-line buses to Area 2; and second, 
running state estimation again when 
Area 2 sends back its estimation of 
measurement on the tie-line buses. 
Therefore, Area 1 and Area3 have two 
separate services, such as Area1Part1Service, Area3Part1Service and 
Area1Part2Service,Area3Part2Service respectively.  

Taverna allows SADI services to be used as drag-and-drop components to build 
workflows. Each workflow component has semantically typed input and output ports 
that can be used to perform service discovery. Service discovery guides users by help-
ing them find components with an output port that has the same semantic type as the 
input port of an existing component.  

To model the distributed state estimation workflow in Taverna, a power engineer 
needs to compose the workflow components according to procedural steps of distri-
buted state estimation. In this paper, we focus on modeling the steps of distributed 
state estimation introduced in Section 2. These steps are run iteratively as time passes. 
This means for every time step of interest, these steps are invoked. Therefore,  
we introduce a hierarchy to the workflow. The top level of the workflow contains a 
list of values such as the timestamps to run the workflow steps. For each value in list 
is parsed, a sub-level workflow is invoked. The sub level workflow models the steps 
of distributed state estimation.  

The sub workflow receives a value from the list in the top level workflow and trig-
gers the Area1Part1Service and the Area3Part1Service. When a service 
is invoked within Taverna, it calls the JobManagerService to launch the state 
estimation jobs in a remote cluster. After both these components complete, they send 

                                                           
3  http://www.taverna.org.uk/  

 

Fig. 7. Workflow composition and execution  
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their output to the Area2Service. After the Area2Service receives both inputs it 
executes and sends a separate result back to Area1Part2Service and 
Area3Part2Service. When both these services are finished a message is sent to 
the output port of the top level workflow to indicate that one iteration of the workflow 
is finished.  

During the execution of a workflow, the result view of the Taverna workbench 
shows the progress of the workflow by changing colors as the workflow components 
execute (see Fig. 7). Once the entire workflow is finished executing, the lower result 
view appears populated with results data as shown in Fig. 8. Intermediate inputs and 
outputs for each component are available to navigate within a tree view. The separate 
iterations for each sub workflow execution are available.  
 

 

Fig. 8. Monitor workflow execution 

By viewing the output file from the output port of each workflow component, a us-
er is aware of the status of interactions between distributed state estimators. The out-
put files in the result view allow a user to validate the distributed state estimation 
algorithm and identify errors of the algorithm itself.  

5 Reflection and Discussions 

The major benefit of using semantic services is that semantic rules for connecting 
services can be enforced and service discovery through the SADI service repository 
can be executed within an integrated workflow environment. This helps guide the user 
through the process of workflow composition and execution, especially when the 
power model evolves and consequently the data flow changes. For example, each site 
of the distributed state estimation involves 4 to 7 different input datasets, 2 scripts for 
control actions and 2 to 4 exchanges of intermediate data. For any distributed state 
estimation involving more than 2 sites, it is impractical to manually execute the 
scripts and coordinate the data flow. With this simple sematic enhancement, the 
workflow environment allows changing of the process through workflow composition 
and any violation against the composition rule is prevented.   

Some of the drawbacks of using SADI services include that they use a Servlet pro-
tocol as opposed to SOAP or REST which are more common protocols used in ser-
vice oriented architecture. SADI does include documentation for handling integration 
with SOAP services using custom code inside the SADI servlet. Another limitation is 
that SADI services use RDF structure data to send and receive messages. In our solu-
tion, we have developed custom code to unpackage and repackage the data specific to 
measurements of power grid to send to a state estimation service. 
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6 Related Work 

The power grid is evolving to the future power grid that encompasses a business strat-
egy within the electric utility industry for incorporating intelligence in the power  
distribution network. This evolution creates major challenges in the increasing com-
plexity of the bulk power grid to respond to demand growth, support renewable ener-
gy sources and satisfy the requirements for enhanced, adaptive service quality. One of 
those challenges is concerned with data exchange. A service oriented architecture 
(SOA) has been recently adopted and reported to cope with comprehensive data ex-
change in layers between different stakeholders [14-16]. According to [17], SOA and 
Web services offer a flexible and extensible approach to integration of multiple, often 
autonomous, data sources and analysis procedures. Service oriented technologies 
support interoperability with other power grid frameworks (e.g., SCADA) through the 
use of emerging standards including Common Interface Model (IEC 61970/61968) 
and OPC Unified Architecture (IEC 62541). CIM is domain-specific data model and 
can be seen as a domain ontology for the utility domain. The OPC UA can be viewed 
as a platform for interoperability and service-based communication.  

Within this background, semantic web services facilitate automation of service  
discovery and execution. However, the discovery could fail even if there are matching 
web services within the repository. For this purpose, the provision and consumption 
of a service should be described in a much more specific way in terms of  
semantics [18].  

7 Conclusion 

In this paper, we present a service oriented architecture for connecting distributed 
power models (e.g. state estimation) in a workflow environment. We define sematic 
services with input and output types to constrain the data exchange rules. The seman-
tic services are mapped to state estimators running on high performance clusters. 
These services are registered in service repository, and discovered and composed in a 
workflow. Overall this integrated workflow environment separates the concerns of 
running individual state estimators and orchestrating their interactions in a workflow. 
Our future work will enhance the semantic representation of power models and sup-
port standards of CIM (IEC 61970/61968) in the service oriented architecture.  
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