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Abstract. Secure Multiparty Computation (SMC) enables untrusting
parties to jointly compute a function on their respective inputs without
revealing any information but the outcome. Almost all techniques for
SMC support only integer inputs and operations. We present a secure
scaling protocol for two parties to map real number inputs into inte-
gers without revealing any information about their respective inputs.
The main component is a novel algorithm for privacy-preserving random
number generation. We also show how to implement the protocol using
Yao’s garbled circuit technique.

1 Introduction

For the last 30 years the field of privacy-preserving techniques for distributed
computation, also called Secure Multiparty Computation (SMC), has been grow-
ing. It offers solutions for multiple parties to compute functions without revealing
their respective inputs to each other. These techniques have come a long way
from the first theoretical ideas to practical solutions for problems such as elec-
tronic voting, auctions, data mining, network management and optimisation.

Almost all secure multiparty computation techniques have a message space
consisting of a finite set of integers and the operations they provide are only
defined over the integers. What if you want to engage in a privacy preserving
protocol with real numbers, or floating point approximations? You can either
extend a SMC technique to support fixed-point [1] or floating-point [2, 3] arith-
metic, or you create a mapping from the inputs into the integer space and then
use conventional SMC [4–6]. The first approach introduces more complexity and
limits the choice of techniques to just a few, the latter raises an interesting pri-
vacy question: How do you agree on a mapping without revealing information
about the inputs?

In this paper we present the first secure scaling protocol for two parties.
It enables them to agree on a mapping (by scaling) in a privacy-preserving
manner. The key building block for this protocol is a novel algorithm for privacy-
preserving random number generation. We also provide an efficient implemen-
tation of the protocol.
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2 Secure Multiparty Computation

Secure Multiparty Computation (SMC) protocols enable parties to carry out
distributed computation tasks without having to reveal their inputs to each
other. The most famous example is the millionaires problem: Two millionaires
want to find out who is richer without revealing their actual wealth to each
other. When SMC was introduced in 1982 by Yao [7], he used this example as a
motivation.

Yao’s Garbled Circuits. The earliest generic solution for SMC was proposed
by Yao in 1986 [8]. It is a constant-round protocol for securely computing a
two-party function while at the same time keeping the inputs private. Let Alice
and Bob be two parties holding the inputs x(A) and x(B) respectively and f be
a polynomial-time function. The first step is to view f as a Boolean circuit C.

Boolean Circuit: A Boolean circuit consists of wires and gates. The wires trans-
mit a value {0, 1} and the gates compute a Boolean function on their input wires,
and output the result to another wire. This wire may then be connected to the
input of another gate or be an output value of the circuit (Figure 1). Mathe-
matically we describe a circuit by a series of functions gi(α, β), α, β ∈ {0, 1},
gi : {0, 1}n → {0, 1}.

α β γ

g1

g2

δ = g2(g1(α, β), γ)

with α, β, γ, δ ∈ {0, 1}
and gi : {0, 1}2 �→ {0, 1}

Fig. 1. A Boolean circuit consisting of 2 two-input gates

Once the input wires to a gate are given values α, β, it is possible to compute
g1(α, β) and assign it to the output wire which becomes an input to g2(·, ·), etc.
The output of the circuit is given by the values of the output wires of the circuit.
Thus, computing the circuit C is essentially just allocating appropriate Boolean
values to all wires of the circuit.

Privacy: The values for some wires are provided by Alice, and others by Bob.
These represent private inputs that should not be leaked to the other party.
Likewise all intermediate values have to remain hidden, since they could reveal
information about the inputs. The only values learned should be the outputs.
The protocol works by having one party (say Alice) first generate a garbled
version of the circuit and then send it to Bob. To create the garbled circuit Alice
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first assigns random labels for the 0 and 1 states of all wires. She then uses
these labels as keys to encrypt the truth-tables of the gates and finally sends
the encrypted values to Bob. In this form it doesn’t leak any information to
Bob. However, he can obtain the output of the circuit by decrypting it, using
the labels given to him by Alice. In order to ensure that Bob learns nothing
more than the output itself, Bob is only given the labels for the actual input
values (not all possible inputs). He receives the labels for his input by running
an oblivious transfer protocol with Alice (See [9] for further details).

Security Model: Yao’s protocol for SMC is secure in the semi-honest model, i.e.,
parties are assumed to correctly follow the protocol, and there is no efficient
adversary that can extract more information from the transcript of the protocol
execution than is revealed by that party’s private input and the result of the
function. There are also extensions to the protocol which are secure against
certain types of active adversaries: (See Lindell and Pinkas [9] and the citations
therein).

Practicality: Recent contributions [10, 11] improved the efficiency of implemen-
tations of Yao’s protocol significantly.

Over the past few years several implementations for generic secure two-party
computation using garbled circuits have been developed [11–14]. They differ in
abstraction level, supported optimisation techniques and efficiency. We use [14]
because it allows construction of dynamic loops.

There are other protocols for secure multiparty computation, varying in as-
sumptions, security guaranties, number of supported parties, performance and
supported operations (see [15] for an overview). However, our protocol translates
naturally into a Boolean circuit.

3 Secure Scaling

Almost all secure multiparty computation techniques support only integers as
inputs and operations on the integers. To engage in a privacy preserving protocol
having real numbers, or floating point approximations, as inputs, you can define
a mapping from the real inputs into the integer space and then use conventional
SMC.

The obvious trivial approach to map real numbers to integers is scaling and
quantisation. Let r ∈ R be the real number input. Then i = �s ·r� is the mapping
from r to i, where �·� is the function that rounds to the nearest integer, and s
is a scaling factor the parties agree on.

It is easy to see that the scaling factor leaks information about the inputs,
since it has to be chosen such that all inputs are mapped into the finite set and
are still distinguishable. Each party can support a different set of scaling factors,
depending on their respective inputs. Revealing these sets to each other leaks
information. They want to agree on a scaling factor without having to reveal
any information about their supported sets other than they contain the chosen
scaling factor.
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We propose a Secure Scaling protocol to pick a scaling factor at random out of
the intersection of ranges given by two parties. The basic idea is to first compute
a secure set intersection and then, without revealing the intersection, pick an
element at random (see Section 4.4). While secure set intersection protocols are
readily available we propose the first protocol we know of to draw a random
number from a private range.

4 Drawing Random Numbers from a Private Range

We don’t want to reveal the range of the scaling factors, once it is computed
with the privacy-preserving set-intersection protocol. Instead we keep it in the
encrypted space and use it as the input to the random number algorithm. The
goal of this algorithm is to pick an element uniformly at random out of the range
without giving the participants any more information than the randomly drawn
element itself.

We first show the simple case where the range starts with 0 and has a power of
two elements. Then we allow for an arbitrary number of elements, still starting
with 0, and finally we present the algorithm where both bounds of the range are
arbitrary values.

4.1 Range N2m−1 = {0, 1, 2, . . . , 2m − 1}

The setN2m−1 = {0, 1, 2, . . . , 2m−1} is the set of integers that can be represented
by an m-bit number. If we choose m random bits, each with probability 1/2, the
binary number denoted by these bits will be uniformly distributed over N2m−1.
The algorithm combines random bits chosen by both parties, and then chooses
m of these.

Let the private input m come from a finite set I = {0, 1, . . . , n}, which is
agreed on by both parties, and, N2n−1 = {0, 1, . . . , 2n− 1} be the set of all n-bit
integers. Now both parties choose r(A), r(B) ∈R N2n−1, respectively, where ∈R
means chosen uniformly at random from the set. The algorithm first combines
the random n-bit inputs by the bitwise exclusive OR operation (XOR) to get
r, and then selects the m least significant bits of r by computing the output
x = r mod 2m.

Algorithm 1. urandom1: Drawing x randomly from {0, 1, 2, . . . , 2m − 1}
Inputs: (private) m ∈ I
Outputs: x = urandom1({0, 1, . . . , 2m − 1})

r ← r(A) XOR r(B) {r(A), r(B) ∈R N2n−1, where r(i) is provided by party i}
x← r mod 2m

return x
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Correctness: It is easy to see that x ∈ {0, 1, . . . , 2m−1} since that is exactly the
co-domain of r mod 2m. We also have to show that x is a uniformly distributed
random variable over that range.

Lemma 1. If at least one of r(A) and r(B) is chosen uniformly at random out of
N2n−1 = {0, 1, . . . , 2n−1} then r = r(A) XOR r(B) is a random number uniformly
distributed over N2n−1.

Proof. Let N2n−1 = {0, 1, 2, . . . , 2n − 1} be the set of all integers that can be
represented by n bits. If r(A) is a random variable on N2n−1, then there exists a

unique random vector (r
(A)
1 , . . . , r

(A)
n ) on {0, 1}n such that r(A) =

∑n
i=1 2

i−1r
(A)
i .

If r(A) is uniformly distributed over N2n−1 then the r
(A)
i ’s are mutually inde-

pendent Bernoulli random variables with parameter 1/2. r = r(A) XOR r(B) can

now be written as r =
∑n

i=1 2
i−1ri with ri = r

(A)
i XOR r

(B)
i . Note that the XOR

operation returns 1 iff both arguments are different.
Assume that r(A) is uniformly distributed. Therefore

Pr[ri = 1|r(B)
i = 0] = Pr[r

(A)
i = 1] = 1/2

Pr[ri = 1|r(B)
i = 1] = Pr[r

(A)
i = 0] = 1/2.

Note that the value of r
(B)
i has no influence on Pr[ri = 1]. Thus Pr[ri = 1] =

Pr[ri = 0] = 1/2. XOR is a bitwise operation and the ri are mutually indepen-
dent and thus r is uniformly distributed over N2n−1. ��
Now x = r mod 2m can be rewritten as x =

∑m
i=1 2

i−1ri since the mod2m op-
eration selects the m least significant bits of r. The ri are mutually independent
Bernoulli random variables with parameter 1/2, hence x is a random variable
uniformly distributed over {0, 1, . . . , 2m − 1}.

Security: We want to keep the input m private. We will ensure that the parties
don’t learn it using the garbled circuit technique (see Section 5). What’s left to
show is that neither party can choose their input to manipulate the output. A
successful attack would distort the uniform distribution of the output. However,
we know from Lemma 1 that the output is uniformly distributed as long as at
least one input is uniformly distributed. So even if party A (or party B) deviates
from the protocol and deliberately chooses a specific value for r(A) (or r(B)) the
output will remain uniformly distributed.

4.2 Range Nq = {0, 1, . . . , q}
In this section, we relax the restriction that the size of the range must be an
exact power of two. Now we allow any range Nq = {0, 1, . . . , q} with q ∈ N. The
number of elements in that range is not necessarily a power of two and therefore
we can’t directly apply Algorithm 1.
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We use the acceptance-rejection method to constructing a Las Vegas type
algorithm that uses Algorithm 1 repeatedly until it produces a value in the
required range. To do this, we extend Nq to N2m−1 so that it is of the form of
Algorithm 1. That is, we choose the unique m ∈ N with 2m−1− 1 < q ≤ 2m− 1,
and then run the algorithm as described in Algorithm 2. This approach translates
naturally into a compact circuit with a number of gates that is linear in the input
size.

Algorithm 2. urandom2: Drawing x randomly from {0, 1, . . . , q}
Inputs: (private) q ∈ N2n−1

Outputs: x = urandom2({0, 1, . . . , q})
m← �log2(q) + 1�
repeat

x← urandom1({0, 1, . . . , 2m − 1})
until x ≤ q
return x

Correctness: When the algorithm terminates x ∈R {0, 1, . . . , q} since the exit
condition ensures x ≤ q, and urandom1 produces non-negative numbers, and
x is uniformly distributed since acceptance-rejection sampling of a subset of a
uniform distribution is again uniformly distributed.

The number of iterations of the loop follows a geometric distribution. Let X
be a random variable describing how many iterations Algorithm 1 takes to get
a valid result. The probability that X ≤ k with k ∈ N is

Pr[X ≤ k] = 1− (1− Pr[x ≤ q])k.

The probability that the exit condition is fulfilled in one iteration is

Pr[x ≤ q] ≥ 2m−1 + 1

2m
>

1

2
,

because 2m−1 − 1 < q ≤ 2m − 1, and so Pr[X ≤ k] > 1− (1/2)k.
That means that even in the worst case the expected number of iterations is

less than 2, and the probability of less than 10 iterations is greater than 99.9%.
We illustrate the performance in Section 5.2.

Security: Again, neither party can distort the uniform distribution of the random
value by the same argument as for Algorithm 1.

4.3 Range Np,q = {p, p + 1, . . . , q}
In the most general case where the range is arbitrary we first shift it to zero and
then use Algorithm 2 to compute a random value and finally shift it back to the
initial range (See Algorithm 3 for details).
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Algorithm 3. urandom3: Drawing x randomly from {p, p+ 1, . . . , q}
Inputs: (private) p, q ∈ N2n

Outputs: x = urandom3({p, p+ 1, . . . , q})
m← �log2(q − p) + 1�
repeat

s← urandom1({0, 1, . . . , 2m − 1})
until s ≤ q − p
return x = s+ p

Correctness and Security: Correctness and security follow from the same argu-
ments as for Algorithm 2.

4.4 Secure Scaling

Once we have a random number generator, we can build an efficient solution for
the secure scaling problem.

Both parties input their smallest (p(A), p(B)) and biggest (q(A), q(B)) possible
scaling factors. The first step is to determine the intersection of these ranges
by computing the boundaries of the intersection as p = max(p(A), p(B)) and
q = min(q(A), q(B)). In the second step we use the random number generator to
select an element out of {p, p+ 1, . . . , q}.

Algorithm 4. The Secure Scaling algorithm

Inputs: p(A), q(A), p(B), q(B) ∈ N2n−1

Outputs: s ∈R {p(A), p(A) + 1, . . . , q(A)} ∩ {p(B), p(B) + 1, . . . , q(B)}
p← max(p(A), p(B))
q ← min(q(A), q(B))
s← urandom3({p, p+ 1, . . . , q})
return s

Correctness and Security: Correctness and security follow from the same argu-
ments as for Algorithm 2. In the following section we show how to implement
all of the steps needed in Algorithm 4 using garbled circuits.

5 Secure Scaling with Boolean Circuits

We compute the secure scaling algorithm with Yao’s garbled circuit technique by
expressing it as a Boolean circuit. Boolean circuits are easily combined, so we will
show the subcircuits corresponding to the elementary operations in the algorithm.

We will describe the complexity of each subcircuit by the number of non-
linear two-input gates in relation to the number of bits l needed to represent the
inputs p(A), p(B), q(A), q(B). A linear input gate has an even number of zeros and
ones in the truth table. The linear gates for a constant output or the (negated)
identity of an input wire can be trivially optimised away, e.g. XOR gates can be
evaluated essentially for free [16], therefore the dominating factor for efficiency
of the circuits is the number of non-linear gates.



138 W. Henecka, N. Bean, and M. Roughan

– (min(q(A), q(B)), max(p(A), p(B))): To compute these we use the integer com-
parison circuit described by Kolesnikov et al. [17], it has a complexity of l
non-linear gates.

– (m← �log2(q − p) + 1�): In this step we don’t actually have to compute m,
because all we need later on is a bit mask to select the �log2(q − p) + 1�
least significant bits. Therefore we first compute t = q − p with the integer
subtraction circuit described in [17] and then we use a chain of OR-gates
(see Figure 2) to calculate the mask 2�(log2(t)+1� − 1. This circuit consists of
l − 1 non-linear gates.

y0

∨

t0. . .

. . .

. . .

∨ �

yl−3

tl−3

∨ �

yl−2

tl−2tl−1

�

yl−1

Fig. 2. A chain of OR gates to compute y = 2�log2(t)+1� − 1

– (r = r(A) XOR r(B)): r is just a bitwise XOR between r(A) and r(B). There-
fore the complexity is 0 non-linear gates.

– (s = r mod 2m): Computing modulo a power of two is the special case where
we just want to select the m least significant bits of r. We can achieve this
by computing a bitwise AND between r and 2m − 1, the bit-mask with the
m least significant bits set to 1. This is exactly the bit-mask we computed
before. The complexity is l non-linear gates.

– (repeat until s ≤ q − p): Note that this loop has an unknown number of iter-
ations, therefore it is impossible to generate the whole circuit to compute the
loop beforehand. However, in this case, where the exit condition of the loop
does not reveal any sensitive information, we can use a step-by-step approach.
That is, the creator generates the circuit for one round of the loop and then
the evaluator evaluates the circuit and reveals the result of the exit condition.
Depending on that result the creator then generates either another round of
the loop or goes on with the rest of the algorithm. Note that the disclosure of
the result of the exit condition gives neither party an advantage in inferring
the other parties input as long as their random inputs are kept private. This
privacy is guaranteed by the garbled circuit technique.
For the exit condition we can reuse q − p which we computed before. Thus
we only need an integer comparison circuit [17] which has a complexity of l
non-linear gates.

– (x = s+ p): We use the addition circuit of [17] to compute this sum. Again,
the complexity is l non-linear gates.
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Overall Complexity: Let X describe the number of iterations of the repeat-until
loop in Algorithm 2. Then the number of non-linear gates add up to 2l+2l−1+
X(2l) + l = 5l− 1 + 2lX . Since X follows a geometric distribution with success
probability 1/2 < p ≤ 1, we know that 1 ≤ E[X ] < 2, thus the expected overall
complexity is less than 9l.

5.1 Implementation

We chose the EFSFE framework of Henecka and Schneider [14] to implement our
example of the random scaling factor. Amongst other optimisation techniques
used in this framework the following are particularly useful for our application:

– Pipelined circuit execution: The circuit generation and evaluation processes
are overlapped in time [11] thereby removing the need to construct the com-
plete circuit before the evaluation, which is useful here because we cannot
build the circuit in advance, since the number of iterations is dynamic.

– Oblivious-transfer extension: In [18], Ishai et al. show how to efficiently ex-
tend Oblivious transfer. You first have to execute a certain amount of con-
ventional OTs and then by using this result you can generate a virtually
unlimited number of very efficient OTs. (The initial OTs take ∼ 0.5 s, and
then every additional OT takes only 3.5 μs).

The EFSFE framework contains a library of circuits for common arithmetic
which can be easily combined to describe the desired function. You can combine
circuits from and add circuits to the library by extending the CompositeCircuit
class. For example, the implementation of the chain of OR-gates circuit as shown
in Figure 2 is done by defining subcircuits and connecting them with wires as
follows:

public class NextBitMask extends CompositeCircuit {

protected void createSubCircuits() throws Exception {

for(int i=0; i<l-1; i++){

subCircuits[i] = OR_2_1.newInstance();

}

super.createSubCircuits();

}

protected void connectWires() throws Exception {

for(int i=0; i<l-1; i++){

inputWires[i].connectTo(subCircuits[i].inputWires, 0);

}

inputWires[l-1].connectTo(subCircuits[l-2].inputWires, 1);

for(int i=0; i<l-2; i++){

subCircuits[i+1].outputWires[0].connectTo(

subCircuits[i].inputWires, 1);

}

}

protected void defineOutputWires() { ... }
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5.2 Measurements

All our measurements were run on an iMac with a Core i3 3Ghz processor, run-
ning Mac OS X 10.6.8 and Java 1.6.0 31. We ran measurements for four different
input sizes (10, 100, 1000 and 10000 bits). For each size we ran the secure scaling
algorithm 10000 times with inputs (p(A), p(B), q(A), q(B)) generated uniformly at
random from the set of non-negative integers able to be represented by the given
number of bits. The resolution of the measurements is 1 ms, therefore the data
points for the 10 bit input size are not very precise and only included in the
graph to underline the overall trend. Figure 3 shows the distributions of the
runtimes for the different input sizes. The single red line denotes the median,
the blue box include the data points from the 25th to the 75th percentile and the
whiskers include all points up to 1.5 times the size of the blue box. The linear
circuit complexity with respect to input bit lengths is clear. Note also the very
strong right skewness of the data.

Figure 4 shows the complementary cumulative distribution functions of the
number of iterations for different input sizes. That is the probability that a run has
more thanX iterations. We also added the worst case scenario for 1000 bit inputs,
that is the inputs are chosen such that the private range is 2999 and therefore the
probability that the exit condition of the loop is fulfilled is (2999+1)/21000 ≈ 1/2.
We see that the input size has little effect on the distribution. Even for the worst
case the probability for a high number of iterations drops rapidly.
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Fig. 3. Runtime distributions of the secure
scaling algorithm for different input sizes
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Fig. 4. Complementary cumulative distri-
bution functions of the number of itera-
tions for different input sizes

6 Conclusions

This paper presents a protocol to solve the secure scaling problem. Its main com-
ponent is, to our knowledge, the first privacy-preserving random number genera-
tor. We believe that it might be a useful component for other privacy-preserving
protocols. We show the practicality of our solution by an implementation of the
protocol.
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