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Abstract. In this technical demonstration we present a content-based
image retrieval system based on the ‘query by example’ paradigm. The
system effectiveness will be proved for both category and target search
on two standard image databases, even without a “good” initial exam-
ple and ancillary information, such as device metadata, text annotations,
etc. These results are obtained by incorporating in the system our re-
cently proposed prosemantic features coupled with a relevance feedback
mechanism, and by maximizing novelty and diversity in the result sets.

1 Introduction

In this technical demonstration we present a content-based image retrieval sys-
tem based on the ‘query by example’ paradigm. Searches are performed on the
basis of pictorial information only and, therefore, the system is aimed at those
cases where ancillary information, such as device metadata, text annotations,
etc., are missing or unreliable.

It is widely known that the gap between the pictorial features and the image’s
semantics makes it difficult for purely content-based retrieval systems to obtain
satisfactory results. We addressed this problem by incorporating in the system
the results of our recent investigation on this topic. First, images are described by
prosemantic features. These are high-level features which have shown a remark-
able capability of capturing the semantic similarity between the images [1]. To
further improve the understanding of the user’s aims, the queries are processed
by relevance feedback. The user provides examples of relevant images, and the
system iteratively redefines its result depending on the selected images by infer-
ring the case-specific query semantics [1]. By exploiting this mechanism, the user
can easily move through the feature space toward the intended goal. However,
in some cases relevance feedback fails to converge to the desired images. This
happens, for instance, when there are large groups of very similar images: if the
user inadvertently drives the system into one of these he would not be able to
select different images to move on towards its goal. This is a problem even when
the images found are relevant with respect to the query. In fact, when the result
set is too homogeneous the user is left without a clear representation of the va-
riety of images that could match his query. We addressed this issue by including
an algorithm which selects the final images by optimizing both their relevance
with respect to the query as well as their degree of novelty and diversity [2].
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2 Incorporating User Needs

For the purpose of this demo, we use the retrieval functionalities of the
QuickLook2 system. The system’s framework is based on the feature vector
model and support a relevance feedback mechanism [1]. By exploiting the sta-
tistical analysis of the image feature distributions of the retrieved items the user
has judged relevant, or not relevant, the system is able to identify what features
the user has taken into account (and to what extent) in formulating his judg-
ment. The use of this information is twofold: to reformulate the user’s query and
to modify the image similarity measure.

The query is computed from the feature values that mostly agree with the
user selection, while the outliers are removed from the computation (query re-

finement). Let R+ be the set of relevant images, and x
(f)
I (k) be the k-th value

of the f -th feature of image I, the components of the query Q are computed as
the average of the elements in the following sets:

Y
(f)
k = {x(f)

I (k) : | x(f)
I (k)− x

(f)

Q̄
(k) |≤ 3σ

(f)
k , I ∈ R+}, (1)

where Q̄ is the average of the features in R+ and σ
(f)
k is the standard deviation

of the k-th values in the f -th feature. Image dissimilarity is assessed using a
weighed sum of dissimilarities between image features. The influence of relevant
features is accentuated while the influence of non-relevant features is damped
(feature reweighing) by analyzing the relevant and non-relevant images. Let R−
the set of non relevant images. The f -th feature weight is computed as:

w(f) =
1

ε + μ
(f)
+

− α
1

ε+ μ
(f)
∗
, (2)

where ε and α are positive constants, μ
(f)
+ is the average of the dissimilarities

computed on the f -th feature between each pair of images in R+, and μ
(f)
∗ the

average of the dissimilarities computed on the f -th feature between each image
in R+ and each image in R−. Negative weights are set to 0.

3 Prosemantic Features

Prosemantic features are high-level features which have been designed to repre-
sent images by means of their affinity with respect to a given set of semantic
categories [1]. The features define a semantic space where new concepts may be
represented as a combination of the known categories. In our previous work we
have shown that prosemantic features are more suitable for content-based re-
trieval than traditional low-level features. Their effectiveness derives from their
capability of encoding semantic properties of the images which allow a better
match against the users intuition about the similarity of the images.

Prosemantic features are obtained from the classification of images into a very
small set of 14 categories: animals, city, close-up, desert, flowers, forest, indoor,
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mountain, night, people, rural, sea, street, and sunset. Some classes describe the
image at a scene level (city, close-up, desert, forest, indoor, mountain, night,
rural, sea, street, sunset), while other describe the main subject of the picture
(animals, flowers, people).

For each class, several SVM classifiers are trained by using different low-level
features (RGB histogram, first and second YUV moments on a 9 × 9 subdivi-
sion, edge direction histograms (EDH) computed on a 8 × 8 subdivision, and
bag of SIFT descriptors). Given an image, each classifier φc,p provides a mem-
bership value which indicates how much that image is compatible with the class
c from the point of view of the visual property p. Given a new image x the
prosemantic feature vector ψ is obtained by concatenating the membership val-
ues: ψ(x) = (φ1,RGB(x), φ1,Y UV (x), φ1,EDH(x), φ1,SIFT (x), . . . , φ14,RGB(x),
φ14,Y UV (x), φ14,EDH(x), φ14,SIFT (x)).

Instead of endowing the prosemantic feature space with a specific similarity
measure, we let the relevance feedback mechanism to weight each component on
the basis of the interaction with the user.

4 Novelty and Diversity

Image databases may include several nearly duplicated images that contain more
or less the same information. If one of these images is very relevant with respect
to the query, it is likely that all of them will be, and that the result set will
be composed of very similar images. Although formally relevant, each of these
images adds little information to what one already has with just one of them.

To address this issue, the information retrieval community introduced the
concepts of diversity and novelty. Diversity is the notion that allows the result
set to deal with queries which can have several interpretations. Given an inter-
pretation of the query there may be different aspects in which the user may be
interested. An image is novel to the extent in which it covers aspects of a query
not covered by other images in the result set, that is, to the extent in which
images are not redundant.

To maximize novelty and diversity, we implemented two variants of the algo-
rithm described in [2]. Given a query q and a set of images D = {d1, . . . , dN}
the algorithm iteratively builds a sequence of response sets R1, . . . , RK where:
(i) R1 contains the most relevant image as returned by the search engine; and
(ii) Rk+1 is obtained by adding to Rk the image d ∈ D \ Rk which maximizes
the novelty/diversity score s(d|q, Rk). The algorithm continues until the desired
number K of images has been selected. For the scoring function we considered
two of the models described in [2]. In the probabilistic model the score of an
image is equal to the probability that the image is about the same topic as the
query and that, at the same time, no image in the current result set is about the
same topic. This corresponds to the definition:

sp(d|q, R) =
14∑

c=1

P (c|q)P (c|d)
∏

d′∈R

(
1−

14∑

c=1

P (c|q)P (c|d′)
)
, (3)
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where P (c|d) denotes an estimate of the probability (see [2] for more details)
that the image d is about the concept c, and where c is used to denote the 14
concepts from which prosemantic features are defined. In the fuzzy model the
score function of d is the truth value of the statement there is a topic in the
query for which d is relevant, and no image in the current result set is relevant
for that topic. The truth value is computed by the scoring function:

sf (d|q, R) = max
1≤c≤14

{
min

{
μ(c, q), μ(c, d), 1 −max

d′∈R
μ(c, d′)

}}
, (4)

where the value of μ(c, d) is derived from prosemantic features and corresponds
to the truth value of the statement the image d is relevant for the topic c.

5 Demo

The demo will allow attendees to verify the effectiveness of the use of the prose-
mantic features and the novelty/diversity image selection within the QuickLook2

image retrieval system. The image search with the prosemantic features will be
possible with or without leverage of the relevance feedback mechanism. More-
over, category-based or target-based searches can be performed. The user can
start a search by choosing an image from the initial displayed ones or from a
random selection. As initial query can be selected either a single image or a set of
relevant and not relevant images. After submitting the query the system reorder
the retrieved images based on their similarities with the query. If the user is not
satisfied with the results, more examples of relevant and not relevant images can
be added and the retrieval process can be iterated as many times are required to
obtain a satisfactory results. Any time during the retrieval process the user can
choose to activate the novelty/diversity image selection. The system retrieve a
set of new images related to the query and the user can either start a new query
or add examples chosen from this new set. This is particularly useful when no
suitable examples can be readily selected.

To test the proposed system on heterogeneous image collections, we have
included in the system several image data sets. Among them we have included a
subset of the Benchathlon data set including 1875 typical consumer photographs.
Another data set is the MIR Flickr image collection which consists of 25000
images downloaded from the social photography site Flickr. Having been selected
on the basis of their interestingness rating, the data set is composed of original
and high-quality photographies.
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