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Abstract. We describe a methodology for modeling backgrounds sub-
ject to significant variability over time-scales ranging from days to years,
where the events of interest exhibit subtle variability relative to the nor-
mal mode. The motivating application is fire monitoring from remote
stations, where illumination changes spanning the day and the season,
meteorological phenomena resembling smoke, and the absence of suffi-
cient training data for the two classes make out-of-the-box classification
algorithms ineffective. We exploit low-level descriptors, incorporate ex-
plicit modeling of nuisance variability, and learn the residual normal-
model variability. Our algorithm achieves state-of-the-art performance
not only compared to other anomaly detection schemes, but also com-
pared to human performance, both for untrained and trained operators.

1 Introduction

We are motivated by outdoor fire detection from remote video monitoring sta-
tions. While every serious fire is detected eventually, the longer the lag between
onset and detection, the more difficult the fire is to manage. So, we are inter-
ested in detecting fires with minimum latency. Although this is a standard binary
classification problem, where each video frame must be labeled as positive (fire
alarm) or negative, a fire may manifest itself in a large variety of fashions de-
pending on the time of the day, the season, weather conditions, landscape, pose
of the camera, vegetation type, etc. Such nuisance variability cannot be easily
“learned away”, for a balanced training set would require multiple instances of
fire in different locations, against different landscapes, different weather, season,
etc. Even learning the normal mode, and detecting fire as a violation of the null
hypothesis, requires long training, as the photometric conditions change during
the entire year, and one would need sufficient sampling of weather conditions.
Clouds look similar to smoke, so one can expect significant overlap between the
class-conditional distributions.

In this manuscript, we explore the tradeoff between modeling and learning,
when the underlying data exhibits nuisance variability over multiple time-scales.
Our paper can be interpreted as dealing with background subtraction when the
background exhibits fine-grained long-range variability over long time-scales. We
describe a process whereby long-range temporal variability is partly modeled,
partly learned, and report state of the art results in fire detection, even when
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compared to trained humans. While fire detection is our driving application, our
method can be extended to other cases where there is significant photometric
variability over long time scales.

1.1 Related Work

Prior work on fire monitoring [1,2,3,4] relies on color and/or background sub-
traction to detect either flames or smoke. A variety of descriptors are then com-
puted in these regions and fed to a classifier together with negative samples
from surrounding regions. Such methods require training for both the null and
the alternate hypothesis; given the lack of positive samples, authors generate
synthetic ones or create ad-hoc footage of fire devoid from the context. These
methods generally fail outdoors, where the photometric signatures of smoke and
fire are shared by clouds, ground, and sun.

Other methods frame the problem as anomaly or fault detection, thus model-
ing the null hypothesis without requiring positive examples of fire. Most work on
background subtraction falls in this category, e.g. [5,6]; [7,8] use optical flow, [9]
mixtures of dynamic textures, [10] dictionaries, and [11] spatio-temporal ener-
gies. Some methods [10,8,11] incrementally update the normal models; Zhao et al
[10] extract spatiotemporal interest points using sliding windows and then learn
a dictionary for these volumes. Anomalies are then defined as regions that have
a high reconstruction error based on the learnt dictionary. Kim et al [8] define
a spatial grid and learn histograms of optical flow in each spatiotemporal volume.
Anomalies are detected by comparing new observations with the learnt model
using a markov random field. Similarly, [11] also learn histograms in spatiotem-
poral volumes. These methods work for video sequences that are a few hours
long, but fail when the nuisance variability (due to weather and season) trumps
the change due to an onset of fire.

There has been increasing interest in outdoor fire monitoring since the 2007
Station Fire obliterated 70% of the Angeles National Forest. That was attributed
to a long delay in detection due to the dismantling of manned stations, to the
point where the fire had become uncontrollable. Since then, a large number of
unmanned stations have been set up, providing large scale video databases, for
instance [12]. Large temporal scale has been addressed by [13,14], who summa-
rized data using PCA [13] or Fast Subset PCA [14]. Such approaches require a
large set of data such as the AMOS [15] database to learn the basis and assume
that all normal variations are available. Modeling based approaches such as [16]
on the other hand rely on exploiting meta information such as latitude, longitude
and time of the day to calculate the position of the sun and use a sky appearance
model [17] to obtain the appearance of the sky. This information is then mapped
to the images using camera calibration as well as the inverse transfer function of
the camera. While such methods alleviate the need for a large set of exemplars,
they suffer from issues such as drift in the calibration over long periods. Also,
any change in imaging parameters would require a recalibration.
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Our goal is to develop methods that can be deployed on a newly installed
monitoring station, without the need for careful calibration, without explicit
knowledge of mapping of the landscape, and without the need for long training
over the course of several months or years.

2 Methodology

We denote an image by I : D ⊂ R
2 × R+ → R

3
+; (x, t) �→ It(x). We call

λt(x) ∈ {0, 1} the decision variable, with λt(x) = 0 being the null hypothesis
(normal mode) and λt(x) = 1 being an alarm (alternate hypothesis/anomaly
detected at position x at time t). We are interested in obtaining λt(x), given a
video sequence up to time t.

2.1 Change Detection

We first tackle the short time-scale to discard regions of temporally adjacent im-
ages, It and It+dt, where no changes occur. From a static camera in the absence
of memory this is just frame differencing. When memory is available, one can
learn a background model as in standard background subtraction. Changes are
then detected as deviations from the background model. However, when nuisance
variability is present, for instance due to motion of the sun, clouds and vegeta-
tion, a large number of false alarms is generated. To enable local insensitivity
to changes in contrast and small motion from vegetation, we employ gradient
orientation histograms, a’ la SIFT [18] and compute dense displacement optical
flow. Let u : D×R+ → R

2; (x, t) �→ ut(x) denote the optical flow that maps It(x)
into It+dt(x), C : D × R+ → {0, 1}; (x, t) �→ Ct(x) denote the presence/absence
of a change at (x, t) and μ : D × R+ → R

128; (x, t) �→ μt(x) denote the SIFT
descriptor at (x, t). We would like to compute P (Ct(x) = 1), given It(x) and
It+dt(x), by combining the complementary descriptive characteristics of gradi-
ent orientation histograms (that can detect changes in homogeneous regions)
and optical flow (that can explain photometrically consistent motion between
adjacent images):

P (Ct(x) = 1) = w1PS(Ct(x) = 1) + w2PF (Ct(x) = 1), (1)

where

PS(Ct(x) = 1) = e−γ1‖μt+dt(x)−μt(x)‖2 , (2)

PF (Ct(x) = 1) = e−γ2‖ut(x)‖2 . (3)

The weights γ1 and γ2 are determined as the mean of the differences over the
image and w1 = w2 = 0.5.

2.2 Nuisance Maps

Our next step is to model the variability due to the interaction of the geometry
of the scene and the light source, specifically the location of the sun and of cast
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shadows. To this end, we introduce nuisance maps, N : D×R+ → [0, 1]; (x, t) �→
Nt(x), where Nt(x) denotes the probability of nuisance variability occurring at
(x, t). For a scene, several such nuisance maps {N i}mi=1 might be available, for
instance “sun,” “shadow,” “roadway,” etc. Nuisance maps discount the proba-
bility of an alarm in their corresponding region. If N(x, t) = 1, changes in that
location are discarded entirely. Otherwise, their relevance is weighted by their
probability

P (Ct(x) = 1, N1
t (x) = 0, . . . , Nm

t (x) = 0) (4)

= P (Ct(x) = 1)
m∏

i=1

[
1− P (N i

t (x) = 1)
]
. (5)

The regions of interest can then be defined as

aLt (x) = �
[
P (C = 1, N1 = 0, . . . , Nm = 0) ≥ θ

]
, (6)

where �[·] is the indicator function of the event in brackets.

2.3 Classifier

Once static regions and nuisance maps are taken into account, we are left with
learning the residual variability. The most significant for the case of fire detection
is due to weather conditions. We learn this variability using features and their
distributions. The image is divided into a regular grid of spatial patches. Features
in each patch are aggregated and a model is learnt for them.

When learning the normal mode, we need to account for seasonal changes
that affect the length of the day, sunset and sunrise times. Consequently, the
same normal-mode occurs at different time instants during the year e.g. sunrise.
We address this issue by canonizing the time scale [19]. The canonized time is
defined as tc =

t−t0
t1−t0

, where t is the time in the day and t1 and t0 are the sunrise
and sunset times for that particular day. This ensures that the length of the days
in a year, the sunrise times and sunset times are the same.

As photometric and texture cues are shared by the normal-mode and the
anomaly (fire), at pixels where there is change i.e. aLt (x) = 1, we use the following
feature

Ft(x) =
[
φt(x) tc

]� ∈ R
2, (7)

where φt(x) is the flow angle at (x, t), tc is the canonized time. A key difference
between existing anomaly detection methods and our algorithm is that we ex-
plicitly parameterize our features with time as opposed to learning histograms
of features independent of time. This is necessary since outdoor videos do not
exhibit stationary statistics, but are instead cyclo-stationary in canonized time,
with significant variability across the time scale.

We learn the feature distribution in each patch using a kernel density estimator
(KDE) with gaussian kernels. Given the set of features Fi = {Ft(x)|t ∈ [1, T ],x ∈
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Ωi}, where Ωi ⊂ D is a fixed size rectangular image patch such that Ωi ∩Ωj =
∅, i 	= j and ∪iΩi = D, the features distribution is represented as

P (Ft(x)) =
∑

Fj∈Fi

wjKΣFj
(Ft(x)− Fj), (8)

where KΣ(F ) = 1
2π|Σ|1/2 e

− 1
2 (F

�Σ−1F ). The challenge with such an approach is

estimating the width of the kernel at each point and removing redundant data
points from the KDE. We use the approach proposed in [20], which allows us
to adaptively estimate the kernel bandwidth in an online fashion, and remove
redundant points from the model. Consequently, the learning is incremental and
updates the model as new data becomes available. This removes the need for a
large amount of data for learning the classifier, and for archiving data, allowing
for a small storage footprint.

Given the model Mi learnt over the patch Ωi, a new observation at x ∈ Ωi is
considered an anomaly as follows

aCt (x) = �[P (Ft(x) ∈ Mi) ≤ βi], (9)

where βi is the minimum probability of the normal data under Mi. βi is updated
as the minimum between the current βi and the new βi calculated on the current
data under the new model. Hence, we do not need to recalculate the probabilities
of old data when we update the model and can update this threshold using the
current data and the updated model.

2.4 Context Priors

Our method so far has exploited visual information present in the image se-
quences and proposed a generic framework for detecting any anomaly in outdoor
scenes. However, given a specific anomaly of interest, we would like to exploit
non-visual characteristics that can be leveraged into our framework. One such
candidate is context information e.g. flooding is restricted to the ground, flying
objects are restricted to the sky and fires originate from the ground (although
its effects can be measured against the sky). Furthermore, when visual and mo-
tion cues are ambiguous in discriminating between the normal-mode and the
anomaly, context can help to disambiguate them. For example, clouds and fire
looks very similar and prevailing winds influence the direction of both clouds
and fire. However, from the context perspective clouds are higher up when com-
pared to fires. The context information is incorporated using a context prior
P (λ(x) = 1) that indicates the probability of an anomaly occurring at a given
pixel location x. The context prior is incorporated with the classifier response
as aPt (x) = P (λ(x) = 1) · aCt (x), which we will temporally integrate in §2.5.

2.5 Temporal Integration

The decision of whether there is an anomaly present in an image is obtained
using a short temporal scale ([t, t+1]). To aggregate this information over longer
temporal scales ([1, t]), we consider aPt and integrate it as follows:
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SP
t (x) = aPt (x) + γSP

t−1(bt(x)), (10)

where SP
1 (x) = aC1 (x), γ is a forgetting factor that weights the observations

up to t − 1 and bt(x) is the pixel location in It−1 that gets mapped to x in It
via optical flow. This gives a score at each pixel and anomalies are detected as
λP
t (x) = �

[
SP
t (x) ≥ α

]
.

For the purpose of analysis, we could also temporally integrate the low-level
mask aLt (change detection + nuisance maps) or the classifier mask aCt (change
detection + nuisance map + classifier) as shown in Eq. (10). Anomalies can then
be detected as λL

t (x) = �
[
SL
t (x) ≥ α

]
and λC

t (x) = �
[
SC
t (x) ≥ α

]
. In §3, we

refer to SL
t (x), S

C
t (x) and SP

t (x) as the low-level, the classifier and the context
component respectively. We will show results not only using our entire pipeline
i.e. SP

t (x) but also SC
t (x) and SL

t (x) to show the contribution of each step in
our framework.

3 Experiments

Our data consists of time lapse images obtained from the publicly available repos-
itory maintained by the Applied Network Research Center, San Diego. From this
set, we chose cameras that contain recent and archived fire incidents. Specifically,
the East facing camera at Lyons Peak1, the North East facing camera at Volcan
mountain2 and the South East facing camera at red mountain3. The cameras
are static and capture images at the rate of 1 frame/2 mins. Sample frames from
the fire sequences are shown in Fig. 1 where the fire location is indicated by a
black rectangle.

The test data comprises of 96 hours of video with equal distribution of normal
and fire sequences, under a variety of weather from clear/sunny to clouds and
fog. The training data comprises of 3 days of data for each camera, chosen at
random within the data repository. The initial classifier is learnt using data
from one day in batch mode and then incrementally updated with data from
each frame for the next 2 days. We compare our method to the state-of-the-
art in anomaly detection [10] which outperforms [8]. The training and testing
conditions are identical to our approach.

In our approach, we used the same parameters for all the cameras and did not
optimize them. We used a patch size of 20×20 for learning the classifiers with γ =
0.9, θ = 0.5. The optical flow is calculated using the large-displacement method
[21]. The shadow map was obtained by converting the color image to YCrCb
and the nuisance map for the shadow is defined as 1

2
Y+1
Cr+1 . The nuisance map

for the sun was obtained using one third of the L2-norm of the normalized color
intensity at each pixel. By construction, the nuisance maps lie between 0 and 1.

1 http://anr.ucsd.edu/cameras/LyonsPeak.html
2 http://anr.ucsd.edu/cameras/SantaYsabel.html
3 http://anr.ucsd.edu/cameras/RedMtn.html

http://anr.ucsd.edu/cameras/LyonsPeak.html
http://anr.ucsd.edu/cameras/SantaYsabel.html
http://anr.ucsd.edu/cameras/RedMtn.html
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Fig. 1. Sample frames from sequences of fire from the Lyons Peak Camera. Fire regions
are denoted by a black bounding box.

The context prior is a simple weight. Given the horizon (marked manually) in the
image, the context prior is set to one below the horizon and exponentially decays
to 0 at the top of the image. We compare the performance of each component
of our framework as defined in §2.5 namely the low-level method, the classifier
method and the context method.

3.1 Qualitative Results

Qualitative results are shown in Fig. 2 for a single frame. This figure shows the
video frame with the score maps overlaid and the ground truth shown as a black
box. From this figure we see that the low-level component of our algorithm is
able to suppress the known nuisances i.e. the shadow and the sun. However,
there are multiple false alarms. In the red mountain camera, there are anomalies
detected at the top of the image due to vignetting. The classifier is able to learn
such artifacts and reduces the number of false positives. There is only a slight
difference between the detections by the classifier component and that of the
context prior component. This is because these sequences do not have weather
phenomena such as clouds.

Additional qualitative results in Fig. 3 show the effect of the context prior
in our method. The setup of this figure is identical to Fig. 2. The first row
shows an image with severe clouds. This sequence is extremely challenging as
there are several weather phenomena such as heavy clouds and rain. In this case,
the context prior significantly reduces the number of false positives. While the
localization is not perfect, we are able to detect the anomaly with fewer false
positives. The second row in Fig. 3 shows an image with a large fire. Here, the
context prior reduces the localization support. However, it still maintains a high
precision.
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Fig. 2. Qualitative results. Each column shows the performance of different compo-
nents of our method. The results are shown by overlaying the temporal integrated score
over the gray scale frame and the ground truth is shown as a black box. The first row
corresponds to a sequence from the Lyons Peak camera, the second row corresponds to
a sequence from the Red Mountain camera and the last row corresponds to a sequence
from the Volcan Mountain Camera. These are easy samples; for difficult ones, see the
next figure.

3.2 Quantitative Results

To evaluate our algorithm, we compute detection performance, localization per-
formance and detection lag.

Detection Performance. Detection performance is calculated on a per-frame
basis. A frame is marked as anomalous even if a single pixel in that frame is
classified as an anomaly. We can then compare this with the ground truth and
calculate the different metrics. Detection performance is evaluated using the
receiver operating characteristic (ROC) curves which show the true positive rate
vs the false positive rate. The true positive rate is defined as TPR = TP

TP+FN ,
where TP is the number of true positive and FN is the number of false negatives.
Similarly, the false positive rate is defined as FPR = FP

FP+TN , where TN is the
number of true negatives. We report the ROC curve for both the normal as well
as anomalous videos.

The ROC curves obtained by varying the score threshold α for each camera are
shown in Fig. 4. The different curves illustrate the different components of our
framework. We also report the equal error rate (EER), i.e. the performance when
the FPR is equal to the false negative rate (1 − TPR) in Table 1. This figure
shows that the best performance is achieved after including the context prior
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Fig. 3. Qualitative results showing the effect of the context prior. Each
column shows the performance of different components of our method. The results are
shown by overlaying the temporal integrated score over the gray scale frame and the
ground truth is shown as a black box.

and the classification step improves upon our low-level detection step across all
cameras. For the Lyons Peak camera, the gain in the performance as compared
to the low-level framework is not significant. This can be attributed to the fact
that the test data for this camera is several years apart from the training data.
Furthermore, we have extremely challenging sequences both for the normal case
as well as the fire case for this camera. The low-level curve for the Red mountain
camera does not intersect the EER line. This is due to the false positives present
on the top of the image as shown in Fig. 2. Hence increasing the threshold only
retains these detections and is reflected in the precision curves in Fig. 5(b).

Also shown in this figure is the detection performance of [10] in purple. For
all cameras, the performance of the context component of the algorithm is much
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(b) Red Mountain

0.0 0.2 0.4 0.6 0.8 1.0

False Positive Rate

0.0

0.2

0.4

0.6

0.8

1.0

T
ru

e
 P

o
s
ti

v
e
 R

a
te

Low Level

Classifier

Context Prior

[10]

(c) Volcan Mountain

Fig. 4. Frame level detection performance. Each plot show the TPR vs the FPR
for different components in our algorithm for a particular camera. In addition, we also
show the performance of the baseline [10]. The curve is calculated by varying the score
threshold α for both normal and anomalous sequences. The intersection of the curves
with the dashed black line indicates the EER performance.
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better than the baseline. In the case of the Red mountain and the Volcan moun-
tain cameras, the classifier components perform worse than the baseline. How-
ever, for the Lyons Peak camera, even the low-level component is better than
the baseline. Unfortunately, the detection performance of the baseline in several
cases relies on false positives and this becomes evident when we calculate the
localization performance.

Localization Performance. Since detection performance is evaluated at the
frame level, there is a chance that false positives contribute to the frame being
tagged as an anomaly. This is the case for the baseline method. Hence, we also
evaluate the localization performance by manually annotating sequences that
contain anomalies. Since annotating the exact contour of the fire in every frame
of the sequence is extremely taxing, we instead mark a bounding box around the
fire in each frame and use this annotation as our ground truth. Fig. 5 shows the
precision of the anomaly detection as a function of the threshold of each method.
Here the precision of each sequence that contains anomalies is evaluated and
then averaged over all the sequences for each camera. The solid line shows the
mean performance, while the shaded area shows the region within one standard
deviation. The maximum mean precision of the baseline is shown as a black
dashed line. This was obtained by varying the threshold for the baseline and
computing the maximum mean precision across the sequences. We use precision
as a metric to report the performance as opposed to the precision recall graph
as our ground truth is based on bounding boxes. Hence, even in the case that
the fire is perfectly detected, we always return false negatives. Therefore, we feel
that reporting precision is a more appropriate metric.

From this figure, we notice that the context component has the best preci-
sion rate followed by the classification component and finally the low-level. The
standard deviation also decreases as we move from the low-level component to
the context component. As discussed earlier, the low-level performance for the
Red Mountain camera decreases as we increase the threshold. While the opposite
should occur, this can be attributed to the fact that the high scoring anomalies
are due to the vignetting effect on the top of the image as shown in Fig. 2. When
these normal modes are learnt using the classifier, the precision increases as we
increase the threshold.

Also shown in this figure is the performance of the baseline. We see that
for the Lyons peak camera, the maximum localization performance of the base-
line is worse than the minimum performance of the low-level component. For
the Red Mountain and the Volcan Mountain cameras, the baseline performance
outperforms the low-level component but does not outperforms the classifier
component. This is different from the trend in the detection performance where
the baseline outperformed the low-level and the classifier component. This shows
that the baseline algorithm generates a large number of false positive which in-
fluence the detection performance.

For normal sequences, there are no true positives. Hence precision cannot be
reported for these sequences. Instead, we report the accuracy for the normal
sequences. Fig. 6 shows the accuracy for each camera. The plot is similar to the
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Table 1. Equal error rate for different cameras

Method Lyons Peak Volcan Mountain Red Mountain

Low-Level 37.38 36.50 -

Classifier 37.18 23.67 34.93

Context 19.47 17.97 13.81

[10] 50.06 19.0 31.23

(a) Lyons Peak (b) Red Mountain (c) Volcan Mountain

Fig. 5. Localization performance for sequences containing anomalies. The
plot shows the precision rate as a function of the threshold for different components in
our algorithm. The solid line shows the mean across the videos that contain anomaly
while the shaded region shows the region that is one standard deviation away from the
mean. The dashed line shows the maximum precision obtained by [10].

precision plots for the anomalous sequences. The solid lines shows the mean over
all the normal sequences and the shaded regions represent the region which is
one standard deviation away from the mean. These figures show that the trend
is the same as that of the sequences that contain anomalies. The context com-
ponent of our method has the best mean performance followed by the classifier
and then the low-level component. The standard deviation also changes corre-
spondingly. Notice that the context component of our method starts with a very
high accuracy for even a low threshold. We do not report the accuracy of [10] as
we have shown that this method is not adequate for our task.

Comparison with Human Performance. We have collected experimental
data from 10 subjects, of which 5 were trained on random subsets of the anno-
tated data – and 5 were untrained, having seen just a single fire sequence before
the onset of the experiment. The performance metric chosen is the detection lag,
i.e. the time from the onset of the fire to when it is detected. Since the evidence
of fire grows over time, and eventually becomes obvious, precision measured on
an entire time-series is not a meaningful performance metric. Eventually, any
algorithm achieves 100% correct detection. What matters instead is how long it
takes before an alarm is called. The longer the detection lag, the more difficult
it is to control the fire.

Subjects were presented with 32 videos taken from 3 different stations. Of
these, 16 contained a fire commencing at a random instant distributed uniformly
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(a) Lyons Peak (b) Red Mountain (c) Volcan Mountain

Fig. 6. Localization performance for normal sequences. The plot shows the
accuracy as a function of the threshold for different components in our algorithm. The
accuracy is averaged over the normal video sequences for a single cameras. The solid
line shows the mean across the video sequences while the shaded region shows the
region that is one standard deviation away from the mean.

in the duration of the sequence; 16 contained no fire. Subjects were not told the
ratio between sequences with and without a fire. They had control on when to
advance to the next frame (to ensure they had sufficient time for inspection) and
were allowed to browse frames backwards in time. When they sounded an alarm
(report fire), the time corresponding to the current frame was recorded.

For our algorithm, the detection lag is the delay between the ground truth on-
set of fire and the instant when localization precision exceeds 0.9 over all possible
values of threshold. This ensures that we not only detect the fire, but we detect
it in the correct place. Table 2 shows the mean and the median detection lag of
our algorithm compared with the human subjects, both trained and untrained.
The detection lag of our algorithm, averaged over the dataset, had a median of
4.0min and a mean of 5.75min. It significantly outperforms both untrained (best
performer had 9.0min median and 19.38min mean) and trained subject (best
performer had 10.0min median and 13.12mins mean).

Time Complexity. We implemented our algorithm in MATLAB on an 8-core
Intel Xeon 2.66GHz processor machine. However, we only used one CPU for
running our method. Our algorithm took on average 11.57 mins to train on 3
hrs of data. Our testing procedure took about 0.48 seconds per frame. Additional
results of our algorithm can be found at vision.ucla.edu/fire/.

Table 2. Detection lag for human subjects compared with our algorithm. T denotes
trained subjects and U denotes untrained subjects.

Our Algorithm T 1 T 2 T 3 T 4 T 5 U 1 U 2 U 3 U 4 U 5

Median (in mins) 4.0 13.0 11.0 18.0 10.0 9.0 9.0 21.0 9.0 8.0 12.0

Mean (in mins) 5.8 24.4 20.4 33.2 13.1 15.9 19.4 30.8 22.4 20.2 30.0

vision.ucla.edu/fire/


Long-Range Spatio-Temporal Modeling of Video 341

4 Discussion

We have presented a methodology to detect anomalies in long video sequences,
where the phenomenology of the event exhibits significant nuisance variability,
that overlaps with normal-mode variability. This is the case for outdoor fire de-
tection from monitoring stations, where illumination variability at the scale of
one day, seasonal variability at the scale of one year, and unpredictable weather
variability are hard to “learn away.” As a result, we have chosen to combine
generic priors from short time-scale (like photometric and dynamic homogeneity
from gradient orientation histograms and optical flow), explicit modeling of nui-
sance maps for known distractors (such as the sun and cast shadows), and learn-
ing for the residual normal-mode variability using optical flow features. Alarms
are generated as a violation of the null hypothesis. Our method outperforms
humans in detection lag, that is the critical measure of performance in a fire
monitoring system. While there are still false alarms, this system outperforms
the state-of-the-art anomaly detection method that we tested.

Fire detection is an important societal application, with urbanization en-
croaching wild forest, and with insufficient funds to maintain manned monitoring
stations. Disaster management costs are increasing rapidly, and this is an area
where Computer Vision can make a difference.

Acknowledgments. This work was supported with funds from NSF CCF-
0969032, ARO W911NF-11-1-0391 and ONR N000141110863.

References

1. Liu, C.B., Ahuja, N.: Vision based fire detection. In: ICPR (2004)

2. Kolesov, I., Karasev, P., Tannenbaum, A., Haber, E.: Fire and smoke detection
in video with optimal mass transport based optical flow and neural networks. In:
ICIP (2010)

3. Habiboglu, Y., Gunay, O., Cetin, A.: Flame detection method in video using co-
variance descriptors. In: ICCASP (2011)

4. Toreyin, B., Cetin, A.: Online detection of fire in video. In: CVPR (2007)

5. Stauffer, C., Grimson, W.: Learning patterns of activity using real-time tracking.
PAMI 22(8), 747–757 (2000)

6. Basharat, A., Gritai, A., Shah, M.: Learning object motion patterns for anomaly
detection and improved object detection. In: CVPR (2008)

7. Wang, X., Ma, X., Grimson, E.: Unsupervised activity perception by hierarchical
bayesian models. In: CVPR (2007)

8. Kim, J., Grauman, K.: Observe locally, infer globally: A space-time mrf for detect-
ing abnormal activities with incremental updates. In: CVPR (2009)

9. Mahadevan, V., Li, W., Bhalodia, V., Vasconcelos, N.: Anomaly detection in
crowded scenes. In: CVPR (2010)

10. Zhao, B., Fei-Fei, L., Xing, E.: Online detection of unusual events in videos via
dynamic sparse coding. In: CVPR (2011)



342 A. Ravichandran and S. Soatto

11. Zaharescu, A., Wildes, R.: Anomalous Behaviour Detection Using Spatiotempo-
ral Oriented Energies, Subset Inclusion Histogram Comparison and Event-Driven
Processing. In: Daniilidis, K., Maragos, P., Paragios, N. (eds.) ECCV 2010, Part I.
LNCS, vol. 6311, pp. 563–576. Springer, Heidelberg (2010)

12. Applied Research Network, http://anr.ucsd.edu/cameras/
13. Jacobs, N., Burgin, W., Speyer, R., Ross, D., Pless, R.: Adventures in archiving

and using three years of webcam images. In: CVPR Workshops (2009)
14. Abrams, A., Feder, E., Pless, R.: Exploratory analysis of time-lapse imagery with

fast subset PCA. In: WACV (2011)
15. Jacobs, N., Roman, N., Pless, R.: Consistent temporal variations in many outdoor

scenes. In: CVPR (2007)
16. Lalonde, J.F., Narasimhan, S.G., Efros, A.A.: What do the sun and the sky tell us

about the camera? IJCV 88(1), 24–51 (2010)
17. Perez, R., Seals, R., Michalsky, J.: All-weather model for sky luminance distribution

- preliminary configuration and validation. Solar Energy 50(3), 235–245 (1993)
18. Lowe, D.: Distinctive image features from scale-invariant keypoints. IJCV 20, 91–

110 (2004)
19. Soatto, S.: On the distance between non-stationary time series. In: Modeling, Es-

timation and Control. Springer (2007)
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