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Abstract. The recent availability of large scale training sets in con-
junction with accurate classifiers (e.g., SVMs) makes it possible to build
large sets of “simple” object detectors and to develop new classification
approaches in which dictionaries of visual features are substituted by
dictionaries of object detectors. The responses of this collection of detec-
tors can then be used as a high-level image representation. In this work,
we propose to go a step further in this direction by modeling spatial
relations among different detector responses. We use Random Forests
in order to discriminatively select spatial relations which represent fre-
quent co-occurrences of detector responses. We demonstrate our idea in
the specific people detection framework, which is a challenging classifi-
cation task due to the variability of the human body articulations and
appearance, and we use the recently proposed poselets as our basic ob-
ject dictionary. The use of poselets is not the only possible, actually the
proposed method can be applied more in general since few assumptions
are made on the basic object detector. The results obtained show sharp
improvements with respect to both the original poselet-based people de-
tection method and to other state-of-the-art approaches on two difficult
benchmark datasets.

1 Introduction

A new trend in high-level computer vision is the use of large object detector
dictionaries to represent images. A battery of a few hundreds of relatively simple
detectors is applied to the input image. The response of these detectors provides
a powerful image representation which is then further analyzed for detection
or classification purposes. Pioneering works in this direction were the papers of
Torresani et al. [1] and Li-Jia Li et al. [2]. In [2] an image is represented by
means of an object bank, i.e., the response of a few hundreds object detectors for
common objects (e.g., tables, cars, humans, etc.). A somehow similar approach
is the work of Bourdev and Malik on poselets [3–5], where a poselet denotes an
object part (e.g., a human body part in a people detection task) corresponding
to a tight cluster in both the configuration and the appearance space. In this
approach, a few hundreds SVM-trained object detectors have been built, each
one specific to a given poselet. These are run to the analyzed image giving a set
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of poselet activations (positive detector responses), which are finally clustered
(see Sec. 2) to get the complete object recognition.

In this paper, we propose a people detection method which takes as input
the responses of an object detector dictionary and exploits spatial information
among positive detections in order to recognize human bodies. We assume that
the dictionary is composed of basic detectors, each one independently searching
for different parts of the human body. More specifically, we adopt the poselet
dictionary developed in [4], where each poselet detector is specialized in searching
for specific body segments. These segments do not necessarily correspond to
anatomically salient parts. For instance, a poselet detector may be specialized
in “half of a frontal face and a left shoulder” or can represent the whole body
as well [3]. As proven by the success of the poselet method, the redundancy of
a battery of simple detectors compensates the lack of robustness of each single
detector. As mentioned above, our image representation is not based on image
features but on the response of a detector dictionary. How the basic detectors
are built and what internal image representation they use is independent of what
our system does: we only assume the availability of a redundant set of detectors
for different parts of the same object (the human body in our case).

Assembling independent object detection responses using spatial information
is clearly not a new idea. It is widely exploited especially for articulated object
detection. For instance, part-based approaches [6–14] to human body detection
are very common. Particularly noticeable are the Pictorial Structures [6] and
their numerous variants [7–10]. Pictorial Structures are a hierarchical repre-
sentation of the human body describing the spatial relations between pairs of
adjacent body components. Several other part-based approaches exploit the idea
of separately searching for every object component in the image and then as-
sembling the rigid detection results [11–14]. However, our proposal differs from
the standard part-based paradigm in several aspects.

The first new contribution is that we use a discriminative approach in learn-
ing the “most successful” spatial relations, where success is judged by the ability
of the selected relations to discriminate between class-specific and uninforma-
tive co-occurrences of basic detector responses. Pictorial Structures and other
common part-based approaches usually learn spatial relations among basic com-
ponents using a generative framework, in which positive samples of human bod-
ies, labeled with the positions of the selected components, are used to create a
statistical model of the spatial distributions. The drawback of this framework
is that the use of only positive samples prevents the inclusion in the model of
knowledge about what spatial relations are not valid because of false positive oc-
currences. In fact, false detections of the object components wrongly recognized
in the input image (e.g., limbs detected on the background) are one of the most
frequent failure reasons in the component clustering process [15]. Conversely, in
our approach, we use both positive and negative object training samples in order
to learn those spatial relations which are less likely to happen by chance.

The second novelty of this work is the use of Random Forests (RFs) to per-
form informative spatial relation selection. Specifically, we build a battery of
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RFs, one forest for each basic object detector type. RFs [16] are ensembles of
Decision Trees (DTs) with different degrees of randomness in the training process
and which have been proven to be robust to overfitting both from a theoretical
[16] and an empirical [17, 18] point of view. The DTs forming our RFs are in
turn based on spatial tests between the relative positions of positive basic de-
tector responses (i.e., poselet activations). We select the most informative tests
among a huge set of possible combinations by randomly generating tests on each
node of the tree and choosing the one which best discriminates between posi-
tive and negative samples. Each RF is then a “wrapper”, i.e., a classifier which
also performs “feature” selection [19], where the feature pool in our case is the
set of all possible pairwise spatial relationships among pairs of poselet types
(see Sec. 3.3).

The rest of this article is organized as follows. Sec. 2 briefly describes the
related literature. Sec. 3 begins with an overview of our approach, followed by
details on the learning and the testing phases. In Sec. 4 we report experiments
on different people detection benchmarks and we draw conclusions in Sec. 5.

2 Related Work

In the object bank proposal [2], spatial information among objects is represented
using spatial pyramids, i.e., histograms of the detector outputs computed using
different resolution grids. However, that work is mainly oriented to scene clas-
sification, which makes the spatial arrangement of the positive detections less
important than in the object detection task addressed in this paper.

Poselet activations are assembled by Bourdev and Malik using different tech-
niques. In [3] they use a Hough-like voting approach. In [4] the same authors
discuss the methodological and experimental limitations of using the Generalized
Hough Transform for poselet activation clustering and propose an agglomerative
clustering algorithm based on spatial consistency. Poselet activations consistency
is measured by comparing the spatial distributions of a set of keypoints asso-
ciated with each poselet type. Finally, in [5] they propose an activation vector,
which is a histogram of the poselet activations over a specific sliding window.
We use the pre-trained poselet detector dictionary provided by the authors as
our base detector dictionary and we empirically compare the results of our sys-
tem with their clustering strategies in Sec. 4, showing a sharp improvement with
respect to the poselet people detector system on two challenging benchmarks.

In [20] RFs are combined with Conditional Random Fields (CRFs) in order
to learn pairwise dependencies between variables for image labeling. The main
difference between the approach proposed here and [20] is that their (pre-fixed)
CRF structure determines the topology and the exact disposition of the involved
spatial relations. Conversely, in our case, RFs are used to automatically select
the number and the spatial layout of the model’s pairwise relations as well as
the pairs of depending variables (i.e. poselet types). Moreover, inference in the
CRF framework is computationally expensive [20].
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Besides the works mentioned in this and in the previous section, the ap-
proaches to people detection and the more general object detection problem
are so numerous that cannot be extensively described in a few lines. They vary
from Part Based methods [6–14] to Boosting techniques [21–24], SVM methods
[25, 26], Hough and chamfer-based transforms [18, 27–29], constellation models
[30], covariance matrices [31, 32] and many others. We refer the reader to the
interesting survey on pedestrian detection [33] for a more exhaustive review of
the most recent and successfully object detection methods specifically applied
to the challenging task of human body detection.

3 The Proposed Approach

3.1 Overview of the Method

The poselet dictionary we used is composed of 150 different detectors [4]. We typ-
ically get a few hundreds positive responses (“poselet activations”) by running
this detector dictionary on an input image using a sliding window procedure.
For instance, the number of poselet activations (of any type) obtained on the
825× 698 image of Fig. 1(a) is 604. Most of these poselet activations are indeed
false positives. Fig. 1(b) shows a detail of the same image, where the red rectan-
gle represents the person bounding box of a (false positive) detection performed
by the system presented in [4]. Moreover, the blue and the white rectangles
represents the bounding boxes of two specific poselet activations, roughly cor-
responding to a whole body and a lower body poselet type respectively (the
relative average silhouettes are shown as well). These and other poselet acti-
vations have (wrongly) been clustered together possibly because their spatial
proximity is sufficiently consistent [4]. However, their mutual scale and positions
can potentially be used to reject this assembling hypothesis because it cannot
actually correspond to a real human body. Our idea is to automatically learn
the parameters of spatial relations among neighboring poselet activations which
can either reject or confirm a given poselet activation using its context.

The set of all the poselet activations of a given image is our high-level image
representation. Our goal is to prune the huge number of false positives to (hope-
fully) get only those activations corresponding to true positives. To this aim, we
classify each poselet activation using RFs. The poselet activation classified as
positives by our classifier are then used to predict the whole person bounding
box by means of a simple linear regression on the poselet activation’s coordi-
nates. Finally, standard Non Maxima Suppression (NMS) is applied on all the
obtained bounding boxes to get the final results. In the following we show the
details of this strategy and we begin by introducing some useful terminology.

We call D1, ..., Dn the basic poselet detectors composing our dictionary (V )
and the index i ∈ [1, n] indicates the poselet type. Given an image I, the set of
poselet activations obtained using V is {A1, ..., Am}, where m is variable and it
also depends on the image size. Each Ai = (bi, j) is associated with a bounding
box bi representing its position and scale in I and a type j, corresponding to the
detector Dj which has produced the activation.
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(a) (b) (c)

Fig. 1. (a) An example of input image. (b) An example of outcome of the poselet-based
people detector presented in [4]. The red rectangle represents the predicted person
bounding box, while the other rectangles represent poselet activation bounding boxes
bi. The associated poselet silhouettes give a visual representation of each poselet’s
“average shape”. (c) The final person bounding boxes predicted by our system.

At training time are given two sets TPos and TNeg of, respectively, positive
and negative images. TNeg is a set of images not containing people (e.g., images
showing animals, common objects, landscapes, etc.). Let us call N the set of all
the poselet activations obtained running D1, ..., Dn on all the images in TNeg

(negative samples). Moreover, each image I in TPos is annotated using a set
of bounding boxes representing the persons in I. All the poselet activations
Ai = (bi, j) in I whose bounding box bi overlaps with at least one ground truth
person bounding box is considered to be a positive sample and it is collected in
the set P (in more detail: we require that the value of the intersection over union
of bi with the ground truth bounding box is larger than 0.5). Finally, for each
Ai in P we store the image I and the ground truth bounding box g from which
it has been extracted. Note that usually more than one poselet activation in P
is associated with the same pair (I, g) and this means that they (very probably)
represent different parts of the same person.

3.2 Learning Discriminative Spatial Information

We want to learn a set of pairwise spatial relations holding between different
poselet types. For this reason, we first collect statistics concerning the average
disposition of a poselet activation of type j with respect to an activation of
type i. They will be used later to define our spatial tests. This step is done
using only the positive samples in P . In more detail, let us consider two poselet
activations A1 = (b1, j1) and A2 = (b2, j2) associated with the same image and
ground truth bounding box pair (I, g). Assuming that b1 = (x1, y1, w1, h1) and
b2 = (x2, y2, w2, h2), we can compute the scale ratio as:

s =
w2

w1
(1)

and a scale normalized offset vector δ such that:
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δ =

(
dx
dy

)
=

1

w1

(
x2 − x1

y2 − y1

)
. (2)

(a)

δ1 δ2 δ3

(b)

Δ(i,j)

(c)

Fig. 2. A schematic representation of Δ(i, j). (a) For each pair of poselet types i (blue)
and j (black) we collect corresponding poselet activation pairs from different positive
image samples. (b) For each pair, a corresponding normalized offset δ is computed using
Eq. (2). (c) Finally, Δ(i, j) is obtained by averaging these normalized offsets.

Scanning the whole set of positive samples P and using Eqs (1)-(2) we compute
the average displacements of different poselet activation types referring to a same
person. Let S(i, j) be the mean scale ratio between type i and type j poselets
computed by averaging the value in Eq. (1) for all the activations A1 and A2

in P which are associated with the same pair (I, g). Similarly, let Δ(i, j) be the
average displacement vector computed using the values δ defined in Eq. (2). The
vector Δ(i, j) is the average position of poselet j with respect to poselet i (see
Fig. 2). Finally, we also compute the standard deviation σ(i, j) of all the scale
values s which have contributed in computing S(i, j).

Note that this pairwise displacement information is similar to what is usually
used in common part-based approaches in order to describe mutual spatial re-
lations between object components. However, we use S(i, j), Δ(i, j) and σ(i, j)
as a base to discriminatively build spatial tests which implicitly embed our final
spatial model.

In more detail, given a poselet activation A = (b, i) extracted from image I
with b = (x, y, w, h), we define a parametric spatial test as follows:

tθ(A, I) =

{
true if ∃A′ = (b′, j) in I s.t. p(b, b′)
false otherwise,

(3)

where p(b, b′) is a predicate defined as below:

p(b, b′) =

⎧⎨
⎩

true if |s− S(i, j)| ≤ 3σ(i, j)
and ||δ −Δ(i, j)||2 ≤ τ

false otherwise.
(4)

In Eq. (4) s is the scale ratio between the two compared poselet activation
bounding boxes b and b′, computed using Eq. (1). If |s− S(i, j)| is greater than
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3 times the standard deviation between the poselet types i and j, then p(b, b′)
is false. Moreover, δ is the normalized bounding box distance computed as in
Eq. (2) and it is compared with the average disposition Δ(i, j). If the distance
between δ and Δ(i, j) is greater than a threshold τ , then p(b, b′) is false (Fig.
3). The test tθ() is defined by specifying the types i and j and the threshold τ :
θ = (i, j, τ).

Δ(i,j)
τ

Fig. 3. A schematic representation of a parametric test. The average distance Δ(i, j)
between poselt types i and j is represented by the red vector. Poselet activations whose
distance from Δ(i, j) is greater than τ (violet vectors) correspond to false values of
the test, while activations closer than τ (green vectors) obtain true.

For each poselet type i we want to select a set of parametric tests t(i,∗,∗)()
which will allow our classifier to discriminate between true positive and false
positive activations of type i. For this reason, for each type i we separately build
a random forest composed of k DTs. Let Pi be the subset of all the positive
poselet activation samples of type i extracted from P and let Ni be the corre-
sponding subset ofN . We further split Pi andNi in k different sets P 1

i , ..., P
k
i and

N1
i , ..., N

k
i in order to have a pair (P h

i , N
h
i ) for each tree. This split is performed

by randomly partitioning each Pi and Ni without sample replacement. We are
now ready to build our DT in a standard way (e.g., see [17]). Let Q = P h

i ∪Nh
i .

The h-th DT DT h
i of type i is constructed as follows.

1. Randomly propose a set of splitting candidate tests C = {tθ}.
2. For each tθ ∈ C, partition Q into left and right subsets:

Ql(θ) = {A ∈ Q|tθ(A, I) = true}, (5)

Qr(θ) = Q \Ql(θ), (6)

where I in Eq. (5) is the image from which A has been extracted.
3. Compute θ∗ giving the largest information gain:

θ∗ = argmax
θ

G(θ), (7)

G(θ) = H(Q)−
∑

z∈{l,r}

|Qz(θ)|
|Q| H(Qz(θ)), (8)

where H(Q) is the Shannon entropy.
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4. Recursively split both left and right subsets Ql(θ) and Qr(θ) unless the
stopping criteria are satisfied.

Splitting is stopped when at least one of the following criteria is satisfied:

– All the samples in Q belong to the same class.

– The depth of the current tree branch has reached a fixed maximum value.

– The number of training samples in Q is less than a fixed value M or the
number of samples in either Ql or Qr is less than M/2 (note that these two
conditions are not equivalent).

Candidates tests in C (Step 1) are chosen with a mixed deterministic and random
method. While the value i of the first poselet type is fixed for all the current
forest, the value j is chosen at random by uniform sampling over all the types
1, ..., n. However, we discard types j whose number of co-occurences with i in P
is low1.

On the other hand, the threshold τ is selected deterministically by maximizing
the information gain G(i, j, τ∗) with the following procedure. Once j has been
fixed, for a given A1 ∈ Q (A1 = (b, i)) we analyze all the poselet activations
A′

1, A
′
2, ... associated with the same image I of A1 and whose type is j. We

discard those poselet activations whose bounding box scale ratio with respect to
A1 is not compatible with the expected value in S(i, j) (see Eq. (4)). For each
pair (A1, A

′
z) we compute δz using Eq. (2). Then, we associate A1 with the value:

λ1 = min
δz

||δz −Δ(i, j)||2. (9)

Note that λ1 can be ∞ in case no sample A′
z was found in I which satisfies

both the scale and the type conditions. We then repeat this process for all the
elements A2, ..., Am in Q, obtaining the set of distances Λ = {λ1, ..., λm}. The
value of τ is searched for in the discrete set Λ. We order Λ in an ascending order
and, for each value τ = λq ∈ Λ, we compute G(i, j, τ) using Eq. (8) choosing the
one giving the largest G value. This method is inspired by the threshold selection
procedure for “stump” weak classifiers in Boosting techniques [34]. Note that the
reason for which we can associate the poselet activation sample A1 with only the
minimum possible distance λ1 from Δ(i, j) in Eq. (9) is due to the fact that the
parametric tests are based on existential quantifications (Eq. (3)), thus λ1 ≤ τ
implies ||δ −Δ(i, j)||2 ≤ τ for some valid δ.

Finally, each leaf L of the tree is associated with a posterior probability dis-
tribution p(L) = P (person|A), computed as the ratio of the positive samples on
the negative samples reaching L. This posterior will be used at testing time to
estimate the probability of an input poselet activation to be a true positive, as
shown in the next section.

1 We do not take into account j if there are only few poselet activations A1 and A2

in P , respectively A1 type i and A2 type j, which are associated with the same
image-ground truth pair (I, g).
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3.3 Discussion

While the parameter τ in Eq. (4) is optimized in every node of the tree, we
adopted a fixed constraint on the scale values (3σ(i, j)). In fact we empirically
observed that the distribution of the scale ratios between poselets of a fixed
pair type, activated on the same person (I, g), is mono-modal and highly peaked
around the mean. Thus, optimization in this case is not necessary and we can
save computation time during training using the standard deviation σ(i, j) to
select consistent scale poselet activations in a given image.

Conversely, the δ values distribution is much more variable and probably
multi-modal. A relatively simple extension of the technique proposed above
would be using different values Δ1(i, j), Δ2(i, j), ... (e.g., the centroids of pre-
computed clusters) and choosing the reference Δz(i, j) in Eq. (4) either at
random or deterministically selecting the value associated with the largest in-
formation gain. This extension has not been investigated yet and the results
presented here assume the simple mean Δ(i, j) as reference. Another possible
extension concerns n-ary spatial relations (as opposite to the pairwise relations
(i, j) taken into account here). However, training time would probably increase.
Still another possible extension is the inclusion of the confidence threshold of the
dictionary detectors in the selection process performed at each node. This has
not been tested. However, besides efficiency issues, the increasing of the num-
ber of features to be automatically selected in the learning phase can lead to
overfitting problems, especially given a limited number of training samples.

Finally, we emphasize the importance of using RFs instead of other more com-
mon classifiers (e.g., SVMs, etc.). The main reason for adopting the RF paradigm
is the need to perform feature selection simultaneously to the classifier construc-
tion. In our case a “feature” is a parametric test determined by the poselet types
i and j and by the distance threshold τ . It is worth noticing that most of the
standard classifiers usually assume as input a feature vector of fixed dimensions.
Even if in principle for every poselet activation sample and every poselet type
we could compute all the pairwise distances and build corresponding fixed di-
mension feature vectors to train a SVM, such learning process will be influenced
by all the features. Anyway, most of the poselet distances are uninformative be-
cause only a minor subset of poselet types are correlated (e.g. a sideview of the
legs should not influence a front view of an upper body). When we select the
parametric test to associate with a node of one of our DTs, we choose the pose-
let type which is the most informative with respect to the current tree type and
the current training set inherited by the node. Hence, we simultaneously build
a classifier (the RF) and perform feature selection. It is important to note that
the feature selection process is not only useful for computational issues (only a
subset of poselet distances will be tested once the tree is built) but mainly to
avoid the learning process being influenced by noisy features.

3.4 Person Detection Using the Random Forests

In Sec. 3.2 we have shown how we build a battery of RFs F1, ..., Fn, one forest for
each poselet type. At testing time, given an input image I, we run all the poselet
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detectors of our dictionary V to get a set of poselet activations {A1, A2, ...}.
Given a test activation A = (b, i), we use the corresponding forest Fi to classify
A. For each tree DT h

i of Fi, we compute a confidence value using the posteriors
associated with the leaves of DT h

i . In fact A is passed down DT h
i until it reaches

a leaf node L. By averaging on all the trees DT h
i of Fi we obtain a confidence

value for A. If this confidence is greater than 0.5, A is a positive detection.
Different threshold values on the final confidence can be used to obtain different
points on the ROC curve. Alternatively, ROC curve points can be computed by
thresholding the confidence of the clusters obtained after NMS (see below).

Since a poselet typically represents a part of the human body, we need to esti-
mate the position of the whole person from the bounding box b of each positive
detection. This problem can be solved using a simple linear regression separately
applied to each element of b. At training time, for each poselet type i we use
the corresponding poselet activation samples A = (b, i) ∈ P to compute the
average person bounding box Bi. This Bi can be easily calculated by averaging
the values of the ground truth bounding boxes corresponding to each A.

Finally, standard NMS is applied to all the predicted person rectangles in
order to cluster highly intersecting hypotheses. Fig. 1(c) shows the final detection
outcome obtained from the image in Fig. 1(a).

Fig. 4. Experimental comparison of our system (Random Forests) with the original
Poselet People Detector (Poselet Det) [4] and the Articulated Part-based Model system
(APM) [35] on the H3D test set [4] (left) and the IIP test set [9] (right)

4 Experiments

The results shown in this section were obtained by building a RF for each poselet
type associated with at least 200 (positive + negative) poselet activation samples
in the training set. The final number of forests depends on the training set
magnitude and varies between 40 and 70.
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In all the experiments the maximum number of tests per node was fixed to 20
and the maximum depth to 15 (this depth has never been reached by our DTs).
The longest training time obtained for the whole set of 70 RFs was only about 2
minutes on a common PC with non-optimized and non-parallelized C++ code.
At testing time, an image is classified in a few milliseconds. These computation
times do not include the time necessary to compute poselet activations (usually,
a few seconds per image). Our method is extremely efficient because a paramet-
ric test can be computed in time linear in m, being m the number of poselet
activations of type j in I (typically a few dozens). Given a poselet activation
of type i, the average computational complexity for its classification is O(kdm),
where k is the number of trees of the i-th forest (k = 10 in all our experiments)
and d is the average depth of each tree (typically less than 10). Given an image
I with N poselet activations, the average computational time for classifying all
the activations is O(Nkdm), which must be summed with the time necessary to
compute NMS.

In the first experiment we used the same protocol adopted in [35], training our
system with the positive images from the H3D dataset [3] and negative images
from the INRIA dataset [25] (note that in [35] negative images were taken from
PASCAL’07 [36], while in [3, 4] the source dataset for negative samples is not
specified). Fig. 4 shows the results obtained on, respectively, the H3D [3] and
the Iterative Image Parsing (IIP) [9] test sets (a few sample images are shown
in Fig. 6). The latter is a challenging benchmark containing sport images with
human bodies in atypical poses. No sample of the IIP training set was used in
our training. The plots in Fig. 4 compare our system with the original poselet-
based people detector [4] and with the recent work on Articulated Part-based
Model (APM) [35]. In both test sets our system significantly outperforms the
other methods.

In the second experiment we followed the protocol adopted in [4] for a “torso”
detection task. We recomputed the regression parameters for estimating the final
bounding box given the current poselet activation (Sec. 3.4) in order to predict
the torso position, leaving all the rest unchanged. Results are shown in Fig. 5(a).

In the last experiment we followed the protocol proposed in [33] by training
our system with the positive and negative samples of the INRIA training set.
Fig. 5(b) shows a comparison of some of the best state-of-the-art pedestrian
detector systems on the INRIA test set (Fig. 6, bottom) performed in [33]. In
black we have superimposed our results obtained on the same benchmark. To
make the comparison possible, we adopted the FPPI (False Positive Per Image)
criterion suggested in [33] rather than the FPPW (False Positive Per Window)
approach used in [25]. As remarked in [33], FPPI is more suitable for assessing
the performance of a detection system in which multiple local classifications
must be clustered (e.g., using NMS) to obtain a reasonable result on a complete
image. The plots in Fig. 5(b) show that, for values lower than 100 FPPI, our
method is comparable with the best performing systems on this very common
benchmark. For larger values the obtained recall is inferior to the best performing
systems but it is still close to the medium ranking techniques. The reason why
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Fig. 5. (a) Human torso detection results on the H3D test set. (b) Pedestrian Detection
results on the INRIA dataset [25]. Figure (b) is courtesy of Piotr Dollár: we have
superimposed our results (black line) on the results obtained in [33]. We refer to [33]
for the details on the specific methods and the evaluation protocol.

Fig. 6. Some output examples. Blue bounding boxes show the system’s predictions,
while white and black rectangles show false negatives and false positives respectively.
First column: IIP dataset [9]. Second column: H3D dataset [4]. Last column: INRIA
dataset [25].

the miss rate of our method decreases very slowly after 100 FPPI is probably due
to false negatives given by the initial detections with the dictionary (the SVM
poselet detectors in the experiments performed here) which cannot be recovered
by our approach. In other words, if none or very few poselect activations “hit”
the region of the input image covered by a human body, our method based
on checking spatial configurations among poselet activations cannot detect that
person. However, for applications in which a low false positive rate is necessary,
our approach is clearly competitive with the state-of-the-art systems.
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5 Conclusions

In this paper we addressed the problem of modeling spatial information among
the positive responses of an object detector dictionary. Specifically, we assume
to have a pre-built set of basic detectors (poselets, in the case presented here)
specialized in detecting different parts of the same object (e.g., the human body).
The spatial co-occurrence of these parts on a given image naturally leads to a cor-
responding co-occurrence of different detector types activations. However, rather
than modeling such spatial relations using a classic generative part-based ap-
proach, we have explored a discriminative method in which spatial tests are auto-
matically selected in order to minimize the probability of random co-occurrences.
The discriminative framework adopted is based on RFs and spatial test selection
is performed at training time during the tree construction.

The experimental results on different benchmarks gave a significant improve-
ment with respect to [4] and a competitive accuracy with respect to other state-
of-the-art pedestrian detector systems. Finally, since no specific assumption was
made on the characteristics of the detector dictionary’s components, we believe
that our approach can be used as well with other types of basic detectors.
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