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Abstract. In this paper we investigate a new representation approach for
visual object recognition. The new representation, called sketchable-HoG,
extends the classical histogram of oriented gradients (HoG) feature by
adding two different aspects: the stability of the majority orientation and
the continuity of gradient orientations. In this way, the sketchable-HoG
locally characterizes the complexity of an object model and introduces
global structure information while still keeping simplicity, compactness
and robustness. We evaluated the proposed image descriptor on
publicly Catltech 101 dataset. The obtained results outperforms classical
HoG descriptor as well as other reported descriptors in the literature.
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1 Introduction

In his seminal book, David Marr [8] conjectured that the path to object recogni-
tion could benefit from the use of a first level representation of images in terms
of simple features. This representation, called primal sketch, was supposed to
be a parsimonious but sufficient to reconstruct the original image without much
perceivable distortions.

State of the art object recognition systems are not making use of this con-
cept and, instead, are based on representing visual information with local edge
statistics or patch based features. This paper focuses on applying the concept of
sketchable representation to one of the most used representations: the histogram
of oriented gradients (HoG) [4]. This image descriptor has been widely used and
it is represented in several forms in the most of state of the art methods for
object recognition. In this context, our goal is to go one step beyond the use of
local edge statistics by considering additional information to improve upon this
cutting-edge descriptor. In spite of this addition, the resulting descriptor keeps
the simplicity and robustness of the original one.

The original structure of a HoG is implemented by dividing the image into a
set of small connected regions and for each region, or cell, compiling a histogram
of gradient directions for the pixels within the cell. This structure is shown in
figure 1(b). HoG descriptor can be then built by concatenating the values of the
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(a) (b) (c) (d)

Fig. 1. (a) Original image; (b) HoG features of (a); (c) Stable orientations of (b); (d)
Cells of (b) with high continuity values

bins of all histograms, getting a high-dimensional vector I = (x1, . . . , xn) that
represents the image. The final step when using this representation for object
recognition is to feed the descriptors into a discriminative learning method such
as Support Vector Machine.

In this paper we propose the addition of two characteristics for each his-
togram cell that represent a more abstract feature of the image: (i) a measure of
the stability of the most probable orientation in a cell and (b) a measure of the
continuity of the cell orientation with respect to the whole model. The first char-
acteristic identifies for each object model those cells of the HoG representation
that clearly represent an oriented edge of the object. The second one reinforces
those cells that represent a continuous oriented gradient field with respect to the
neighboring cells.

In figure 1 we show (a) an image of an object and its corresponding (b)
HoG model as defined in [4]. In 1(c) we show a new version of (b) where each
orientation has been weighted by a value proportional to its stability. It can be
easily seen that the stability feature reduces noise but highlights the most well
defined edges of the model. Finally, in 1(d) we show a version of (b) where each
orientation has been weighted according to its continuity value. As can be easily
seen, the resulting models are simpler but sufficient representations of the object
and for this reason we call it sketchable histograms of oriented gradients.

In summary, this paper shows a way for deriving sketchable histograms from
images and that this new feature constitutes a more abstract layer of visual
information that allows to build better models even from a few images.
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2 Image Description

In order to represent visual object models we propose the addition to the classical
HoG representation of two new image features that can be readily derived from
it. In the first case, the derived feature is called stability and it assigns a value
that represents the homogeneity of the gradient vector field that corresponds to
a HoG cell. In the second case, the feature is called continuity and it represents
the level of continuity of the object edges that are represented by that cell.

Our main hypothesis is that these features constitute a parsimonious and
sufficient representation of the Histogram of Oriented Gradients. Image repre-
sentation, obtained by concatenation of stability, continuity and original HOG
values, is called sketchable-HoG descriptor. The use of this representation should
increase the performance of classifiers because more abstract information is read-
ily accessible to it. In the following sections we defined both features and check
the expected increment of performance in a standard dataset.

2.1 Stability

In a HoG representation, each pixel contributes a weighted vote for an edge
orientation based on the orientation of the gradient element centered on it. Votes,
which are a function of the gradient magnitude at the pixel, are accumulated
into orientation bins hi over local spatial regions that we call cells.

Let H = (h1, . . . , h9) be the vector representing the values of the bins of a
standard HoG cell. To define its stability we can use the Hoeffding inequality
[9], which relates the empirical mean of a bounded random variable to its true
mean.

Let x1, x2, . . . , xk be iid random variables with values in [0, 1]. Then, for any
δ > 0, the following inequality holds with probability at least 1− δ,

E[x] ≤ 1

k

k∑

i=1

xi +

√
ln(1/δ)

2k
(1)

In our case, and considering that each pixel contributes with its gradient magni-
tude to its corresponding orientation bin, we can state, with probability at least
1− δ, that we can associate to hi a confidence interval [hLB

i , hUB
i ], derived from

(1), within we expect the true value of hi to be.
We will say that a cell H is stable if its most voted orientation i is admissible,

in the sense that its estimated value incurs at most β times as much error as
any other orientation:

H is stable ⇐⇒ ∃i, (1− hLB
i ) < β ·mini′ �=i(1− hUB

i′ ) (2)

In our experiments the value of β parameter was fixed at 1. It means that we
consider orientation i admissible if the lower bound of the most voted orientation
is greater than the upper bound of the second most voted orientation (see figures
2 and 3).
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Fig. 2. In the case of a well defined distribution of gradient orientations, the lower
bound of the most voted orientation is higher than the upper bound of the second
most-voted orientation

Fig. 3. In the case of an ill defined distribution of gradient orientations, the lower
bound of the most voted orientation is lower than the upper bound of the second
most-voted orientation. Please note that for the estimation of the lower bound of the
fist most probable orientation bin and the upper bound of the second most probable
orientation bin both the gradient histograms and the number of voted pixels for each
histogram bins are important.

The concept behind the stability indicates that easier visual classes are char-
acterized by higher stability values whilst harder classes have fewer admissible
orientations. To check this hypothesis, we have considered the twenty object
classes of the PASCAL VOC Challenge 2009. For each class we have computed
its HoG model and its mean stability. The complexity of the class has been repre-
sented by the average precision (AP) value obtained by state of the art detection
methods in the PASCAL VOC Challenge 2009. Finally, we have computed the
Spearman’s rank correlation coefficient ρ between mean stability of the model
and the average precision (AP) value of the class, resulting in a ρ = 0.81. As it
is shown in figure 4, this value corresponds to a significant correlation between
the mean stability and the complexity of the class, corroborating the idea that,
when considering state of the art methods [5], easier classes to detect are those
presenting higher mean stability values.
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Fig. 4. The Spearman’s rank correlation coefficient between the mean stability of a
HoG model and the average precision (AP) value of its class in the PASCAL VOC
Challenge 2009 is 0.81, which clearly shows a relationship between visual class com-
plexity and stability of its HoG features

2.2 Continuity

In order to represent continuity, we will consider the centrality measure of the
nodes of a graph G defined from a HoG descriptor {Hj}j=1,...,m, where m is the
total number of cells of the descriptor. Each node vj of the graph G corresponds
to a cell Hj and the edges ei,k connect neighboring HoG cells Hi and Hk (we
have considered a 8-connectivity structure).

The cost of an edge ei,k is assigned by taking into account the values of the
histogram bins that correspond to angles which are similar to the angle between
both HoG cells. That is, if the node vi corresponds to an image location that is
oriented by angle α with respect to the node vk, the cost of ei,k is computed by
adding the value of the bins from Hi and Hk that correspond to the following
angles: α−22.5◦ to α+22.5◦. In this way, edges which correspond to neighboring
cells that represent aligned gradient fields will get higher values (see figure 5).

We have selected the betweenness measure proposed in [7] to represent the
centrality of each node vj ∈ V of the graph . The betweeness measure of a node
vj is equal to the number of shortest paths from all vertices to all others that
pass through vj . This value is then normalized by dividing through the number
of pairs of vertices not including vj . Formally, this continuity measure can be
defined as:

C(vj) =
∑

s�=vj �=t∈G

σst(vj)

σst
(3)

where σst is the total number of paths from node s to node t and σst(vj) is the
total number of shortest paths from node s to node t that pass through vj . The
resulting descriptor is a vector C of size m.
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In order to estimate the betweeness we use the Brandes’ algorithm [3]. This
algorithm is, up to date, the fastest exact algorithm with a complexity O(V E+
V 2log(V )). The method solves n SSSP (Single Source Shortest Path) problems
by using Dijkstra’s algorithm, where n is the number of vertices, and then adds
counter values from the leaves to the root.

(a) (b) (c) (d) (e)

Fig. 5. (a) Original image; (b) HoG features of (a); (c) Graph constructed using (b)
indicating with jet colormap (blue/lower value to red/higher value) the obtained con-
tinuity values; (d) Continuity value of cells from (b); (e) Cells of (b) with continuity
values

3 Results

In order to evaluate the discriminative power of the proposed feature descriptor,
the performance of this descriptor was evaluated by training a One-against-All
Support Vector Machine (SVM) [10] classifier for the Caltech-101 dataset [6].
This dataset consists of images from 101 different classes, and contains 30 to 800
images per class. The performance was obtained by averaging results from 10
different trials. In each trial of the evaluation, 15 random training images and 50
random testing images were selected per class. In those classes with less samples
than needed fewer images were used for test set. We use this protocol to be able
to compare with results reported in [1] and [2].

The achieved results are presented in Table 1. In this table we compare the
results obtained using the proposed sketchable HoG descriptor with results of
classical HoG descriptor and Berg in [1] and Bileschi in [2]. In order to do a com-
parison with reported results we used a Linear SVM. As it can be seen, the pro-
posed sketchable HoG descriptor obtains the best performance (52.71%±0.80%)
outperforming all other image descriptors. Table 1 also shows results, obtained
by sketchable and classical HoG descriptors using a SVM with rbf-kernel. Sigma
parameter of rbf kernel was fixed as the 1/d where d is the dimensionality of the
image descriptor. In this case, the sketchable HoG descriptor gets an accuracy
of 58.80%± 0.57% outperforming classical HoG by more than 4%.

Figure 3 shows the confusion matrix for sketchable HoG and classical HoG de-
scriptors using SVM with rbf-kernel. The confusion matrix denotes the absolute
difference in the accuracy between classes. For simplicity, the figure only presents
the 5 classes for which the performance increases the most, and the 5 classes for
which the performance decreases the most. Moreover, for each of these classes
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Table 1. Caltech 101 classification results

Method % Accuracy

Lineal SVM

Berg et.al.[1] 45
Bileschi et.al.[2] 48.26% ± 0.91%
HOG 47.71% ± 0.80%
sketchable-HoG 52.71% ± 0.61%

RBF SVM

HOG 54.35% ± 0.80%
sketchable-HoG 58.80% ± 0.57%

we show its most confusing class. As it can be seen in this confusion matrix, for
some classes the performance increases on 20%, when we use a sketchable HoG
descriptor instead of classical HOG, while, in those classes where the accuracy
decreases the most, the decrease is only 2%.

Fig. 6. Confusion matrix for Caltech-101 dataset using sketchable-HoG and classical
HoG with RBF-SVM. We show the 5 classes for which the performance increases the
most, and the 5 classes for which the performance decreases the most. Each of these
classes are paired with its most confusing class.

4 Discussion and Future Work

The most similar approach to our method was proposed by Bileschi and Wolf
in [2]. This method defines 4 different image features based on continuity, sym-
metry, closure and repetition. The main difference between this method and the
proposed sketchable-HoG is that this image representation, extends the classical
(HoG) descriptor by adding two different aspects: the stability of the majority
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orientation and the continuity of gradient orientations. As can be seen in Ta-
ble 1, the proposed sketchable-HoG outperforms in a significant way the results
obtained by classical HoG descriptor and the method proposed by Bileschi and
Wolf.

These results point towards a clear objective for object recognition systems:
to go one step beyond classical local gradient descriptors and develop mid level
image descriptors that represent more abstract object characteristics such as sta-
bility and continuity. Our option has been not to define a brand new descriptor,
but to leverage a powerful one, the HoG. As it is observed in [2], the idea that
more meaningful image representations can produce significantly better recog-
nition results is attractive, but it is not trivial to demonstrate. We think that in
this work contributes to this research objective in a clear way.
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