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Abstract. Academic data centers are commonly used to solve the major amount
of scientific computing. Depending on upcoming research projects the user gen-
erated workload may change. Especially in phases of high computational demand
it may be useful to temporarily extend the local site. This can be done by leas-
ing computing resources from a cloud computing provider, e.g. Amazon EC2, to
improve the service for the local user community. We present a reinforcement
learning-based policy which controls the maximum leasing size with regard to
the current resource/workload state and the balance between scheduling benefits
and costs in an online adaptive fashion. Further, we provide an appropriate model
to evaluate such policies and present heuristics to determine upper and lower ref-
erence values for the performance evaluation under the given model. Using event
driven simulation and real workload traces, we are able to investigate the dynam-
ics of the learning policy and to demonstrate the adaptivity on workload changes.
By showing its performance as a ratio between costs and scheduling improve-
ment with regard to the upper and lower reference heuristics we prove the benefit
of our concept.

1 Introduction

The increase of applications in the area of HPC also increases the need for computa-
tional resources and effective management of such resources. Nowadays, the resource
demand of scientific workload is justified by explicitly funded academic data centers or
commercial data centers which are scaled for the average workload to balance operating
costs and service quality provided to the local user community. With the new paradigm
of cloud computing this rigid resource scaling can be replaced by a hybrid infrastructure
which combines the advantages of local HPC resources with the potentially unlimited
scalability of resources within the cloud on a pay-per-use basis [1].

In this infrastructure, academic data centers are able to temporarily extend their lo-
cal computing power through cloud resources to execute waiting tasks within the cloud.
This way, the data center is able to provide a better service to its local scientific commu-
nity by decreasing the time researchers have to wait for their job executions in exchange
for leasing fees. Besides the technical implementation, a hybrid infrastructure needs ef-
ficient cloud leasing management and scheduling algorithms which support data center
administrators to gain performance benefits, e.g. decreasing wait time, and to control
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the costs for using cloud resources. Our work addresses this problem by introducing a
reinforcement learning-based leasing policy. This policy adaptively steers a maximum
leasing size depending on past scheduling decisions and workload characteristics in an
online fashion and without any prior knowledge.

In the remainder of this paper we present the hybrid system model, the used workload
traces, and the used performance metrics in Section 2 as basis for the investigation
of reference heuristics in Section 3. After describing the important fundamentals in
reinforcement learning (RL) (Section 4) and its use in our leasing policy (Section 5) we
evaluate the performance of our approach with regard to the upper and lower reference
performance in Section 6. In the subsequent Section 7 we provide some related work
with reference to the technical inplementation, costs and performance in the cloud, and
leasing strategies. In the end, we conclude and describe our future research perspective
in Section 8.

2 System Model

As foundation for our learning policy and reference heuristics we introduce the consid-
ered system model and all assumptions or restrictions we make for simulation.

The system model can be separated into several distinct parts. The first one is a local
scheduling system that describes local machines, job characteristics, and local schedul-
ing strategies. The second part contains workload traces, criteria for their selection, and
reference simulation results. The third part represents the extension of local by cloud
resources and the last part describes performance metrics to evaluate the performance
of a cloud leasing policy.

2.1 Local Scheduling System

As local scheduling system we assume a single academic data center with its local re-
source management system (LRMS). Figure 1 shows that the LRMS serves as submis-
sion point for the local user community. The submitted jobs are appended to a local job
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Fig. 1. Local System Model

queue. As scheduling heuristic for the LRMS we use EASY backfilling which is known
to create efficient local schedules and commonly used in implemented LRMS [2].
EASY allocates the jobs to the M homogeneous resources in an online fashion. That
means the jobs are submitted over time and after submission only the release time, de-
gree of parallelism, and estimated runtime of every job are known whereas the actual
runtime is unknown at scheduling decision time.
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We decided to use homogeneous resources according to Fölling et al. [3,4] to reduce
the complexity of the system model and focus our research on the efficient usage of
cloud resources. In addition, data scheduling is beyond the scope of our paper, and
hence the communication delays during the transfer of jobs between local and/or cloud
nodes is neglected. In academic data centers the submitted jobs are usually scientific
-sometimes parallel- rigid batch jobs which are neither moldable nor malleable and
cannot be preempted during execution. Consequently, we assume the very same job
model for our simulations.

2.2 Workload Traces

Table 1. Workload characteristics

Identifier archive #Jobs M Util months
no. in %

KTH 8 28479 100 68.9 11
CTC 6 77199 430 66.2 11
SDSC 20 74903 1664 60.1 11

To represent the local user com-
munity in a realistic way we select
three different real workload traces
from Feitelson’s parallel work-
loads archive [5] with regard to
four different criteria. The utiliza-
tion of the traces has to be high
enough to motivate cloud leasing
at all. The length of the traces must

be similar to make the benefits of the model and policies comparable. We want to reach
a preferably high differentiation in the amount of local resources for the different work-
loads. As we want to discover the system dynamics and the behaviour of policies under
the hybrid model in a first attempt we try to keep the simulation overhead comparatively
small.

This prohibits workloads with too many local nodes and too many submitted jobs
per time. Table 1 shows the characteristics of the three workloads. The last trace was
shorted from 13 to 11 months with regard to the criteria of similar length.

2.3 Extending the Resource Space

To include cloud resources for job execution in the simulation model we introduce a new
local scheduling strategy which coordinates the use of cloud resources. This transfer
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Fig. 2. Example system state with extended resource in the hybrid model
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strategy is placed at the LRMS (see Figure 2) and is executed after the local scheduling
algorithm EASY. It transfers waiting jobs from the local queue into the cloud if they are
immediately executable within the cloud.

Whether a job is immediately executable in the cloud depends on the maximum size
of the virtual cluster V which is steered by the leasing policy. A leasing policy period-
ically collects system state metrics from the LRMS and adjusts V for the next period
respectively. V restricts the amount of cloud resources that can be used by the transfer
strategy to execute jobs within the cloud. Thus, the strategy is allowed to dynamically
startup only 0 to V virtual machines within a given period.

In the example a possible state of the system with V = 10 is shown. Therein, some
jobs with different degree of parallelism in the LRMS job queue and a single job (1) can
be observed, which is currently transferred by the transfer strategy to get executed in the
cloud. For this jobs, five additional cloud nodes have to be leased. With the additional
nodes the current value of V is not exceeded. Neither the next job within the queue (2)
nor the last one (3) are immediately executable within the cloud because there is only
one additional node leasable.

For completeness, during the simulation multisite execution is not allowed, hence
parallel jobs cannot be executed on local and cloud resources at the same time. Thus,
a single job is started on cloud resources without any wait time but causing execution
costs, or it is scheduled at local resources and may wait until its execution but does not
produce any costs at all.

We assume the cloud nodes as uniform to the local nodes in terms of processing
speed. This model—Iosup et al. [6] call it ”source-like performance”—is very opti-
mistic as the runtime of an application is usually related to the performance decrease
caused by the virtualization overhead. According to Iosup et al., the model is ”[...] use-
ful for assessing the theoretical performance of future and more mature clouds”.

2.4 Performance Objective Metric

As we want to improve the quality of service for our local user community we choose
their jobs’ wait time as one factor for our performance objective metric. It is calculated
as the sum of all wait times during simulation. The second factor represents the costs
of providing a better service using cloud resources. With using more cloud resources
we can expect the total wait time (twt) decreasing and costs (c) increasing while using
less cloud resources may lead to a higher total wait time with lower costs. Those two
contrary performance objectives have to be combined to make schedules—created by
different policies—comparable. Whereas the total wait time can be calculated by adding
the single wait times of all scheduled jobs the basis for the costs criterion has to be
discussed in detail.

Generally, cloud computing costs can be separated into three classes which are the
uptime costs for VM-instances, the costs for stored data, and the costs for data transfers
into and from the cloud. As data scheduling is beyond the scope of this work (see Sub-
section 2.1) the costs for data transfers is neglected. In addition, we neglect the costs
for storing data because we assume that cloud nodes can be directly instantiated with
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a preconfigured cluster-image, e.g. customized Amazon AMI [7]. Further, the image
with all stored data, e.g. Amazon EBS, can be deleted when the instance is not needed
anymore. This way, storage costs only appear for running virtual cluster nodes, and
hence are just a scaling factor for the uptime costs. Thus, we reduce our cost factor to
the resource usage for jobs running in the cloud.
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Fig. 3. Example Schedule

Job rj mj pj pj ·mj c

old 0 13 42 546 26

1 40 4 7 28 28

2 40 7 2 14 14

4 45 5 6 30 25

6 46 6 6 36 24

Fig. 4. Characteristics of jobs with release time rj ,
parallel machines mj , and runtime pj

Figure 3 shows a Schedule and Fig-
ure 4 shows workload characteristics
for an example cost calculation with
V = 15 for an evaluation interval
[40, 50] seconds and five scheduled
jobs which consume 117 cpu seconds
in the cloud (The shaded areas rep-
resent costs in surrounding time in-
tervals). Both twt and c are abso-
lute values with different ranges and
hence must be normalized before be-
ing combined. Normalizing those ab-
solute values is only possible if the
maxima are known. In this sense we
are able to express each absolute value
as percentual part of its corresponding
maximum. To calculate the maximum
for twt we simulate a whole workload
with V = 0 and thus force the LRMS
to perform local scheduling only. The
resulting total wait time is refered as
twtref . To calculate the maximum for
c we leave V unrestricted (V → ∞)
and refer the result as cref . Now, we

are able to normalize every absolute result pair (twt,c) of every schedule by calculating
a percentage value (twt%,c%) with regard to the maximum values (twtref ,cref ).

Alternative to twt% we can calculate the improvement in total waittime as
twtimp% = 100− (twt%).
Then, the proposed combination of twt and c called balance is calculated as balance =
twtimp%− c%. A low or even negative balance indicates less economic efficiency and
the solution with the biggest balance is most effective from an economical point of
view.

This balance metric is the central component of all following evaluations. It is
used to show the lower and upper performance reference values of simple heuristics
as described in the following section. Likewise, it is used within the proposed learning
policy.
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3 Performance Reference Evaluation
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Fig. 5. Balance for all different constant V ∈
[0, 100] in simulations of the KTH workload.

To evaluate the performance of our later
defined learning approach we first need
to determine reference balance values for
the proposed model. Therefore, we evalu-
ate two simple heuristics to determine an
upper reference value for balance by an
offline brute force analysis and a lower
reference value for balance with help of
a randomized online leasing policy ap-
proach. These upper and lower reference
values are not upper and lower bounds in
the mathematical sense. They are just ref-
erence values to ease the assessment of

reached strategy results. During the brute force analysis we simulate all workloads with
constant settings for V during the whole workload. As we do not know which value
range is appropriate for setting V we tested all settings from 0 to M (M is the number
of local nodes of the traced machine; See Section 2.2). Figure 5 exemplarily shows the
results in balance for all different V -configurations for the KTH workload. Although
the figure only shows the analysis results for the KTH workload, they are typical for
the proposed model due to similar characteristics for other workloads. They show rapid
balance increasement by extending the local resources in the first V -configurations
which then reaches its zenith for a specific V . Above this V the scheduling perfor-
mance may indeed increase further but this is done under disproportional increasement
of the percentual costs and is thus less efficient regarding balance.

Table 2. Results for all three constant V analysis.

Identifier Best V twtimp% c% balance
KTH 31 70.38 45.39 25
CTC 62 58.46 30.43 28
SDSC05 184 51.53 30.14 21.4

Table 3. Results of all workloads and 1000 simulations.

Identifier Average Best outlier
of 1000 of 1000

KTH 14 20
CTC 11 18
SDSC05 5 11

Table 2 contains statistical re-
sults for constant V evaluations
and all evaluated workloads. Ev-
ery row represents the best V -
configuration found during brute
force analysis. Beside this config-
uration the values for twtimp%,
c%, and the resulting balance are
given. The potential in increasing
the scheduling performance with
regard to the upcoming costs is
different between the three work-
loads but very high in all cases.
The KTH, for example, is able to
decrease its cumulative wait time
by more than 70% compared to a
local scheduling simulation. Nev-
ertheless, these balance-results for

every workload can be interpreted as a brute force calculated upper reference value as
the best configuration is only known at the end of the simulation.
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To get a low reference value for the learning performance we first have to define the
term ”online leasing policy”. The underlying decision problem—which value should be
set for V —is divided in predetermined evaluation steps from time t to time t′ with a step
length span. This length is a constant value for the whole simulation. Thus, the policy is
periodically queried for a new setting of V during the simulation (t

span→ t′
span→ t′′

span→
...). The simplest way to model such an online leasing policy—and our lower reference
heuristic at the same time—is letting the policy choose V for each step t→ t′ randomly.
According to the brute force analysis, we simulate all workloads with an appropriate
range for eligible V -configurations depending on the original traced machine from 0
to M . We choose the length of an evaluation step span as one day arbitrarily1. As the
policy decisions are randomized we repeat the simulations 1000 times and trace the
balance results for all of them. We use the average of all results in each setup as lower
reference value for the evaluation of our learning approach, whereas the best outliers
are of interest, too. Both information are listed in Table 3. The objective for our learning
cloud leasing policy is to achieve a higher balance than the random heuristic but similar
to the offline calculated results of the best constant V -configuration.

4 Reinforcement Learning

Before we explain our adaptive cloud leasing policy we introduce some background on
reinforcement learning (RL).

In temporal difference learning, the one-step Q-learning [8] approach is applied us-
ing two basic concepts. The first concept is the separation of a continuing—potentially
infinite—learning task in distinct learning steps t→ t′. At the beginning of every step,
the learning agent is in a specific state st ∈ S with S as finite set of states and chooses
one action at from a finite repertoire of actions A. At the end of a step2 the agent senses
a new state st′ ∈ S and a reward signal rt′ .

The second concept is the use of a function to store the current expected reward for
each action at a given state. After each learning step this Q-value function is updated
using the update Rule 1.

Q(st, at)← Q(st, at) + α
[
rt′ + γmax

a∈A
Q(st′ , a)

︸ ︷︷ ︸
sensed reward

−Q(st, at)
]

(1)

The update depends on the difference of the new sensed reward and the old expected
one Q(st, at). The new sensed reward at time t′ is further separated in the reward sig-
nal rt′ , and the expected reward at time t′ under the sensed state st′ modeled as term
γmaxa∈AQ(st′ , a). In this term the maximum Q-value of all actions for the new sensed
state st′ represents the best expected reward among all actions at the new state. This
term is weighted by the discount rate γ and thus the influence of the expected (future)
reward on the current reward can be parameterized. Further, this whole temporal differ-
ence is weighted by the learning rate α ∈ [0, 1]. This parameter is usually scaled down

1 The same setting for span will be used for the later learning approach either.
2 End of a configured time interval or some special event.



344 A. Fölling and M. Hofmann

from learning step to learning step to decrease the influence of the temporal difference
over time and hence to assure convergence of the learning approach. In infinite learning
tasks it can also be constant to keep the adaptivity of the learning algorithm stable.
The current Q-values of the actions at state st impact the decision which one is choosen
for the next learning step.

5 Adaptive Cloud Leasing Policy

Our goal is to model a cloud leasing policy to steer the configuration of V with regard
to the economical balance metric in an online manner. In comparison to other machine
learning approaches (Genetic Programming, Artificial Neural Networks, Decision Tree
Learning) RL appears to be best suitable for the underlying problem since the learning
is done online without any expert knowledge about the system and with comparatively
small computational demand.
To model the policy we consider each possible V -configuration as eligible action a
during the reinforcement learning process. Further, we reduce the set of states S to one
single state to limit the search space to A · S. With these assumptions we can simplify
the Q-value function update Rule 1 to the Rule 2.

Q(Vt)← Q(Vt) + α
[
rt′ + γmax

V
Q(V )−Q(Vt)

]
(2)

In this rule, the Q-value of the configuration Vt is updated which has been choosen at
the beginning of the learning step with help of the old Q-value, the learning parameters
α and γ, and the a reward signal rt′ . We decided to set α and γ to 0.1 according to
several Q-Learning settings of Sutton and Barto [8].

To model the immediate reward signal rt′ we have to implement a concept to simu-
late all different V -configurations in parallel. At the beginning t of each cloud policy
evaluation step the current schedule and the queue are cloned for every possible V -
configuration. During the evaluation step t → t′ each clone is simulated with its as-
sociated configuration for V and every new submitted job is forwarded to all of them.
Although, all clones had to schedule the very same jobs, this could lead to different sched-
ules at the end of the evaluation step. Consequently, each clone produces its own results
in total wait time twt and costs c (See Section 2.4). With help of two additional simula-
tions (V = 0 and V → ∞) that are simulated during each evaluation step we are able
to calculate the balance for each clone. A high balance indicates that the used config-
uration of V during the learning step has been more economical than that with a lower
one.

To express this fact through a reward signal rt′ we interpolate the balance-values of
all clones analog to the interval of minimum and maximum reached balance. This way,
the V -configuration of the best clone gets a reward of rV,t′ = 1 and that with the worst
clone a reward of 0.

Having the rewards rV,t′ for all parallel clones we are able to update all Q-values
and not only that one of the choosen action Vt (See update Rule 2).

Afterwards, the policy chooses the next action by taking the one with the highest new
Q-value. This behaviour is reasonable in our scenario as we are evaluating all possible
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actions at the same time. If there are multiple actions with the highest value, we choose
the one with the smallest V -configuration. For the next evaluation step t′ → t′′ the
clone of the previous choosen action Vt serves as draft for the new clones. In a real
application of the leasing policy the parallel evaluation of all possible configurations
could be made during the learning step and hence the decision time and replication of
datastructures tend to be zero. Even the simulation of a whole 11-month workload on
a single commodity Intel(R)Core(TM)-i5 machine with 4 GB RAM is comparatively
short (from 2 up to 30 minutes depending on workload and simulated machine size—
KTH, CTC, or SDSC05).

Evaluating all V -configurations and choosing the best one enables us to avoid ran-
dom influences in our simulations. This is advantageous to investigate the basic be-
haviour of the approach and to evaluate different settings for the assumed policy pa-
rameters (span,α,γ). This way we are able to achieve a good learning performance
even for short traces and thus a limited amount of learning steps. However, it leads to a
huge simulation complexity for traces with a realtively big amount of local nodes (e.g.
bigger than 1664).

6 Policy Evaluation

As mentioned before, we evaluate our learning approach with a learning step length of
one day for all three test workloads. Table 4 gives an overview on the metric results for
the simulations.

Table 4. Results of the Q-Learning approach

Identifier WT impr. Costs balance Low/Up
in % in % Ref.-value

KTH 46.54 22.31 24.23 14/25
CTC 46.66 23.67 22.99 11/28
SDSC05 34.44 20.69 13.75 5/21.4

The balance value lies between
the results for constant V and the
randomized leasing policy in all
three setups. Every learning simu-
lation succeeds to reach a balance
value larger than the average and
even the best random experiment
of 1000 simulations. This proves
the positive influence of the rein-

forcement learning approach regarding the economical performance of the system.
However, the learning approach is not able to reach balance results near the upper
reference value because the knowledge about the system is limited. Figure 6 shows the
evolution of the overall balance during the 11-months simulation of the KTH workload
for the best constant V -configuration (V = 31), the mean balance of all 1000 random
policy evaluations, and the learning approach in comparison.

In the reference case the decision of the policy is always V = 31 and no alternative
decisions are allowed. Thus, the achievable performance in balance only depends on
the workload characteristics. There are many situations where V = 31 coincidentally is
a good configuration which leads to a high overall balance = 25 at the end of the simu-
lation. In contrast, the learning policy has to evaluate the differentV -configurations first
before it finds out appropriate configurations. However, in the last two-thirds of the sim-
ulation it is observable that the learning policy approximates the balance quality of the
upper reference heuristic. In addition, it converges to a stable balance in the second half
of the simulation. The learning controller is able to adapt its behaviour to the changing
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Fig. 6. Overall balance trace in comparison for constant V = 31, random policy, and Q-learning
during KTH-simulation

workload and to produce similar or from time to time even better decisions than choos-
ing a fixed configuration for the whole workload (better balance within the interval 30
to 50 days). Although, finding the best fixed configuration needs an offline evaluation
of all possible configuration whereas the learning controller succeeds to get a high bal-
ance at the very first run without any knowledge. This is noteworthy as reinforcement
learning is usually able to learn useful strategies only by training the system with a huge
count of episodes (or walks) whereas the resulting knowledge of each episode serves as
input for the next training episode.

In addition, learning is done while keeping the costs under one quarter of the maxi-
mum while increasing the scheduling performance by 34−46% depending on the input
workload.

7 Related Work

Chester et al. [9] investigate a system for allocating server resources to applications
dynamically, thus allowing applications to automatically adapt to variable workloads.
Similiar work was done by Chase et al. [10]. They develop a cluster manager that al-
locates servers from a common pool to multiple virtual cluster environments. The use
of virtualisation technology has also been explored [11] to scale, adapt, and share re-
sources on the same host machine or local computing infrastructure. To improve Quality
of Service by reducing the job wait time, the idea of accessing additional resources from
a cloud has become increasingly popular. Marshall et. al. [12] invent a cloud model by
ensuring elastic provisioning of ressources and dealing with issues such as security and
data privacy. Moreover, they involve and evaluate different policies to avoid under- and
over-provisioning. A prominent example of exploiting clouds for scientific applications
was further investigated by Deelman et al. [13]. They elaborate the costs of doing sci-
ence in the cloud by simulations based on the fees of Amazon EC2 computational as
well as Amazon S3 storage service. While running the same workload in different exe-
cution models they have shown that cloud computing can be applied in a cost-effective
fashion especially for data-intensive applications. The tradeoff between cost and per-
formance in the cloud context is a central aspect in various other publications such as
[14], [15], [16], [17], and [18].
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While our approach dynamically steers a maximum size of resources to be leased
from the cloud by using a reinforcement learning algorithm, Buyya et al. [19] evalu-
ate different so called strategy sets which compose of local scheduling and redirection
strategies. Other publications show that reinforcement learning is a widely used method
in the context of grid scheduling [20] and adaptive resource allocation [11], [21], [22]
while reinforcement learning in the context of cloud leasing management appears as a
new topic.

8 Conclusion

This paper proposes an adaptive learning-based cloud leasing policy that is evaluated in
a simulated hybrid infrastructure comprising of a local and a cloud system.

A cloud leasing policy is responsible for steering the amount of additional cloud
resources and tries to optimize the trade-off between extra costs and scheduling perfor-
mance. This trade-off is formalised in a balance metric which is used for evaluation.
Two heuristics that provide reference values are defined in order to examine the perfor-
mance of our policy. We observe that the learning approach almost reaches the balance
of the upper reference value the longer the learning is applied. The job scheduling per-
formance of our cloud leasing policy is also compared with a scenario in which every
job is computed on local resources. This comparison shows an improvement of about
34− 46% less wait time under comparatively small costs for every workload.

Using parallel evaluation of all leasing sizes during a learning step—as we do in
here—leads to huge simulation complexity as the count of reasonable configurations
increases with the size of the given academic data centers. In this work, relatively small
reference data centers and associated workloads are used for the evaluation. However,
the size of modern data centers is often much larger (K Computer with 705024 Cores)3.
Thus, future work will focus on the incorporation of strategies into the policy which
keep the number of parallel evaluations low while retaining good balance results. One
approach in this regard is the appliance of ε-greedy [8] strategies to ensure explorational
behaviour in a limited part of the search space instead of evaluating the whole search
space at every step. This also needs further investigations in the configuration of param-
eters like the learning evaluation step or reinforcement learning parameters. To make
the model more realistic, our future work will consider a heterogenous resource model
for data centers and cloud providers and will account for realistic VM performance
models rather than the mentioned ”source-like performance” model.
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