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The ever-increasing data volumes used to empower contemporary data–in-
tensive applications as well as aggregations of computing systems call for novel ap-
proaches and efficient techniques in the management of geographically dispersed
data. Despite recent advances, Internet-scale requirements for both applications
and underlying systems require effective provisioning, staging, manipulation, con-
tinuous maintenance and monitoring of data hosted in multiple, pre-existing au-
tonomous, distributed and often heterogeneous systems. Evidently, the notions of
parallelism and concurrent execution at all levels remain key elements in attaining
scalability and effective management for nearly-allmodern data-intensive applica-
tions. Moreover, as underlying computing environments get transformed through
the introduction of novel infrastructures, enhanced capacities and extended func-
tionalities, new solutions are sought to cope with these changes.

In topic 5, we solicited papers in all aspects of data management (access, query,
and analysis) and data-intensive applications whose central focus is weaved
around the notions of concurrency, parallelism and distributed processing. Key
areas that were of interest included parallel and highly-available distributed
databases, data-intensive clouds, middleware solutions for processing large-scale
data, distributed transaction and query processing, management of distributed
data sources, Internet-scale applications, parallel and distributed information re-
trieval, data-intensive peer-to-peer systems efficient management of data streams,
scalable web services as well as data analysis on multi-core and many-core ar-
chitectures.

Each paper was reviewed by at least 3 reviewers and, finally, we were able to
select 4 papers. The accepted papers discuss timely developments in the areas of
clustering distributed data streams, organizing web-data using novel indexing ap-
proaches, maintaining consistent replicated data across geographically dispersed
data-centers and providing fault-tolerant cache-services for search engines.

The paper entitled “DS-Means: Distributed Data Stream Clustering” by A.
Guerrieri and A. Montresor proposes the DS-Means algorithm that achieves clus-
tering of data emanating from different sources operating with minimal interac-
tion. Instead of simply partitioning text collections across clusters of processors,
paper “3D Inverted Index with Cache Sharing for Web Search Engines” by E.
Feuerstein, G.-V. Gil-Costa, M. Marin, G. Tolosa and R. Baeza-Yates advocates
the use of a 3D indexing approach which exploits the fact that data is often in-
herently partitioned and replicated. Paper “Quality-of-Service for Consistency
of Data Geo-Replication in Cloud Computing” by S. Esteves, J. Nuvo Silva and
L. Veiga suggests the V FC3 approach that is a novel consistency model and
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framework capable of enforcing varying degrees of consistency in accordance to
the semantics of the replicated data. Finally, paper “A Fault-Tolerant Cache
Service for Web Search Engines” by C. Gomez-Pantoja, D. Rexachs, M. Marin
and E. Luque proposes a new approach in structuring the cache of results for
web-search engines; the approach is based on consistent hashing and a strategy
that readily enables fault tolerance.

We would also like to take this opportunity to sincerely thank all contributing
authors for their submissions, the Euro-Par 2012 Organizing Committee as well
as all our referees who provided highly useful comments and whose efforts have
made this topic and conference possible.
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