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Abstract. We address the difficulty involved in obtaining meaningful
measurements of I/O performance in HPC applications, as well as the
further challenge of understanding the causes of I/O bottlenecks in these
applications. The need for I/O optimization is critical given the difficulty
in scaling I/O to ever increasing numbers of processing cores. To address
this need, we have pioneered a new approach to the analysis of I/O
performance using automatic generation of I/O benchmark codes given
a high-level description of an application’s I/O pattern. By combining
this with low-level characterization of the performance of the various
components of the underlying I/O method we are able to produce a
complete picture of the I/O behavior of an application.

We compare the performance measurements obtained using Skel, the
tool that implements our approach, with those of an instrumented ver-
sion of the original application to show that our approach is accurate.
We demonstrate the use of Skel to compare the performance of several
I/O methods. Finally we show that the detailed breakdown of timing
information produced by Skel provides better understanding of the rea-
sons for the performance differences between the examined I/O meth-
ods. We conclude that our approach facilitates faster, more accurate
and more meaningful I/O performance testing, allowing application I/O
performance to be predicted, and new systems and I/O methods to be
evaluated.

1 Introduction

Understanding and optimizing the I/O performance of high-performance scien-
tific applications is critical for the success of many of these applications. As larger
and faster platforms are introduced, the higher fidelity applications that run on
these platforms produce increasingly massive data sets. At the same time, the
increase in computational performance of supercomputers is greatly outpacing
the I/O bandwidth of these machines [1]. To achieve reasonable I/O performance
despite this growing gap, increasingly sophisticated I/O techniques are required.
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The design, implementation, and subsequent optimization of these techniques
require sophisticated tools that allow the performance of I/O methods to be
rapidly understood.

Meaningful measurements of I/O performance on large-scale systems are cur-
rently difficult and time consuming to acquire. One approach is to instrument a
representative application with timing code to measure I/O performance. This
approach presents unnecessary complexity to an I/O developer since building
and running the application typically requires detailed knowledge that is unre-
lated to the task of I/O performance measurement.

A more manageable approach is to use I/O kernels, such as the FLASH-IO
benchmark routine [2] and the S3D I/O kernel [3], codes that include the I/O
routines from a target application but which typically have had computation and
communication operations removed. While providing accuracy by performing the
same I/O pattern as the application, I/O kernels have significantly shorter to-
tal execution time since they do not include the application’s computational
workload. Furthermore, I/O kernels may not retain all of the application’s de-
pendencies on external libraries, simplifying their use on new systems. The use
of I/O kernels still presents several problems, including (i) They are seldom kept
up-to-date with changes to the target application; (ii) They often retain the
same cumbersome build mechanism of the target application; (iii) Different I/O
kernels do not measure performance the same way; (iv) An I/O kernel is not
necessarily available for every application of interest.

To address the weaknesses of current approaches, we have investigated a
new approach to I/O performance measurement using I/O skeletal applications.
These are generated codes that, like I/O kernels, include the same set of I/O op-
erations used by an application while omitting computation and communication.
In contrast to I/O kernels, I/O skeletal applications are built from the informa-
tion included in a high-level I/O descriptor, and do not directly duplicate any
of the application source code. Our skeletal applications share the advantages of
I/O kernels, providing an accurate and concise benchmark for I/O performance.
Furthermore, this approach directly addresses the four problems of I/O kernels
identified above: (i) Since skeletal applications are automatically generated, they
are trivial to reconstruct after a change to the application; (ii) All skeletal ap-
plications share the same relatively simple build mechanism; (iii) All skeletal
applications share the same flexible measurement techniques, making it easier
to perform apples to apples comparisons; (iv) Given its I/O descriptor, it is a
simple process to generate an I/O skeletal application for any application.

To implement our I/O skeletal approach, we have created Skel. Skel generates
skeletal applications based on the high-level I/O descriptors used in the Adaptive
IO System (ADIOS) [4]. We have extended ADIOS to include a mechanism
for timing the low-level operations performed during calls to the ADIOS API
functions. Integration with this augmented ADIOS library allows more detailed
measurements than are typically available from I/O kernels, enabling a user to
determine, for instance, how much of the total I/O time is spent performing
interprocess communication or low-level I/O operations.
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In the next Section, we provide an overview of the Skel tool that implements
our generative approach to creating I/O skeletal applications. In Section 3, we
present some brief background of declarative I/O and ADIOS. Section 4 examines
the validity of the generated skeletal applications. In Section 5, we describe the
use of Skel to perform a detailed analysis of three I/O methods. We describe the
related work in Section 6. Finally, Section 7 concludes the paper and presents
an overview of future work.

2 The Skel System

We have implemented a tool, Skel [5], which supports the creation and execution
of I/O skeletal applications. Skel consists of a set of python modules, each of
which performs a specific task. The skel-xml module produces the adios-config
file to be used by the skeletal application. The skel-parameters module creates a
default parameter file based on the configuration file, which is then customized
by the user. Modules adios-config and skel-config interpret the inputs, the adios-
config file, which already exists for users of the ADIOS XML-based API, and the
parameter file, which provides all other information needed to create a skeletal
application. Based solely on data from those two input files, the skel-source
module generates the source code, in either C or Fortran, that comprises the
skeletal application. The skel-makefile module generates a makefile for compiling
and deploying the skeletal application based on a platform specific template.
Finally, the skel-submit module generates a submission script, also based on a
template, suitable for executing the skeletal application on the target platform.
Due to space limitations, we refer the reader to [5] for a more detailed discussion
of the design of the Skel system.

In order to obtain more detailed timings of the ADIOS I/O methods, we have
extended ADIOS with a mechanism for providing such timing information. The
optional, low-level timing information is collected on each application core. We
have also instrumented the I/O methods of interest with customized timing in-
structions using our timing mechanism. The timing functionality, though simple,
is designed to be extensible, so that authors of new I/O methods can instrument
their codes and extend the timer set to include arbitrary timing targets.

3 Background

Our implementation of Skel depends on the use of the declarative I/O mechanism
that is present in the Adaptive IO System (ADIOS) [4]. ADIOS is a componen-
tized I/O library designed to achieve excellent I/O performance on leadership
class supercomputers. It provides a mechanism for externally describing an appli-
cation’s I/O requirements using an XML file that is termed the adios-config file.
The mechanism provides a clear description of the structure of the application’s
I/O that is separate from the application source code.
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In addition to describing the application’s I/O pattern, the adios-config file
allows the user to toggle between the various I/O methods1 that are offered by
ADIOS. This is particularly convenient because it allows different I/O mecha-
nisms to be substituted without the need to change or recompile the application’s
source code. Such flexibility is a major strength of ADIOS since it facilitates the
optimization of an application’s I/O performance.

3.1 I/O Methods

In this paper we focus on three of the synchronous write methods offered by
ADIOS, namely POSIX, MPI LUSTRE and MPI AMR [4]. We chose these methods
both to show the general applicability of the Skel tool to different I/O methods,
and to explore the performance of these methods over a range of scales and
applications. Each of the methods takes a different approach to handling the
application’s I/O. In particular, the methods each produce a different number
of files as shown in Fig. 1.

(a) POSIX (b) MPI LUSTRE (c) MPI AMR

Application Process File 

Fig. 1. Comparison of the three I/O methods

The POSIX method [6] was designed to take advantage of the concurrency of
parallel file systems. With POSIX, each writing process is responsible for writing
data to its own output file, as illustrated in Fig. 1a. An index file is then written
by just one of the processes. So the use of the POSIX method results in the index
file, along with a subdirectory containing all of the files written individually by
the application processes.

The MPI LUSTRE method, in contrast to the POSIX method, writes all data to
a single file. Each process writes its data independently to an assigned location
in the file as shown in Fig. 1b. This method is designed to work well with the
striping scheme of the Lustre file system, thus the locations assigned to the writers
are chosen to coincide with the beginning of a Lustre stripe, and the file’s stripe
size is carefully chosen so that each stripe accommodates the data from a single
application process.

1 In this paper the termmethod should be taken to mean a runtime selectable technique
for performing the basic ADIOS operations (adios open, adios write, etc.).
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Finally, the MPI AMR method is a more sophisticated technique in which each
of a subset of application processes acts as an aggregator for a group of peers.
This method results in a collection of separate files, with one file corresponding to
each of the aggregators. As can be seen in Fig. 1c, this results in fewer separate
files than are produced by the POSIX method, but more than the single file
written by MPI LUSTRE. This strategy, in our experience, often achieves better
throughput when scaled to large (>10,000) core counts.

These three methods all produce ADIOS-BP formatted files. ADIOS-BP is a
structured, self-describing and resilient format for scientific data. The ADIOS-
BP format was designed to provide efficient writing and reading [7,8] by allowing
parallel I/O operations to be performed independently and supporting flexibility
in the layout of data on the file system.

4 Validation of Skel

To understand whether an automatically generated skeletal application is an
accurate predictor of application I/O performance, we compare performance
measured with the skeletal apps with performance measured by applications
and I/O kernels. We focus on two applications: CHIMERA [9] and GTS [10].
For both of these we compare the observed performance of our I/O skeletal
application with that of the corresponding I/O kernel or application.

4.1 Test Platforms

Jaguar is a Cray supercomputer located at the Oak Ridge Leadership Computing
Facility (OLCF) at Oak Ridge National Laboratory. Our experiments coincided
with an upgrade of the Jaguar machine. The original configuration (Jaguar-XT5)
consisted of 18688 compute nodes, each home to two Opteron 2435 “Istanbul”
six-core processors and 16 GB of memory, and connected with Cray’s Seastar
interconnection network. The second configuration of Jaguar (Jaguar-XK6) had
9216 compute nodes, each containing a single 16 core AMD “Interlagos” proces-
sor and 32 GB of memory, and connected with the Gemini interconnect [11].

Sith is a 1280 core Linux cluster also located at the Oak Ridge National
Laboratory. Sith consists of forty compute nodes connected with an InfiniBand
interconnection network. Each node contains four 2.3 GHz 8 core AMD Opteron
processors and 64 GB of memory [12].

All tests utilize Spider [13], the OLCF center-wide Lustre file system, which
provides a total of 10.7 Petabytes of disk space. Spider consists of three sepa-
rate Lustre file systems. Our experiments were performed using the widow1 file
system, which offers 5 PB of storage space distributed over 672 OSTs.

4.2 CHIMERA

CHIMERA is a multi-dimensional radiation hydrodynamics code designed to
study core-collapse supernovae [9]. An I/O kernel based on the CHIMERA ap-
plication is the focus of this set of experiments. The comparison involved a weak
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scaling experiment where approximately 10 MB of data was written by each core.
Each test was repeated 50 times, and the results are presented in Fig. 2. Each
graph shows the average observed throughput for all of the runs that used that
I/O method. The error bars represent the minimum and maximum throughput
that were observed during these runs.

Parameters may be used to guide some of the ADIOS methods. The POSIX

method does not take any parameters, but both MPI LUSTRE and MPI AMR al-
low method parameters to be specified. For the MPI LUSTRE tests, we used
stripe count=160, stripe size=10485760, block size=10485760. The pa-
rameters for the MPI AMR tests were stripe count=1, stripe size=4194304,

block size=4194304, num aggregators=N, merging pgs=0. We varied the
number of aggregators depending on the number of cores, keeping the aggre-
gator count fixed at one aggregator for every 4 cores.

The results of these tests are shown in Fig. 2. The graphs show the mean
throughput seen during the tests, with the error bars indicating the minimum
and maximum throughput observed. Also shown are the computed relative error
values for the skeletal application with respect to both maximum and average
throughput.2 The relative error of the skeletal application as compared with the
CHIMERA I/O kernel is less than 10% for over 93% of the cases shown.

4.3 GTS

The GTS application [10] is a first principles fusion microturbulence code that
studies turbulent transport of energy. GTS uses a generalized geometry to solve
the realistic geometries from many fusion reactors used today. For these tests,
we looked at weak scaling performance, with each core writing approximately
55 MB of data. The method parameters used for the MPI LUSTRE tests were
stripe count=160, stripe size=57344000, block size=57344000. For the
MPI AMR tests, we used parameters stripe count=1, stripe size=4194304,

block size=4194304, num aggregators=N, merging pgs=0. The number of
aggregators for the MPI AMR method varied, with one aggregator used for ev-
ery 16 processor cores.

Each individual test was repeated 25 times and the results are shown in Fig. 3.
Again, we have calculated the relative error for both the average and maximum
throughput values. For these tests we observe that the skeletal application yields
results that are within 10% of the values given by the GTS application for
approximately 71% of the cases.

These results are extremely positive, particularly when we consider that skel
will be most useful at larger scales with larger core counts. All cases involving
1024 or more cores, including both CHIMERA and GTS, are accurate to within
10% of the corresponding application or I/O kernel measurements.

2 We have omitted a comparison of the minimum throughput as we have found that
poor performance due to I/O contention with other jobs can lead to arbitrarily poor
performance, making this measurement difficult to reproduce, even among separate
runs of the same test.
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Fig. 2. Results of CHIMERA comparison
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Fig. 3. Results of GTS comparison

5 Using Skel to Study I/O Performance

A common challenge in high-performance computing is determining which I/O
method to use for a given situation. In general, the answer depends on a great
many factors including application I/O pattern, frequency of I/O, storage hard-
ware, file system type and configuration, network performance and system uti-
lization to name a few. An intended use of Skel is to provide a mechanism for
rapidly exploring I/O space in order to select an I/O method for arbitrary sit-
uations. This is useful to middleware developers for verifying and testing I/O
methods, and to end users to assist in manual selection of I/O methods. In the
future the mechanism should prove useful in guiding the autonomous selection of
I/O methods. To illustrate this use of Skel, we have performed a comparison of
three of the I/O methods available in ADIOS: POSIX, MPI LUSTRE and MPI AMR.

5.1 CHIMERA

The data from the CHIMERA skeletal application runs is shown in Fig. 4a,
including two additional data points that illustrate the results of continuing these
tests on the newly upgraded Jaguar-XK6. It can be seen that the POSIX method
provides the highest throughput for most of the runs, with the MPI AMR method
offering better performance only for the 4096 core case. This agrees with our
experience with these methods, as MPI AMR has been observed to achieve better
performance than POSIX at higher core counts. The number of cores at which
it becomes advantageous to use the MPI AMR method varies by application and
platform, and also relies on the parameters used for MPI AMR.

The CHIMERA I/O skeletal application provided us with a first glimpse at
the I/O performance of Jaguar’s XK6 configuration. The 8192 core and 16384
core cases were run immediately after the Jaguar-XK6 configuration became
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available. It appears that there may be a slight decrease in I/O performance for
the POSIX and MPI AMR methods, but the MPI LUSTRE method exhibited truly
poor performance on the new hardware. We will return to this issue in the next
section.

(a) CHIMERA (b) GTS

Fig. 4. Comparison of I/O methods on Jaguar

5.2 GTS

Next we compared these same three I/O methods using a skeletal application
for GTS. Each run was repeated 25 times, and the results are summarized in
Fig. 4b. Again we see that the POSIX method provides the best performance
among these three methods up to 8192 cores.3 Beyond 8192 cores, however, the
MPI AMR method provides greater throughput than the other methods.

A surprising result is the particularly poor performance of the MPI LUSTRE

method. To investigate this anomaly, we examined the more detailed timing
results available from Skel. We chose a single representative run of the 1024 core
GTS / MPI LUSTRE experiment, and looked at the performance for each of the
cores, focusing on communication and I/O timings, and sorting by total time.
The result is shown in Fig. 5. It can be seen that in both cases the times for the
I/O operations are roughly equal for all of the overall slowest cores. However the
communication times show dramatically different behavior. On Jaguar-XK6, a
few of the cores exhibit very large communication times, with the slowest taking
nearly 55 seconds. This view led to a quick diagnosis of the cause of the poor
performance seen with the MPI LUSTRE method, an expensive global collective
communication operation that is not used by the other two methods.

3 These results are not directly comparable to those found in [5], since those tests were
performed on Jaguar-XT5, and used a different file system partition.
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Fig. 5. Comparison of GTS execution times using MPI LUSTRE on Jaguar-XK6 and
Sith

6 Related Work

A common I/O performance measurement method is bulk I/O testing, using a
tool such as IOR [14] or the NAS parallel benchmark [15, 16]. As with Skel, the
bulk I/O testing process is less cumbersome, since it is not necessary to deal
with the complexities of an application, however the results may not provide an
accurate prediction of the I/O performance that an application would obtain [17].

There are many I/O kernels that are used to benchmark I/O performance.
FLASH-IO [2], MADBench2 [18] and S3D-IO are three often-used examples. Our
skeletal applications are intended to provide the utility of I/O kernels, while
eliminating issues such as difficulty of use, lack of availability, and outdated
versions of codes.

The Darshan project [19] is examining the I/O patterns used by applica-
tions of interest. Darshan provides a lightweight library for gathering runtime
event traces for later examination. The ScalaIOTrace tool [20] also addresses
the measurement and analysis of I/O performance. Similar to Darshan, it works
by capturing a trace of I/O activities performed by a running application. The
multilevel traces may then be analyzed offline at various levels of detail.

7 Conclusion and Future Work

In this paper, we have presented our approach for the automatic generation of
I/O skeletal benchmarks, as well as our tool, Skel, which implements this ap-
proach. We have examined one application and one I/O kernel and confirmed
that the measurements obtained from the I/O skeletal application provide a rea-
sonable estimate of performance. We observed a slightly better correspondence
with the CHIMERA I/O kernel than with the GTS Application. In both cases,
the performance predictions produced by the skeletal application improved with
larger numbers of application processes.

We have conducted a performance comparison of three of the ADIOS write
methods using our I/O skeletal technique. We have shown how Skel can be
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used to quickly measure the aggregate performance achieved by these methods.
Furthermore, we have shown how the more detailed measurements provided by
Skel can be leveraged to achieve a deeper understanding of the causes for the
observed performance behavior.

In this paper we have focused on writing single restart files using synchronous
I/O methods. In the future we will extend Skel to explore the task of writ-
ing smaller and more frequent analysis data. We will also investigate how to
accurately measure the impact of asynchronous I/O. We expect that this will
require generating some computation and communication operations to provide
the same effect as those performed by the application. Finally, we will use Skel
to investigate reading performance for very large data files.
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