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Abstract. Robots are used for Urban Search and Rescue to assist res-
cue workers. To enable the robots to find victims, they are equipped
with various sensors including thermal, video and depth time-of-flight
cameras, and laser range-finders. We present a method to enable a robot
to perform this task autonomously. Thermal features are detected using
a dynamic temperature threshold. By aligning the thermal and time-of-
flight camera images, the thermal features are projected into 3D space.
Edge detection on laser data is used to locate holes within the envi-
ronment, which are then spatially correlated to the thermal features.
A decision tree uses the correlated features to direct the autonomous
policy to explore the environment and locate victims. The method was
evaluated in the 2010 RoboCup Rescue Real Robots Competition.

1 Introduction

In urban search and rescue, robots can be deployed to assist rescue workers with
the task of exploring damaged buildings and finding victims. To achieve this,
robots must be equipped with a variety of sensors, since there is a limit to the
information a single sensor can provide. However, data extracted from a variety
of sensors must be correlated in order to know more about the environment.

Robots used for urban search and rescue can be teleoperated or autonomous.
The latter is the focus of this research. The goal is for the autonomous robot to
explore an unknown environment and locate the victims of a disaster.

Several approaches have been developed to solve the problem of autonomously
locating victims. Early methods by Birk et al. [1] and Pellenz et al. [9] used a
single a low-cost thermal camera to find victims. If, in any thermal image, a
predefined number of pixels is above a manually set threshold, it is assumed
that a victim is present. Using a similar approach, both in testing and during
the 2009 RoboCup Rescue Thailand Open, we found this method to have a
number of problems. The manually set threshold required frequent adjustment
as the environment warmed during the day and cooled at night. Spectators,
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other robots and even warm pockets in the environment can also be detected as
victims.

Even when using a temperature range with minimum and maximum thresh-
olds, Markov & Birk [4] still noted false positives. They proposed matching
shapes from thermal signatures to projected 2D renders of humans body parts.
However, victims that are hidden behind obstacles can produce thermal shapes
that do not appear like body parts and are indistinct from false positives. Relying
on a single sensor is not sufficient.

To allow features from multiple sensors to be used in conjunction, Nourbakhsh
et al. [7] proposed the use of a probability measure. The probability indicates
the likelihood of a victim being present at a given location. A confidence rating
is assigned to each sensor and detection method which produces the probability.

Meyer et al. [5] extended this approach by applying an Extended Kalman
Filter to the probability measure. This gives temporal information where not
all features are observed simultaneously. They also introduce a second Kalman
filter to determine the most likely locations of victims.

Both Nourbakhsh and Meyer experimentally showed good performance for
these methods. However, they assume features seen in proximity relate to the
same victim, even if they are spatially separate. The Extended Kalman Filters
are also unintuitive for humans operators. It is not obvious why the robot de-
termines that a given location does or does not contain a victim.

In this paper, we present a set of methods to detect features of a victim
and spatially correlate those features. We also present an autonomous policy
that performs reliable victim identification. First, we describe our method for
thermal blob detection using a dynamically calculated threshold. By aligning
the thermal camera with a depth time-of-flight camera, we project the thermal
blobs into 3D space (Section 2). We then use edge detection in individual laser
scans to perform fast hole detection in 3D point clouds (Section 3). The thermal
blobs and holes are spatially correlated (Section 4), and finally, the correlated
features are processed and then used by an autonomous policy that controls the
robot. (Section 5).

Our methods were tested and evaluated during the 2010 RoboCup Rescue Real
Robots competition, where we were awarded the Best-In-Class Autonomy prize.
The competition provides a standardised environment to test robotic hardware
and software.

2 Camera Sensing

To perform the thermal blob feature detection and projection of the thermal
features into 3D space, two cameras are used - a thermal camera capable of
reading temperatures in the range of 10-40�C, and a SwissRanger time-of-flight
camera that produces an image where each pixel is a measurement of the distance
an object in the environment is away from the camera. The feature detection
algorithms are applied to the thermal camera images, whereas the range images
are used for the 3D projection.
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2.1 Thermal Blob Detection with a Dynamic Hot-Pixel Threshold

The method used by Pellenz et al. [9] forms the basis of our thermal blob de-
tection, where it is assumed that victims are distinctly hotter compared to the
surrounding environment. To overcome issues with a static threshold, we use
a dynamic threshold to determine hot-pixels (pixels above the threshold). Hot-
pixels are grouped together to form thermal blobs.

The hot-pixel threshold is updated frame by frame as follows.
Let the hot-pixel threshold be hst. There are two cases: either a victim is

present in the image, or a victim is not present.
Initially, assume that a victim is present in the image. By this assumption,

the victim will produce in the image a region of significantly hotter pixels. A
potential value, k, for hst is one that binarizes the image such that only the
hot-pixels are above k. Otsu [8] proposed a method to optimally calculate this
value, k∗. However, simply setting hst = k∗ causes erratic fluctuations. Instead
hst is adjusted towards k∗, but only if a victim is present in the image.

The value of k∗ is used to determine whether or not a victim is present in
the thermal image. If an image contains no victim (or is completely filled by
a victim), Otsu’s method selects k∗ such that a large proportion of the image
is above the threshold. Thus, hst does not change, as k∗ in these situations is
meaningless.

Initially hst is set to the maximum possible value for any pixel in the thermal
image. This ensures that the background will not be detected as hot-pixels. When
a victim is first encountered, then hst will ramp down to a sufficient value.

The complete algorithm is:

1. Initialise: hst to the maximum pixel value.
2. For the current thermal image, calculate k∗.
3. If the bounding box of the adjoining pixels above k∗ (see section 2.2) covers

less than covmax pixels, ramp hst by:

hst = ηk∗ + (1− η)hst (1)

where η is the ramping rate.
4. Repeat from step 2.

Typically η is set to 0.1 and covmax to 90%. The value of η strikes a balance
between sufficiently fast ramping and over ramping. Over ramping can result
in the background being detected as a hot-pixels. The value of covmax assumes
that a thermal image produced by the background environment is reasonably
constant. Therefore, any value of k∗ will make the entire image appear to be
covered by hot-pixels.

2.2 Projection into Camera Relative Space

Given hst, adjoining groups of pixels above it are grouped together using the
‘4-connectivity component labelling’ technique [10] to form a thermal blob.
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The blobs are projected into 3D space in the frame of reference of the ther-
mal camera, so that they can be spatially correlated with other features. This is
achieved by calculating the distance the blob is from the camera. The distance is
calculated by mapping pixels from the SwissRanger image to the thermal camera
image as follows.

A SwissRanger pixel (Ix, Iy) is projected into the 3D space of the SwissRanger
using the small angle approximation. It is assumed the x and y Fields of View
(FOV) of the camera are evenly distributed across each pixel of the image, as
depicted in Fig. 1.

Fig. 1. x and y axis camera correlation
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where is d is the distance value of the pixel (Ix, Iy), FOVx/y is the x and y Field
of View of the SwissRanger in radians, and pixelsx/y is the pixel dimension of
the SwissRanger image. In cartesian co-ordinates the point is

(x, y, z) = (d cos (θ) sin (ϕ) , d sin (θ) sin (ϕ) , d cos (ϕ)) (3)

Given the physical displacement between the SwissRanger and Thermal Camera
(Tx, Ty, Tz), the point can be converted into the frame of reference of the thermal
camera, where primed values are the corresponding thermal camera properties.

(x′, y′, z′) = (x− Tx, y − Ty, z − Tz) (4)

Applying the inverse of 3 and 2 gives the corresponding thermal pixel for each
mapped distance value.

Finally, by taking an average of the mapped distance values that fall within
the blob, the blob’s centre can be projected into 3D space (using 2 and 3).
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3 Laser Sensing

Robots used in rescue applications are often equipped with a laser range-finder.
We use the laser to track the position of the robot in the environment and to
produce a 3D point cloud of the environment.

3.1 3D Environment Scanning

Milstein et al. [6] proposed a method for 3D position tracking using an occupancy
voxel metric. Their method allows us to periodically tilt the mounted laser and
produce a 3D point cloud of the environment around the robot, even as the robot
is in motion. This allows 3D features of the environment, such as holes, to be
detected over a wide field of view.

3.2 Hole Detection

In a real life disaster, surviving victims are often trapped in small cavities. Lo-
cating such cavities (or holes) in the 3D point cloud can significantly narrow
down the possible locations of victims.

Our hole detection method takes advantage of the fact that the 3D point cloud
is generated from aligning 2D laser scans [6]. Fig. 2 depicts a sample scan. Meth-
ods for generalised point cloud feature detection, such as found in the work of
Gumhold et al. [2] andWeber et al. [11], first generate nearest neighbours for each
point in the point cloud before feature detection is performed. By performing
hole detection on each laser scan individually, the nearest neighbour information
is obtained for free. Combining data from multiple scans is performed later.

Fig. 2. Sample Laser Scan with typical environment features

Holes are located by initially finding edges (points of sharp discontinuity) in
the laser scan. A laser scan is represented as a 1D array, D, of distance values.
A value at index i is marked as an edge if

‖Di−ws −Di+ws‖ ≥ threshold (5)

where ws is a window around the value Di. Typically ws is set to 2. The window
compensates for the noisy laser readings typically observed between the front and
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back walls of the hole, as represented in Fig 2. Each edge is additionally marked
as ‘positive’ or ‘negative’ based on the sign of the difference in 5.

A hole is ‘detected’ where a sequence of negative edges is followed (not nec-
essarily immediately) by a sequence of positive edges. By using our 3D position
tracker, each ‘positive’ and ‘negative’ edge is placed in 3D space. Holes can also
be tracked by their ‘centre’, which is the average of the ‘negative’ and ‘positive’
3D points.

Finally, detected hole centres from all the laser scans are combined. If two
laser scans pass through the same hole, their respective centres (in 3D space)
will be close. Therefore, to combine the hole centres from multiple scans, we
use hierarchal clustering, [3], on the hole centres. The collapsing metric for the
clustering is the euclidean distance between hole centres. The maximum value
for collapsing clusters is typically 0.2m.

3.3 Hole Detection Post-filtering

The basic hole detection technique will also detect as holes a number of other
undesired elements, such as passageways. Post filtering is applied to these false
positives to remove any ‘holes’ that do not meet a given set of properties. Such
properties can include the dimension between edges, a hole’s height, or location.
Useful filtering metrics are described further in section 6.2.

4 Correlating Camera and Laser Data Features

Before correlation can be performed, the frames of reference (such as cam-
era/laser space) of each feature must be aligned. Since the location of sensors
on a robot are known, it is straightforward to define kinematic chains, specific
to each robot, to perform the alignment.

In conducting feature correlation, care must be taken. Sensor data used by
each detection method is captured independently. It is possible that the data
are not captured simultaneously. Thus, if the robot has moved some distance
between the times at which each sensor captured its data, any correlation is
meaningless. Additionally, there may also be minor spatial errors between each
sensor.

Two features are said to correlate (ie. relate to the same physical entity) if
they have been detected within a small time frame and occur within a small
radius of each other.

5 Autonomous Policy for Victim Identification

The autonomous victim identification policy is implemented as a decision tree
that considers the blob and hole features before determining what physical action
the robot should perform. The decision tree is periodically evaluated, as new
features from the environment are detected.



544 T. Wiley et al.

The complete decision tree that calculates and refines various physical settings
of the robot (such as motor positions) is described in full detail in [12]. Here, we
provide the general rules that govern the decision tree.

The default decision is to explore the environment to find signs of victims.
The exploration strategy is unimportant to the victim identification, provided
that it covers previously unexplored areas. Once features have been detected,
the following choices are made:

1. If both a blob and hole correlate, a victim is assumed to be present at that
location. The policy then directs the robot to navigate closer to this location.
Once close enough, the human operator is notified that a victim has been
located. After the operator has reviewed the sensor data, the policy resumes
exploration.

2. If a hole exists uncorrelated to a blob, and is close to the robot (within
2m), the policy centres the thermal camera on the location. If a blob is
subsequently found, this can then be correlated to the hole and processed
by the next iteration of the decision tree. If no blob is found, this location
is discarded. If the hole is not close to the robot, there is no point in the
robot trying to find a victim, as the robot must be close to the victim for the
operator to verify a victim exists. Such a hole is temporarily ignored until
the exploration strategy takes the robot closer to the hole.

3. If a blob exists uncorrelated to a hole, this may indicate a victim, but only
if the victim is on the ground. It is possible for victims to be in open corri-
dors, but injured or trapped under rubble, on the ground and therefore not
contained within a hole. The policy again navigates the robot towards the
victim and notifies the human operator. However, if the blob is above the
ground it cannot indicate a victim, and is likely to have been caused by a
hot object or sunlight.

Care must also be taken to ensure previous victim locations and locations that
were examined but had no victim are not re-examined. A history of the spatial
locations of located victims and previously examined locations is maintained
[12]. Any features that correlate to these positions are ignored.

6 Results

We evaluated the performance of the dynamic hot-pixel threshold, the hole de-
tection and overall autonomous policy.

The robotic platform used for testing is shown in Fig. 3. The robot has a FLIR
ThermoVision A10 Thermal Camera, a SwissRanger SR3000, and an autoleved
Hokuyo UTM 30LX laser range-finder that is able to be tilted.

6.1 Dynamic Hot-Pixel Threshold

The ability of the dynamically calculated threshold for hot-pixels in the thermal
image was tested using both human subjects and hot objects, such as bottles
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Fig. 3. Robotic Platform

filled with hot water. Fig. 4 shows a low threshold ramping upwards over time
to exclude the background. Any pixels below the threshold are set to black. Fig.
5 shows the threshold ramping down, after a bottle with hot water is removed
leaving a second bottle containing warm water. In each case, the threshold took
2-3 seconds to ramp to its final value.

Fig. 4. Hot-pixel threshold increasing from left to right with human subject

Fig. 5. Hot-pixel threshold decreasing from left to right after the one bottle is removed

6.2 Hole Detection

We tested the hole detection using situations typical of RoboCup Rescue simu-
lation environments. To simulate cavities, victims were placed behind walls or in
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boxes with holes drilled through them. A standard test case is the scene depicted
in Fig 6. The hole to detect is situated in the cardboard box in the middle of
the scene. This scene is useful for testing as it contains flat sections, walls and
two open passageways, all typical features of disaster environments.

Fig. 6. Sample scene containing a hole

To obtain enough data for reliable hole detection, laser scans over a 5 second
period were collected. That is approximately 100 scans collected at a rate of 20
scans per second1. Fig. 7 shows a top-down view of the same scene from the data
collected by the laser scans.

Fig. 8 shows the results of the hole detection. Negative edges are marked in
red, positive edges in yellow, and hole centres in white.

As noted in section 3.3, post-filtering methods are required. For these simu-
lations, we post-filtered the holes by:

– The difference threshold for equation 5 is 0.5m, and a minimum threshold
of 0.2m is also used

– Holes must be no wider than 0.5m.
– At least 2 holes centres must cluster together to define a hole.

The algorithm also correctly locates holes if they are not directly in front of the
robot. Fig. 9 shows a hole at a height of about 1m being detected where the
robot had a side-on view.

The speed at which the hole detection runs is important for real-time robotics.
The algorithm takes, on average, 2 seconds for a single iteration. This is depen-
dent upon the number of positive/negative edges in the scene. For our purposes,
this speed is more than sufficient.

6.3 Application with Victim Identification

The feature detection and robot behaviours were evaluated in the 2010 RoboCup
Rescue Real Robots competition. In various rounds, the robot was placed within

1 The Hokuyo laser produces 30 scans per second. The reduced rate is the rate at
which our position tracker can process and align scans
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Fig. 7. Top view of laser data of the sample scene

Fig. 8. Top view of holes computed by clustering

an unknown simulated disaster environment that contained 3 to 4 simulated
victims. A time frame (between 20-25 mins) was given for the robot to find the
victims.

The autonomous policy correctly identified seven out of the eight victims
that came within the visual range of the robot. The policy also incorrectly iden-
tified one location as containing a victim when no victim was present. This
performance was the best among all autonomous robots in the competition, and
significantly contributed to our winning the Best-In-Class Autonomy award.

These results demonstrate the effectiveness of our method. Only two feature
detection methods are used, and by spatially correlating features the robot was
able to solve a complex and challenging task. However, as experienced in past
competitions and testing, without correlating these features this would not have
been possible.

Both the blob and hole detection produced false positives. In fact, the pa-
rameters of both algorithms were tuned so that this occurred, as this reduces
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Fig. 9. Hole detected when robot is on an angle to the hole

the number of false negatives. Correlation allowed false positives to be easily
discarded, as it is unlikely both detection methods would produce false posi-
tives that correlated. In testing before competition, when close correlation was
not used, the robot became overwhelmed by false positives from both detec-
tion methods and failed to find victims. Therefore, the spatial correlation is the
definitive reason the autonomous behaviours could successfully identify victims.

The ability to allow false positives additionally improved efficiency by reducing
the amount of pre/post-filtering required. On a platform with limited computing
power, running a variety of other systems, CPU time is at a premium. Improving
CPU performance helps not only the victim identification but other algorithms
as well.

7 Future Work

While effective, the feature detection methods presented are specifically tuned
for the layout of the RoboCup Rescue competition. Performing multi-source
correlation from a variety of additional camera or other types of sensors will
allow the behaviours to be more flexible to variations in victims.

Likewise, the hole detection was very successful for identifying a limited range
of hole types. It is possible to vary the types of post-processing filters in order to
identify other features such as doorways, wall corners and rounded objects such
as barrels.

8 Conclusion

The blob and hole detection algorithms presented in this paper provide a reliable
and efficient method of finding features of victims in a disaster environment.
Further, by projecting these features into 3D space they can be correlated to
provide additional information about the object. The correlation enabled an
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autonomous robotic behaviour policy to use a limited number of features to
reliably locate victims.
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