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Abstract. Service robots could use textual information to perform im-
portant tasks, like product identification. However, natural scene text
such as found in household environments can be very arbitrary in terms of
size, color, font, layout, symbol repertoire, language, etc. This large vari-
ability makes robust text information extraction extremely difficult. Our
work on textual information extraction for gray-scale still images uses
adaptive binarization, connected component classification with a support
vector machine and filtering based on the proximity of the connected
components to their neighbours. The contribution of our approach is
the use of a partially synthetic dataset for training. This decreases the
burden of ground truth labelling at the connected component level. Our
experiments show that classification generalization on real instances can
be attained when training a classifier with synthetic data. We present
our results on the ICDAR dataset.

Keywords: Natural scene text, object identification, adaptive binariza-
tion, support vector machine, synthetic dataset.

1 Introduction

Text can be found in many forms in household environments, e.g. books, news-
papers, product wrappings, etc. Hence, service robots would profit substantially
from the ability to read text; one application we can think of is product identi-
fication. In the RoboCup@Home1 competition this is often done with classifiers
trained on appearance based features. However, this approach suffers from an in-
herent lack of generalization in the sense that, given that the product wrappings
change over time, a well performing classifier can easily be rendered useless.
Moreover, the same product can have completely unrelated appearance across
different vendors. On the contrary, the text found in the products has regularities
useful for identification, which are likely to be consistent under different brands
and in accordance with the product class. For example, a ketchup bottle will of-
ten exhibit text as “tomato”, “ketchup”, “sauce” whereas rat poison bottles will

1 http://www.robocup.org/robocup-home/
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unlike have “delicious” written on them. Beyond our intentions, advances in text
information extraction (TIE) have other important applications: aiding visually
impaired and blind humans, image and video databases indexing, surveillance
and tracking systems, etc.

Unfortunately, TIE from real scene images is very challenging and to the
best of our knowledge, high hit rates as found in other computer vision appli-
cations are rarely seen, except under very constrained conditions or when prior
information on the targeted text is available. Specifically in the case of product
wrappings and book covers, there is a huge variety of fonts, sizes, colors, lay-
outs, languages, symbol repertoires, materials, etc. This issue was analysed on
a comparative study, in which principal component analysis (PCA) was applied
to text and faces images; text had a much larger number of non-zero eigenvalues
and consequently, more features would be needed to preserve a certain level of
variance [4]. Nevertheless, we think that TIE is already applicable to the product
identification problem, not as an ultimate solution, but as a way of getting more
cues for the sake of robustness. TIE can be divided in several sub-problems,
among which we can identify2:

Detection. To discriminate between images containing text an images without
text.

Localization. To identify and delimit areas containing text, in other words, to
define regions of interest (ROI).

Extraction. To separate the text from its background, producing a binary im-
age.

Rectification. To correct distortions induced by perspective and simplify the
text layout.

Recognition. To transform text in an image into a string of symbols.

Our work addresses detection, localization and extraction; however localization
and detection are tackled as a single problem, a common practice. In these steps,
machine learning is a common practice in one form or another.

Localization methods can be divided into three categories: region-, connected
components (CC)- and hybrid-methods. Region based methods assume that text
areas3 in the image have distinctive features respect to non-text areas. They are
specially well suited for low resolution text, in which text components are merged
with each other. To obtain training data for supervised learning it is enough
to have the text areas bounding rectangles. For CC methods, those distinctive
features are extracted from connected regions of arbitrary shape, defined under
some concept of homogeneity. These methods perform well on “big” characters
in which individual components do not touch each other. Obtaining training
sets involves manually labeling CCs, an extenuating process. Hybrid methods,
employ techniques proper from region and CC methods.

Extraction is the segmentation of the text from the background; an important
issue because it increases the accuracy of optical character recognition (OCR)

2 In practice, some of these steps depend on each other.
3 Usually rectangular neighbourhoods.
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systems [8]. Extraction can be grouped in two broad categories: clustering and
binarization. Clustering often involves learning labels for the data without super-
vision. In contrast, binarization assumes two classes of objects, background and
foreground; the classes are assigned using thresholds whether global or local. Re-
gardless of the method, if extraction is done before localization, a large amount
of non-text elements will also be usually present, which need to be classified and
discarded somehow.

Now, we briefly summarize some important contributions made by other au-
thors. [4] introduced an hybrid localization method based on Adaboost and low
entropy features. For region validation the method also acts at the CC level,
extracting the CCs using a stroke width invariant version of Niblack binariza-
tion. [17] developed a CC based approach (Niblack binarization and mean-shift
were explored) and text CCs discrimination using a cascade of classifiers. They
used a very rich set of features, including different moments invariants; the tar-
get application was container tracking. An hybrid based text localization system
based on ensemble learning, probability maps, CC extraction and two stages of
classification with a conditional random field is illustrated in[10]. [2] elaborates
on the use of synthetic data for training a multi-layer perceptron to map fea-
tures from the gradient histogram into an estimate of the text’s pose. Niblack
binarization was found to be the best binarization technique for general text in
[14], thus it has been often applied whether “as is” or with some modifications
[10,9,4,17,16]. A high performance text extractor based on k-means clustering,
denoising using log-Gabor filters and other post processing steps can be found in
[8]; one interesting result is that, for robust clustering, the selection of a distance
metric is more important than the color-space. A commonly used TIE dataset
has been released by [7].

Our method is based on adaptive binarization, CC classification using a sup-
port vector machine (SVM) [5] and filtering based on the proximity of the CCs to
their neighbours. The contribution of our work is the use of a partially synthetic
dataset, which greatly alleviates of the burden of datasets preparation. This doc-
ument is organized as follows: A description of specific problems addressed in this
document can be found in Sect. 2. Our approach is briefly described in Sect. 3
and details on image segmentation are given in Sect. 3.1. Training data gener-
ation and features used for classification are covered in Sect. 3.2 and Sect. 3.3.
Our experiments are illustrated in Sect. 4. Finally, our conclusions and future
work can be found in Sects. 5 and 6 respectively.

2 Problem Statement

Currently, TIE remains a general open problem with many associated subprob-
lems. We are interested in providing a robot with the ability to read text from
2D images. Although several approaches have been devised for TIE, integral so-
lutions are still missing. In general, machine learning has demonstrated to be
useful in this domain. Unfortunately, to apply such techniques, large amounts
of training data are necessary. This becomes an important concern specially for
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CC based methods because labeling CCs into text and non-text requires a lot
of effort and is error prone. Therefore, we would like to explore the use of syn-
thetically generated text. Besides of the high variability found in natural scene
text, common annoyances to other computer vision tasks are also present, e.g.
illumination inhomogeneity, acquisition parameters, viewpoint, noise, perspec-
tive distortions, background clutter, occlusion, etc. Those variations would be
very hard to emulate altogether.

3 Learning to Discriminate Text from Synthetic Data

Our method consists of the following basic steps (see Fig. 1, Fig. 2 and Fig. 3):

– Adaptive binarization. We select pixels found in homogeneous regions of high
contrast (HRHC). We convert the input image into two binary images called
planes. The “on” pixels in the first and second planes correspond to pixels
in HRHCs darker and lighter than the background respectively.

– Connected components extraction. We group individual pixels into regions.
Two “on” pixels belong to the same CC if and only if there is a path of “on”
pixels between them.

– Connected component classification. We use an SVM to filter non-text CCs.
The classifier was trained using a partially synthetic dataset to ease the
acquisition of training data. After the SVM classification, a neighborhood
graph of CCs is created using the linkage rule given in Eq. 1 [10]. Those CCs
not connected with any other CC are discarded.

dist(CCi, CCj) < 1.5×min(max(width(CCi), height(CCi),

max(width(CCj), height(CCj)) .
(1)

3.1 Niblack Adaptive Binarization

For intensity based segmentation we will use the Niblack binarization algorithm
and a stroke width independent version of it [4]. Some advantages of this method
are: its relative simplicity, its low sensitivity to parameter values and its adequacy
for parallelization. The algorithm separates an input gray scale image I into
HRHCs and produces an output image O in which those regions have distinctive
intensity values (see Eq. 2).

O(x, y) =

⎧
⎪⎨

⎪⎩

0 if I(x, y) < Tr−(x, y)
255 if I(x, y) > Tr+(x, y)

100 otherwise

. (2)

The thresholds Tr± are estimated adaptively for each pixel using Eq. 3.
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Fig. 1. Method block diagram. We aim at decreasing the effort put on dataset prepa-
ration for CC based methods. Training data for the non-text class is extracted from
binarized versions of the images in the ICDAR train dataset. Examples of the text
class are generated synthetically. Both example sets are joined into a training dataset.
During online operation, the image is processed with the Niblack algorithm and each
of the produced planes are processed by extracting CCs and features out them that are
passed to the classifier. All CCs labeled as text are rendered into the output images.

Fig. 2. Performance of our system on items commonly found in household items. Input
images on top and result images on bottom.

Tr±(x, y) = μr(x, y)± kσr(x, y) . (3)

where σr(x, y) and μr(x, y) are the standard deviation and mean value of the
intensity in a window of size r × r centered at (x, y) and k weights σr(x, y).
In order to have symmetric windows, r must be odd. Our implementation was
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Fig. 3. Example of the performance of our system. From left to right: original, bina-
rized, plane 1 and 2 after SVM classification and plane 1 and plane 2 integrated after
CC proximity filtering.

boosted using integral images [13] as described in [11]. By using two integral
images it is possible to calculate the sum S(x, y, r) and sum of squared S

2(x, y, r)
intensity values within a squared region of size r×r centered at (x, y) in constant
time, for any r; with those values, the calculation of μr(x, y) and σr(x, y) is
trivial. To efficiently apply the algorithm close to the borders of the image,
the integral images are created from an extended version of the original image
in which the content of the bordering pixels was replicated R/2 pixels at each
border, where R is a necessary upper-bound for r to limit the size of the extend
image. In the case of text, r accounts for the stroke width, a fixed parameter
in the original Niblack binarization algorithm. In [4] the algorithm was further
developed by introducing Eq. 4. From now on, we will refer to this variant as
Chen-Niblack binarization.

r(x, y) = argmin
r

(σr(x, y) > Tσ) . (4)

3.2 Training Data Acquisition and Generation

To generate training data for the text class, we used a python4 script that renders
random strings with random font and size in two kinds of images; a binary image
which stands for ideally segmented text and a color image which is drawn using
different colors for background and foreground, the colors are selected randomly
from a set of predefined colors. We constrained ourselves to use the standard
font set distributed with our OS5 and removed overly artistic, cursive and non
Latin based fonts, besides of adding rotation as unique distortion. Our rationale
behind this is that, emulating all possible annoyances found on natural scene
text would be a quite challenging pursue by itself.

4 http://www.python.org
5 Mac OS X Snow Leopard.

http://www.python.org
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CCs for the non-text class come from binarizing and separating into planes
the images in the ICDAR training dataset. All CCs with overlap with the text
areas bounding rectangles in the standard ground truth were dismissed, unless
the CCs contain the bounding rectangles they overlap with (see Fig. 4). During
binarization, we noted that a large number of tiny CCs were produced. To de-
crease the amount of training data, those CCs, with height less than 10 were also
discarded. Features vectors of the features listed in Sect. 3.3 are extracted from
all remaining CCs and labelled automatically as text or non-text and assembled
into a training set.

(a) (b) (c) (d)

Fig. 4. Examples of the images from which training features are extracted. 4(a) and
4(b) are synthetically generated text images for the same random string; 4(a) is an
ideally binarized version and 4(b) a color version. 4(c) and 4(d) non-text class examples.

3.3 Features Used

The features to use when planning a classification schema are a key issue. Good
features capture regularities within a class and provide separability between
classes. Since we are working on synthetically data generated in a simple way,
we decided to use shape based features (except for EdgeContrast). If you think
of the synthetic text instances as perfectly segmented text CCs obtained from
a natural image, these features should resemble the features extracted from a
manually prepared dataset. We use the following features to train our classifiers:

1. CCCount = |{c ∈ CCs : c �= CCi∧contains(bb(CCi), bb(c))}|, where CCi is
the CC being evaluated, CCs are all CCs in the same plane, and bb extracts
the bounding box of a CC and contains(b1, b2) is true if b1 contains b2.

2. HoleCount. The number of holes in the CC . Characters have low hole count,
e.g. “H” contains no holes and “O” contains just one hole [16].

3. Roughnessopen = |fill(CC) − (fill(CC) ◦ S)|/|CC|. Using the open mor-
phological operator [16]. Where fill, fills the holes in CC and S is a box
structuring.

4. Roughnessclose= |fill(CC)− (fill(CC)•S)|/|CC|. Using the close morpho-
logical operator [17].

5. AspectRatio = max(width(CC)/height(CC), height(CC)/width(CC)).[16].
6. Compactness = area(CC)/|contour(CC)|2 [16].
7. EdgeContrast = |contour(CC)∩gradient(CC)|/|contour(CC)|. We do not

use the canny edge detector as in [16], instead we just use a 3 × 3 Sobel
operator. This feature is the only feature extracted out of the synthetic
color text images.
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8. Hu Moments. Seven linear combinations of central moments [6]. They are
invariant to several distortions but are not orthogonal.

9. Zernike and Pseudo-Zernike invariants. These features [12] are derived out
of the Pseudo-Zernike and Zernike moments and are calculated after fitting
the image to a circle. These moments are orthogonal within the unit circle
and their moduli (called invariants) are rotation invariant and are what we
use as features. Translation and scale invariance are achieved with the help
of geometric moments mn,m =

∫ ∫
xnymf(x, y)dxdy. Translation invariance

is accomplished by translating the CC’s image, so that its center of mass
(COM) (x̄, ȳ) is at the origin, where x̄ = m10

m00
and ȳ = m01

m00
. For scale in-

variance, we simply divide the moments by the CC’s image mass m00 [1]. In
general, both kinds of moments come from the same basic equation, which
states that the moment of order n and repetition m is defined as 6:

Cn,m = α

∫ 2π

0

∫ 1

0

Rn,m(r)e−imθf(r, θ)drdθ . (5)

Where α is a factor, Rn,m(r) is a radial polynomial, i is the imaginary
unit , f(r, θ) is the intensity of the image at polar coordinates (r, θ), r =√
(x− x̄)2 + (y − ȳ)2/R, 0 ≤ r ≤ 1, θ = arctan( yx ), x and y denote the

position of a pixel in the image and R is the distance between the image
COM and the farthest “on” pixel from it. The difference between Zernike
and pseudo-Zernike moments lies in how Rn,m(r) and α are defined. For
Zernike moments:

Rn,m(r) =

n−|m|
2∑

s=0

(−1)s(n− s)!

s!(n+|m|
2 )!(n−|m|

2 )!
rn−2s . (6)

Subject to the constraints |m| ≤ n, n − |m| and n − |m| is odd, we can

calculate up to (n+1)(n+2)
2 moments for a given maximum order n, α = n+1

π .
In the case of Pseudo-Zernike moments:

Rn,m(r) =

n−|m|
2∑

s=0

(2p+ 1− s)!

s!(n+ |m|+ 1− s)!(n− |m| − s)!
rn−s . (7)

Subject to the constraints |m| ≤ n and n > 0, we can calculate up to

(n + 1)2 moments for a given maximum order n, α = 2(n+1)
π . Moments for

which m < 0 are not used since Cn,m = C∗
n,−m, thus |Cn,m| = |Cn,−m|,

where ∗ denotes the complex conjugate.

4 Experimental Evaluation

We present some experiments to asses the performance of our method. We begin
by training four SVMs using different combinations of features and 14 000 train-
ing examples, 50 % for the text and 50 % for the non-text class. The training

6 The integrals are replaced by sums in the case of digital images. Factorial calculations
are cached using a recursively fill-up-on-demand look up table.
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data generation was explained in Sect. 3.2. The four SVMs use the first seven
features described in Sect. 3.3. One of the SVMs also uses Hu moments, whereas
the others use Zernike and Pseudo-Zernike invariants.

H7 Hu moments.
Z10 Zernike invariants up to the 10th order.
P10 Pseudo-Zernike invariants up to the 10th order.

Z10-P10 Zernike and Pseudo-Zernike invariants, both up to the 10th order.

The results are measured in terms of precision p, recall r and their harmonic
mean f = 1

α/p+(1−α)/r , for α = 0.5. We measure p and r using the ICDAR

[7] and Wolf definitions [15] 7. Since our approach lacks word grouping, using
word based ground truth, as currently available, would not be fair. For this
reason we labelled the ICDAR test dataset trying to adhere as good as possible
to the bounding boxes of the text CCs and used the resulting ground truth 8

for evaluation. Table 1 illustrates the performance of the different classifiers.
The images were binarized by the original Niblack algorithm with k = 0.5 and
r = 223. In general, the classifiers using Zernike and Pseudo-Zernike invariants
performed better than H7.

Table 1. Classification performance. Note that the classifiers trained using Zernike
and Pseudo-Zernike invariants produce very similar results and outperform H7. The
results are very dependent on the quality of the image binarization.

ICDAR Wolf

Classifier p r f p r f

H7 0.57 0.55 0.56 0.53 0.51 0.52
Z10 0.68 0.56 0.62 0.63 0.52 0.57
P10 0.76 0.52 0.61 0.70 0.48 0.57

Z10-P10 0.77 0.51 0.61 0.71 0.48 0.57

Our second experiment is concerned with the classification performance us-
ing Chen-Niblack binarization, for R = 223. Fig. 5(a) shows the performance
change for H7 given different values of Tσ using the same values for the other
parameters as we did with Niblack binarization. As we can see, larger values
of Tσ improve the classification, although after Tσ = 70 this tendency is less
pronounced. With the tested parameters, using Chen-Niblack binarization pro-
duced no classification improvement. On a final experiment we set Tσ = 100
and use the P10 classifier with the Niblack and Chen-Niblack algorithm without
significant changes in performance (see Fig. 5(b) and Fig. 5(c)) .

7 For evaluation, we use the software found at
http://liris.cnrs.fr/christian.wolf/software/deteval/index.html.
The default values have been used for the Wolf metric.

8 Available at http://home.inf.h-brs.de/~jalvar2s/

http://liris.cnrs.fr/christian.wolf/software/deteval/index.html
http://home.inf.h-brs.de/~jalvar2s/
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Fig. 5. 5(a) Effect of Tσ and Chen-Niblack binarization on the classification perfor-
mance of the H7 classifier, f -mean is the mean value of the ICDAR and Wolf f metrics.
5(b) Results using P10 and Chen-Niblack binarization. 5(c) Results using P10 and the
standard Niblack algorithm. These results were obtained without the CC proximity
filtering.

5 Conclusions

We developed a CC classification schema to discriminate between text and non-
text examples, the training was done only with synthetically text. This reduced
the amount of work spent on preparing the datasets. Our results show that the
SVM classifiers were able to generalize from the features extracted from the
synthetic text instances to real scene images. We tried different feature combi-
nations although the differences in performance were minimal for the classifiers
Z10, P10, and Z10-P10. This may point out that the first seven features intro-
duced in Sect. 3.3 were too dominant. Besides, the experiments run in less than
10 minutes using H7 but for the classifiers using Zernike and Pseudo-Zernike
invariants, the execution times rises to up to 6 hours. In this sense, the improve-
ment in performance might not be worth the execution time increase. With
respect to binarization, we did not notice a significant improvement using the
Chen-Niblack algorithm and observed that the original Niblack algorithm can
account for a variety of stroke widths given large values of r.
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6 Discussion and Future Work

In this work we focused on TIE on static images taken by a human. However,
TIE in robotics has further challenges and offers more possibilities. For example,
a robot has to capture the images; this is a problem, but also an opportunity
in the sense that a robot could optimize the acquisition parameters and the
view point ; this requires consideration of the kinematic constraints of the robot,
planing, scheduling, etc. Besides, a robot usually counts with more sensors than
just a camera. Those sensors could be useful, for example, to eliminate common
sources of false positives.

Regarding the diminution of the dataset preparation effort, we need an in-
depth feature selection and a cascade classifier to be able to use Zernike and
Pseudo-Zernike moments and reduce the execution time. Other possibility would
be to add more discriminative features and down-sampling the training datasets
of the SVMs, since the slow performance is due to the large number of support
vectors found during training. An interesting research direction would be to
pose the CC classification or text localization in general into a novelty detection
problem, i.e. two-class classification for which data of one of the classes is hard
to get.
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