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Abstract. With the introduction of services, software systems have be-
come more flexible as new services can easily be composed from existing
ones. Service composition frameworks offer corresponding functionality
and hide the complexity of the underlying technologies from their users.
However, possibilities for anticipating quality properties of composed
services before their actual operation are limited so far. While existing ap-
proaches for model-based software quality prediction can be used by ser-
vice composers for determining realizable Quality of Service (QoS) levels,
integration of such techniques into composition frameworks is still miss-
ing. As a result, high effort and expert knowledge is required to build the
system models required for prediction. In this paper, we present a novel
service composition process that includes QoS prediction for composed
services as an integral part. Furthermore, we describe how composition
frameworks can be extended to support this process. With our approach,
systematic consideration of service quality during the composition process
is naturally achieved, without the need for detailed knowledge about the
underlying prediction models. To evaluate our work and validate its appli-
cability in different domains, we have integrated QoS prediction support
according to our process in two composition frameworks – a large-scale
SLA management framework and a service mashup platform.

1 Introduction

In recent years, service-oriented systems have gained more and more attention
from software providers and consumers. Reduced ramp-up-time, infrastructure
cost and management advantages reside on both sides [1]. Meanwhile, service
providers do not only offer single services but also composed services on demand,
according to individual customer requests. Service composition frameworks are
emerging [2,3] allowing for intuitive creation of composed services without re-
quiring expert knowledge about the underlying technologies.

Apart from functional requirements, Quality of Service (QoS) properties –
such as performance and reliability – are increasingly important to assure user
acceptance. Anticipating QoS properties of dynamically composed services is
challenging, as it is typically not feasible to create and test each possible com-
position that a customer might request in a laboratory or field environment.
A potential solution to this problem is the use of model-based software quality
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prediction [4], which does not require the actual execution of services in order
to assess them. Rather, it uses simulations or analytical calculations to pre-
dict service quality based on the specification of the service architecture and its
quality-relevant factors.

However, the missing integration of predictive capabilities in the composition
frameworks is a major obstacle to the use of quality prediction approaches. If
prediction is applied in isolation, the manual specification of the required input
information is laborious and sometimes even impossible due to missing knowl-
edge about the internals of the service architecture. Furthermore, many predic-
tion approaches require to understand the specifics of the employed prediction
models. Especially if a customer is interested choosing one of several possible
alternatives for service composition, evaluating all of them through repeated
manual prediction is highly impracticable.

To overcome this problem, we present a quality-aware service composition pro-
cess in this paper. This process includes QoS prediction for composed services as
an integral part and to support the decision between multiple composition alter-
natives. Furthermore, we describe how composition frameworks can be extended
to support our process. The description includes a set of components and inter-
actions that realize the envisioned functionality. We validate our work in two
case studies where we integrate QoS prediction support in a large-scale SLA
management framework and a service mashup platform. In these case studies,
QoS prediction is based on the Palladio Component Model (PCM, see [5]).

The contributions of this paper are (i) a quality-aware service composition
process, (ii) a schema for integrating corresponding QoS prediction support in
service composition frameworks, and (iii) two case studies using a reference im-
plementation based on the PCM.

The remainder of this paper is structured as follows: First, Section 2 provides
an introduction to model-based software quality prediction and service compo-
sition as relevant foundations for our approach. Our recommended process is
introduced in Section 3, followed by the integration in composition frameworks
in Section 4. Section 5 describes the provided reference implementation and the
two case studies before conclusions are drawn in Section 6.

2 Foundations and Related Work

The work presented in this paper is based on two major research areas. On
the one hand, model-based software quality prediction provides a foundation
for the predictive capabilities to be integrated in the process. On the other
hand, service compositions provide new flexibility for software creation, but also
challenges regarding the consideration of QoS properties. In the following, both
areas are presented in more detail, followed by a discussion of related work to
our approach.

2.1 Services and Service Compositions

Software services are self-describing entities. They encapsulate application
functionality and information resources, and make them available through
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programmatic interfaces [6]. This encapsulation empowers service compositions,
which orchestrate a set of existing services to a new service or application, to
provide more complex functionality [7]. The composition of services is described
as a workflow using a modelling or programming language, such as the Busi-
ness Process Execution Language (BPEL) [8] or any kind of glue code. Recent
developments aim to ease the service composition to enable people with lit-
tle or none programming or engineering skills to do this. Service composition
frameworks and platforms provide non-programmers with flexible and intuitive
general-purpose development environments [9], such as IBMMashup Center [10],
Yahoo! Pipes [11], and DreamFace [12].

The value of composed services is not only assessed in terms of functionality,
but also according to their QoS properties, such as response time, throughput
or reliability [13,7]. Service Level Agreements (SLAs) have been introduced to
contractually define the terms and conditions of a service delivered to a customer.
SLA terms may relate to functional and QoS properties, as well as qualifying
conditions (such as expected workload). The major constituent of an SLA is its
QoS-related information [6].

2.2 Model-Based Software Quality Prediction

Model-based software quality prediction may relate to different QoS properties,
such as performance and reliability. Regarding performance, Smith et al. es-
tablished the term Software Performance Engineering (SPE) combining perfor-
mance analyses with a focus on software design [14]. Meanwhile, the performance
engineering community has developed numerous approaches with improved ac-
curacy and usability as surveyed in [15]. Similarly, various approaches exist to
predict reliability of software systems and services [16].
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Fig. 1. OMG Quality Prediction Process [17]

A general process for model-based quality prediction has been defined by
the Object Management Group (OMG) and is presented in Figure 1 [17]. The
starting point of the process is a model of the software itself. In the next step,
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quality-related annotations are added using either a specific UML profile, such
as the UML profile for Schedulability, Performance and Time (UML-SPT) [18],
the UML profile for QoS [19], the UML-MARTE profile [20], or a quality-specific
modelling language, such as KLAPER [21] or the Palladio Component Model [5].
The annotated model is then transformed to a QoS analysis model, such as a
queueing network [22], Petri net [23], Markov chain [24] or Bayesian network [25],
for the prediction itself. The prediction results may be further processed or
aggregated if necessary, and returned as a feedback to the modeller, allowing to
assess expected QoS levels, and to decide between architectural alternatives.

2.3 Related Work

Various aspects of QoS-aware service composition have been addressed in litera-
ture [7], including service discovery and optimization strategies. Klein et al. [26]
used linear programming techniques to provide a set of probabilistic service se-
lection policies to chose services at runtime. However, their approach requires
runtime information, they are focused on a long-term optimization, and they
assume that services can be chosen automatically. Canfora et al. [13] use ge-
netic algorithms to optimize the service selection within a composition. Their
algorithm considers QoS as well as cost parameters. However, they are focused
on runtime service selection and optimization and do not consider SLA-based
quality prediction of service compositions in advance. Garcia et al. [27] describe
a framework for service selection based on functional and non-functional prop-
erties. However, they are focused on single service discovery and do not consider
QoS prediction for service compositions.

A closely related work to our approach is a model-based analysis of service com-
positions utilizing UML activity models by Gallotti et al. [28]. It describes an as-
sessment of service execution time and reliability properties that can be applied
at design time. The activity models which describe the composition are enriched
by exploiting a subset of the MARTE UML profile [20]. However, the approach
does not consider the automated integration in a service composition framework
transparently to the service composer. It also does not process available SLAs to
extract quality-related information tomerge them into a quality predictionmodel.

In a preliminary work [29], we describe the details of the QoS prediction
integration in the service mashup platform that constitutes our second case
study in this paper (see Section 5.3). However, we do not derive a generalized
prediction concept and composition process as we do in this paper.

3 Quality-Aware Service Composition

This section introduces our approach of a service composition process with in-
tegrated quality prediction. The process describes general steps to create com-
posed services that fulfil given quality requirements. It is designed to consider the
generic quality-influencing factors of service compositions, which are presented
in Figure 2. The first factor is the service composition workflow (i.e. control and
data flow and interactions between involved services) that can have a big impact
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on the quality of the composed service. The second factor is second, QoS prop-
erties of externally required services (e.g., response time and throughput) that
can have a significant impact, too. The third factor is the infrastructure used
to execute the composed service. Characteristics such as the available memory,
storage throughput, and cpu performance are relevant for the service execution.
Finally, the service usage influences the service quality – for example, a service
might perform well for a small user group with a low arrival rate, but it might
show a poor performance for a large user group with frequent service requests.
Usage characteristics of interest include the expected workload and invocation
behaviour, including call frequencies and input data. External service quality,
infrastructure quality and service usage profiles can be contractually specified
through SLAs and, thus, be automatically taken into account for QoS predic-
tion. Notice that, in order to achieve accurate prediction results, the underlying
QoS prediction method should be chosen in a way such that it explicitly takes
all described factors into account.

Figure 3 presents an UML activity diagram describing our proposed generic
process. This process is conducted by a user of a service composition framework,
namely a service composer. The right hand side of the figure shows artefacts
related to external services used by the composed service. The left hand side
shows QoS requirements that the composed service has to provide. In the central
area, the main steps of the process are shown.

The process starts with the specification of the service composition workflow,
which can either be created on demand or chosen from a set of predefined work-
flows. In both cases, the service composition workflow includes dependencies to
external software or infrastructure services required to realize and execute the
composed service. Based on the specified workflow, the service composer selects
external service instances that match the referenced descriptions. There might
be multiple instances available per description with different QoS properties, as
specified in the corresponding SLAs.

The service selection and the usage profile specification provide SLAs which
contain all relevant information to automatically derive a quality prediction



136 B. Klatt et al.

Service Composition

Service Composition
Workflow Specification

Service
Selection

Prediction

Service Binding

Quality 
requirements 

fulfilled?

Service
Description

SLA

Service
Implementation

<<implements>>

Service Quality
Requirements

Selection 
Time

Run-Time

Design Time

Fig. 3. Service Composition Process: Steps and Artefacts

model. Based on this prediction model, an automated quality prediction can
be performed to provide feedback about the ability of the composition to satisfy
the customer’s quality requirements. Due to the high envisioned degree of au-
tomation, the service composer does not need any expert knowledge about the
underlying prediction models.

The prediction results are compared with the initial quality requirements. If
they are not satisfied, the service composer can select other external service in-
stances with different QoS properties and repeat the prediction. If applicable,
the composer can also change the set of considered quality requirements or the
workflow specification itself to adapt the preconditions of the scenario. Service
selection and prediction may be repeated multiple times, without actually in-
stantiating and executing the composed service, until a satisfying configuration
is found. Eventually, the process moves on to the instantiation of the composed
service, indicated in Figure 3 through the binding step.

4 Framework Integration

This section discusses how service composition frameworks can be enhanced
with predictive capabilities according to our quality-aware service composition
process. The prediction functionality is provided by a Service Quality Prediction
(SQP) component which can be integrated in a composition framework. The
details of concrete SQP implementations may vary between different frameworks;
however, the conceptional specification as provided here is still valid.
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Figure 4 shows how the SQP component is integrated into a composition frame-
work. An important aspect of the integration is the transparency of the QoS pre-
diction details to the user of the framework, namely the service composer. From
the composer’s point of view, the inputs for the prediction are the specification of
a composed service (i.e. the composition workflow specification and the selected
external service instances), the envisioned service usage and a set of quality re-
quirements. These inputs are specified in a user-oriented way, through the inter-
face between the framework and the composer. Similarly, prediction results are
returned as a feedback to the composer in a form that is most understandable
and meaningful to him (e.g., a graphical presentation of predicted QoS metrics or
a simple statement if the given QoS requirements are met).

Internally, the composer’s inputs are translated to a valid input format for
prediction. This translation may include several aspects such as automated in-
terpretation of machine-readable SLA contents and automated creation or adap-
tation of prediction models. Similarly, prediction results may have to undergo
further processing such as aggregation or translation into user-understandable
result metrics before they are presented to the service composer.

This decoupling between user- or framework-specific SLA and service descrip-
tion format from one side, and the internal prediction specific representation from
another side, supports the usage of proprietary and standard formats (e.g., wsdl,
ws agreement, and BPMN). For example, the SLA@SOI framework described
in Section 5.2 encapsulates multiple standards. However, even as intermediary
format no specific standard could be used as they all have different focus. For
example, the ws agreement standard focuses more on the negotiation than the
description of quality properties.

Figure 5 presents further details of the internal structure and prediction work-
flow of the SQP component. The prediction input is delivered to SQP in the
specific format suited for the applied prediction method by an external Predic-
tion Input Creation component. This component acts as an adapter between
SQP and the surrounding framework. Typically, the input includes the predic-
tion model itself and further configuration settings, such as required simulation
depth or maximum simulation time.
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Fig. 5. Internal SQP Structure and Workflow

If the available input information is not sufficient to fully create the prediction
model, an alternative solution is that SQP loads a predefined base model and
adjusts certain parameters of this model according to particular prediction re-
quests. This may be done by an SQP-internal Model Adjustment subcomponent.
Furthermore, the prediction itself, done by simulation or by analytical solving,
may be a time- and resource-consuming task, which should be outsourced to
dedicated prediction servers. To this end, SQP may include a Prediction Client
that sends its requests to a physically remote server. In this case, SQP is a
distributed subsystem on its own rather than a single component. Further SQP-
internal steps include the collection of prediction results returned by the server
and potentially their aggregation (e.g. deriving mean values or percentiles from
prediction probability distributions). Finally, the results are returned to the sur-
rounding framework which may further process them for presentation to the
service composer.

5 Case Studies

To demonstrate the applicability of our approach, we have integrated QoS pre-
diction according to our described process (see Section 3) in two service com-
position frameworks. In the following, we first provide an introduction to the
prediction method we used for realizing the QoS prediction (Section 5.1). Then,
we discuss the two service composition frameworks and how we extended them
(Sections 5.2 and 5.3).

5.1 QoS Prediction with the Palladio Component Model

As a prediction method for our case studies, we have chosen the Palladio Com-
ponent Model (PCM) [5]. While traditionally being tailored towards component-
based software architectures, the PCM can also be used to model and predict the
performance and reliability of composed services, explicitly taking into account
all quality-influencing factors described in Section 3. Its enhanced application
of model driven development (MDD) techniques provides a basis for automated
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transformation of the service composition inputs into prediction models such
as queueing networks (QN) for performance simulation or Markov chains for
reliability analysis. Realized as stand-alone tooling, the PCM modelling and
prediction capabilities have been successfully evaluated in a number of research
and industrial case studies [30,31,32,33].
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Fig. 6. PCM Extension for QoS Prediction of Service Compositions

To achieve a transparent integration of PCM-based QoS prediction into ser-
vice composition frameworks, we have extended the existing PCM Workbench
to offer automated prediction “as a service”. We focus on the performance pre-
diction through QN-based simulation. Figure 6 gives an overview of the PCM
components relevant in our context, including existing and newly added ones.
For stand-alone QoS prediction, software architects use the PCM GUI com-
ponent to create a design-oriented model of the component-based architecture.
The SimuComWorkflow transforms the architectural model to a QN and controls
the actual prediction carried out through the PCM Simulation. The PCMRun-
Configuration offers various configuration parameters for the simulation. A new
SimuComSerivce (a SOAP-based web service) has been developed to enable pro-
grammatically triggered predictions as an alternative to the manual operation.
The service can be remotely invoked and returns aggregated prediction results
to its callers.

While the extended PCM Workbench as described here provides the basis for
applying the PCM in both case studies, the client side required two individual
implementations tailored to the needs of each case study. Figure 6 shows the
implementation provided for the first case study (see Section 5.2) as an example.
The implementation includes a set of components offering a single SQP interface
to the surrounding service composition framework. An internal Service Quality
Prediction component controls the SQP workflow. A ModelRepository stores
and loads PCM-based quality prediction models. The ModelAdjustment adapts
models according to individual prediction requests. The SimuComServiceClient
encapsulates the remote communication with the SimuComService and includes
functionality for results collection and processing as shown in Figure 5.
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5.2 Case Study I: SLA Management Framework

In the first case study, we integrated QoS prediction in a large scale SLA man-
agement framework developed within the SLA@SOI research project [2]. The
central goal of the project is to enable a transparent SLA management across
the whole business and IT stack. It aims to automate SLA negotiation and to
provision, deliver and monitor services in a unified manner with predictable qual-
ity attributes that can be enforced at run-time. Based on our approach, service
performance and reliability prediction can be applied during the SLA negoti-
ation process to support service providers in creating feasible SLA offers, as
illustrated in Figure 7. In addition to the work described in [34], this integration
has been further enhanced and was extended with the experience gathered from
the second case study described below.
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Fig. 7. Quality-Aware Service Composition for SLA@SOI

In the SLA@SOI scenario, a Software Service Provider offers a set of software
services to Service Customers with non-functional property ranges. During SLA
negotiation, a service provider and a customer establish a concrete SLA with
fixed values for the available property ranges. The provider in turn may act
as a customer of other service providers, making SLA negotiation a multi-level
process.

The negotiation is initiated by the service customer, who issues an SLA re-
quest to the provider. Such a request contains a selection of service operations,
as well as a required service quality for a maximum frequency of service invo-
cations. It is the responsibility of the provider to determine if the service can
be offered under the requested conditions and for a reasonable price. To this
end, he starts our identified general quality prediction process as highlighted
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in Figure 7. In the SLA@SOI scenario, he first loads the already existing com-
position workflow provided by the Software Provider for the requested service.
Then, he selects a certain set of SLAs of the required external services. The
latter step includes the selection of appropriate services from external providers,
as well as the negotiation of concrete service quality, usage and pricing for these
external services. As a third step, the service provider uses the service quality
prediction to determine the expected performance and reliability of the target
services. Finally, he evaluates the prediction results. If the results satisfy the
quality requirements of the SLA request, he returns a concrete SLA offer back
to the requesting customer who may accept or decline this offer. If prediction
shows that the quality requirements cannot be met, the service provider can
still return a counter-offer containing the predicted quality to the customer, and
the customer can still accept this offer. Alternatively, the provider can evaluate
other service configurations. If he cannot create any feasible offer in response to
the original request, he rejects the request and no service offer is established.
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Fig. 8. SLA@SOI Framework Support for Automated SLA Negotiation

Figure 8 shows the parts of the SLA management framework that are involved
in the SLA negotiation. QoS prediction is provided by the SQP component
as introduced in Section 4. The service description repository comprises the
SLA registry and a registry for the available service composition workflows. A
Software Planning and Optimization Component (S-POC) as part of a Software
SLA Manager automatically selects service configurations to be predicted on
behalf of the software service provider. The SLA negotiation process is not part
of the approach presented in this paper; further information about this topic can
be found in [35]. The automation removes the burden of manually finding good
configurations from the provider, and hides the complexity of the underlying
multi-level SLA negotiation process.

In the context of the SLA@SOI project, the capabilities of the SLA man-
agement framework have been demonstrated and validated on several industrial
use cases covering different application domains, such as ERP hosting, public
telecommunication services, Enterprise IT management and eGovernment. Ser-
vice performance and reliability prediction has been specifically conducted in
the ERP hosting and eGovernment use cases, as well as an open source demon-
strator centred around a sales services solution. Further details about these use
cases have been published in the SLA@SOI deliverables at [2]. The results show
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that our approach could be applied to successfully integrate quality predictions
in the SLA@SOI framework.

5.3 Case Study II: Service Mashup Platform

In the second case study, we integrated QoS prediction support in the service
mashup platform envisioned by and realized within the COCKTAIL research
project [3]. The platform provides methods and tools for the creation, com-
position and commercial marketing of light-weight services, which are mostly
referred to as service mashups. Integrated aspects of the platform include ser-
vice enabling and operation, logging, user management and accounting based
on flexible pricing models. Our extension of the platform with QoS prediction
capabilities enhances service composition by informing service composers about
the quality properties to be expected for their specified compositions.
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Mashup Editor
(DreamFace)
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Runtime

External Service 1

External Service n

Palladio
Workbench

Provided Service
Mashup

Fig. 9. COCKTAIL Service Platform (excerpt)

Figure 9 shows the parts of the platform involved in the service composition,
namely ServiceRepository, MashupEditor, ServiceRuntime and QualityPredic-
tion. The ServiceRepository contains information about the services that are
available on the platform and their properties, such as the type of service, input
and output parameters, pricing models and quality attributes. The MashupEd-
itor enables the composition of services available in the platform. An existing
MashupEditor named DreamFace [12] has been adopted for the use in the plat-
form. The ServiceRuntime component provides the execution environment for
service operation. The QualityPrediction component provides the QoS predic-
tion support in the platform. It is invoked by the MashupEditor and enables
the prediction of the service quality according to the given service composition
workflow specification, the specified infrastructure and the service usage profile.

Figure 10 presents the top-level process of service composition and quality
prediction in COCKTAIL. There are four roles involved in the service compo-
sition: Service Provider, Service Enabler, Service Composer and Service Cus-
tomer. Service Providers develop services for the platform and provide service
descriptions including quality-relevant characteristics. Service Enablers store the
services in the ServiceRepository and enable their operation. Potential customers
issue service requests which may be associated with specific functional and QoS
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requirements. If a Service Customer’s request cannot be satisfied with an al-
ready existing service, the request is sent to a Service Composer to create a
corresponding new service. As highlighted in Figure 10, this is done according
to the general process proposed in this paper. First, the Service Composer spec-
ifies a composition workflow and selects services from the repository. Specific
to COCKTAIL, those two steps are done iteratively within the MashupEditor.
Next, the prediction is conducted to get feedback about the quality properties
of the service. This feedback is used to assess the service based on its quality
and cost properties. As soon as a satisfying service configuration is found, the
composed service is created and stored in the ServiceRepository bundled with its
specification and quality description. The Service Enabler publishes the service
to be operated in the platform and used by the customer.

The COCKTAIL service mashup platform with integrated quality prediction
according to our approach has been successfully demonstrated and evaluated on
a CRM (Customer Relationship Management) scenario [29].

6 Conclusions and Outlook

In this paper, we have introduced a quality-aware service composition process
and its integration in service composition frameworks. Our process is designed to
consider the quality-influencing factors of composed services, namely the service
composition workflow, the external software and infrastructure service quality
and the usage profile. The proposed framework integration intuitively allows for
consideration of QoS properties during service composition, without the need for
expert knowledge about the underlying prediction models. We demonstrated the
applicability of our approach in two case studies, where we integrated QoS pre-
diction support according to our process in two service composition frameworks.
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The implementation includes performance and reliability prediction based on
the Palladio Component Model (PCM).

As shown in the case studies, there is a need for an integrated quality-aware
service composition done by service composers who are no experts in quality
prediction. Our approach enables the integration of existing QoS prediction ap-
proaches in service composition frameworks to support this requirement. Fur-
thermore, we structured the service composition process in a way that ensures
all required information to be available when needed, such as SLAs of external
services required for the prediction.

Currently, we are integrating our implemented PCM extensions into the exist-
ing PCM tool set, which is available as an open source project at [36]. Further-
more, we are planning to support and evaluate additional prediction techniques,
and we are working on an enhanced integration of quality predictions in com-
position frameworks. As part of this we will investigate possibilities of using
run-time information as an additional information source for the predictions.
These improvements shall further enhance and establish a quality-aware service
engineering with predictable and readily negotiable QoS levels.
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