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Abstract. Crowdsourcing has emerged as a new paradigm for outsourc-
ing simple for humans yet hard to automate tasks to an undefined net-
work of people. Crowdsourcing platforms like Amazon Mechanical Turk
provide scalability and flexibility for customers that need to get manifold
similar independent jobs done. However, such platforms do not provide
certain guarantees for their services regarding the expected job quality
and the time of processing, although such guarantees are advantageous
from the perspective of Business Process Management. In this paper, we
consider an alternative architecture of a crowdsourcing platform, where
the workers are assigned to tasks by the platform according to their
availability and skills. We propose the technique for estimating accom-
plishable guarantees and negotiating Service Level Agreements in such
an environment.
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1 Introduction

Enterprises seek to automate all sorts of their front and back office operations to
cut costs and eliminate human factors. However, humans inevitably remain as
key elements of many business processes. It is not only creative, management,
and communication activities that are hard to reproduce with technology. Other
tasks that require basic human skills, such as image recognition or categoriza-
tion, as well as specific skills, such as text translation or usability testing, are
also difficult to fulfill with software only. Crowdsourcing remains a prominent
paradigm for solving such tasks and providing human workforce on demand.
Recent efforts demonstrate the successful adoption of crowdsourcing techniques
at an ever-increasing rate, and the amounts of both platforms and workers in
such platforms are expected to grow rapidly[5].

Crowdsourcing systems are diverse in their architecture, target problems, and
user interaction styles [3]. We focus on platforms that deal with tasks consisting
of manifold similar independent jobs provided by consumers, such as translation,
reviewing, voting, tagging, content creation, image recognition, data quality im-
provement, and so on. Currently, such platforms have a market-like operation
chain where the tasks received from customers are announced at the portal and
the workers choose among the assorted mass of tasks those they like to process.
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Examples of such systems include Amazon Mechanical Turk1(AMT), Crowd-
Flower2 and ClowdCrowd3.

Although the aforementioned systems are considered quite successful, we ar-
gue that purely market-like architecture lacks some features that could realize
more potential of crowdsourcing platforms. As in a market-like system the job
assignments are initiated by the workers themselves, it is hardly possible for the
system to have an active influence upon assignments. As a result, the platform
is unable to give any certain guarantees for the consumers, neither about the
time of processing a task nor about the outcome quality they can expect[9].
From a Business Process Management (BPM) perspective, such guarantees can
provide an additional value for crowdsourcing services. First, it can strengthen
the certainty and predictability in process planning and design. Second, if such
guarantees are given in form of Service Level Agreements (SLAs), it allows for
crowdsourcing in QoS(Quality of Service)-sensitive business processes [1,2,6].

In our previous work [12] we presented a crowdsourcing platform model where
the workers are assigned to tasks by the platform according to current workers’
availability, skills of workers, skill requirements provided by consumers, and ser-
vice level agreements with consumers (described in Sec. 2). We refer to this
model as scheduled crowdsourcing. While providing the same flexibility, sched-
uled crowdsourcing comprises a number of advantages:

– Quality. Skills of the workers are manifold. The tasks submitted to the
platform are also diverse in their requirements. One can assume that the
more the worker is suitable for a task, the better the expected outcome
quality is. We refer to this indicator as suitability. Hence, by considering
the worker-task suitability, it is possible to improve the overall results by
assigning tasks to most suitable workers.

– Deadlines. In market-like platforms task completion times span from sev-
eral to thousands of hours [8]. As in scheduled crowdsourcing the assignments
are controlled by the platform, tasks can be scheduled according to specified
deadlines.

– Predictions and SLAs. Considering the short-term information about
workers’ availability on the one hand and tasks in progress on the other
hand, the platform can predict the available workforce and, thus, estimate
what can be offered or guaranteed to a consumer who wants to submit a
particular task.

In this paper we focus on prediction and SLA negotiation in scheduled crowd-
sourcing. As mentioned above, SLAs provide an additional value for services.
However, when an SLA is negotiated with a customer, the platform has to make
sure that this SLA is feasible and will not endanger other agreements. Specifi-
cally, we address the following questions:

1 http://www.mturk.com/
2 http://www.crowdflower.com/
3 http://www.cloudcrowd.com/
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– How fast a task can be done? If too many jobs are scheduled to the same
period, there could be not enough available workers to withstand the work-
load, so some deadlines will be broken. Thus the platform should determine
the earliest deadline which the customer could set up for his/her task such
that the timely execution of other tasks is not endangered.

– What is the expected quality of the result? As mentioned above, different
outcome quality can be expected from different workers. Thus, if a close
deadline it set, then more workers must be involved, and, therefore, the
average result quality could be lower than in the late deadline case, where
the smaller amount of best workers would do all the jobs. Therefore, there is
a trade-off between the task deadline and the resulting average quality of the
task. Estimating and explicitly presenting such a trade-off to the consumer
would clarify what s/he can expect when submitting a task. Moreover, it
can serve as a basis for SLAs which, as mentioned before, are crucial in a
service-oriented environment. To achieve this, the platform needs to predict
quality by deadline efficiently for multiple deadlines.

The paper introduces a technique and a base algorithm for predictions in sched-
uled crowdsourcing environment. The general idea of the technique is to simulate
the work of the platform using the prior experience data. The precision and per-
formance of the approach are evaluated through experiments.

The paper is organized as follows: Section 2 describes the environment and
the platform model. The approach and the algorithm are presented in Sec. 3 and
evaluated in Sec. 4. Section 5 discusses the related work. In Sec. 6, we shed light
on some disputable aspects of our model. Section 7 concludes the paper.

2 Scheduled Crowdsourcing

This section describes a platform model that supports scheduled crowdsourcing
[12]. The platform receives tasks from consumers and distributes these tasks for
execution to the crowd. A task comprises manifold similar independent jobs which
can be assigned to workers. When a job is done, the result is returned to the con-
sumer, which is invited to provide a quality feedback on this result (see Fig. 1).

Before a consumer submits a task, an SLA for this task is negotiated. The
SLA includes temporal and quality requirements. Figure 2 depicts the process
of negotiating the SLA. At first, the consumer provides the parameters and
skill requirements of the task to the platform. The parameters include the time
of expected submission, the amount of jobs, and the job duration. Secondly,
the platform estimates possible options regarding the processing time and the
average outcome quality considering the status of the crowd and other active
tasks or scheduled tasks. After that, the consumer decides, which option is the
most suitable, and, finally, the agreement is established. The platform takes this
agreement into consideration when negotiating other agreements and scheduling
the tasks. If the consumer doesn’t have the actual task contents at the moment,
but is certain to provide it in the near future and knows the parameters of the
task, then the SLA can be negotiated in advance of the actual submission.
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Active jobs are assigned to workers according to worker-task suitability, nego-
tiated SLAs, and short-term availability information provided by workers. After
all jobs of a task are done, the average outcome quality is calculated for the task.
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The suitability is calculated as a match between required skills for the task and
the skills of a worker. Skills of workers are maintained in their profiles. Initially,
skill information is provided by the workers themselves. However, the profile of
a worker can be modified by the platform if the expected quality (suitability)
differs from the real quality that was reported by the consumer as a feedback.
The maintenance of workers’ skills is performed in the platform by analyzing the
feedback and trying to keep the skills in the profile aligned with the real skills of
the worker. A skill maintenance and update approach was considered in detail
in [12], and therefore is out of this paper’s focus. Moreover, the rules for calcu-
lating the suitability are independent of the scheduling and prediction logic. The
suitability is represented by a single real value in [0, 1] (0 - not suitable at all,
1 - perfectly suitable) which summarizes the expectations regarding the quality
of the result. This assertion completely decouples the technique, which is used
to calculate the suitability, from scheduling and prediction algorithms. There-
fore, the architecture is compatible with other skill and suitability assessment
approaches, such as in [15] or [10].

3 Prediction and Estimation

In this section we propose a mechanism for earliest deadline estimation and
average quality by deadline predictions in scheduled crowdsourcing. The general
idea of our approach is to actually simulate the work of the platform using
the statistical data about workers’ behaviour and availability, considering earlier
submitted or negotiated tasks. Then it is possible to predict which and how
many workers might be available for the task which is being negotiated. As
was shown in [12], the greedy assignment algorithm is generally good enough
for scheduling in crowdsourcing environments due to a large number of available
workers. Therefore, due to the linear complexity of the algorithm, the simulation
can perform near real-time.

To achieve a verisimilar simulation, the simulated environment should mimic
the real conditions. From the scheduling perspective, the following characteristics
are important:

– Worker’s availability. Although it is impossible to predict whether a par-
ticular worker is available at particular time, the approximate availability of
each worker can be predicted from the history and the reported short-time
availability. In our implementation, the availability of each worker is gener-
ated randomly for the simulated period based on his/her recent schedule.

– Job duration accuracy. The time that a worker needs to finish a job
can differ from the specified job duration. The reasons can be an inaccurate
estimation of the job duration from the consumer, the slow speed of the
worker, or the difficulty of the particular job. We discuss this issue further
in Sec. 6. The accuracy for already submitted tasks can be estimated based
on prior assignments of these tasks. We estimate the overall job accuracy in
our simulation.
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– Suitability. As mentioned in Sec. 2, worker-task suitability is calculated by
the platform and can be modified with time. If a task of a kind is submitted to
the platform for the first time, the suitability can be calculated imprecisely.
However, the following task submissions of this kind (with the same skill
requirements) will use refined values. We discuss this issue further in Sec.
6. In any case, the simulation can only make use of the latest calculated
suitability values and assume the quality of a job equal to the suitability of
the performer and the corresponding task.

A deterministic time model is used in the simulator, so the time is discrete and is
represented by sequential equally long time periods. A time period can represent,
e.g., an hour. Quality is described by a real number in [0, 1] (0 - lowest quality,
1 - perfect quality).

The simulation period starts with the current state of the real platform. The
size of the period can be either fixed (e.g., predictions for up to 10 days) or
depend on the quality increment (e.g., if by prolonging the deadline by 1 day
the expected quality is increased by less than 0.05, then stop the prediction).
Durations of jobs are simulated according to the estimated accuracy.

At each step, the submitted (or pre-submitted) tasks are assigned to workers
using the greedy scheduling algorithm (see Alg. 1), the objective of which is to
maximize the overall quality, while fulfilling deadlines. The parameters of a task
include the time of expected submission, amount of jobs, and job duration. The
algorithms iterates over tasks in the order of times their SLAs were agreed. For
each task, it tries to assign best suitable workers, so that each task duration an
equal amount of assignments is performed. If the deadline is less than 2 task
durations away, then all the jobs of the task are assigned. The assignment is
interrupted if no more workers are available.

After conducting the assignment, the prediction algorithm is executed for the
current step (see Alg. 2): workers, that are available and were not assigned by the
scheduling algorithm, are examined as candidates for the negotiated task nTask.

Algorithm 1. Greedy scheduling algorithm.

Require: currentT ime current time
Require: tasks active tasks
1: for task ∈ tasks in the order of ascending task.agreementT ime do
2: stepsToDeadline = (task.deadline− currentT ime+1) / task.duration - 1
3: if stepsToDeadline > 0 then
4: if (task.deadline− currentT ime+ 1) % task.duration) > 0 then
5: toTake = 0
6: else
7: toTake = Trunc(task.numberOfJobsToDo/stepsToDeadline)
8: end if
9: else
10: toTake = task.numberOfJobsToDo
11: end if
12: while toTake > 0 AND some workers are still available do
13: Assign a job of task to most suitable available worker
14: toTake = toTake− 1
15: end while
16: end for
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This is performed for each job duration period of nTask using so-called array
of average suitability of best workers (avgSuit). The kth element of this array
represents an approximated suitability value of the kth most suitable worker for
all prior simulation steps. This element contains the summed suitability and the
amount of workers that were considered at this position, so the average value
can be calculated at each step. The algorithm thus adds the suitability value
and increments the amount for each element that corresponds to an unassigned
worker (lines 3-10 of Alg. 2).

After that, if the total amount of available workers at previous steps exceeds
the amount of jobs in nTask with certain excess, the prediction of quality is cal-
culated for the current step. The algorithm assumes that best available workers
would be evenly assigned for the task (true for the greedy scheduling algorithm).
Using avgSuit array, it estimates the expected quality produces by most suitable
available workers for all previous steps using avgSuit array (lines 11-21 of Alg.
2). It is assumed that a worker is late with the job with probability of 0.5 (this
assumption holds if the job duration is set accurately). Eventually, the average
quality which represents the prediction for quality by deadline for the current
step, as if it was the deadline, is calculated. The earliest deadline is the step
where it was first estimated that the number of available workers at previous
steps exceeds the amount of jobs.

Algorithm 2. Prediction algorithm.

Require: time current time
Require: nTask negotiated task
Require: avgSuit the array of average suitability of best workers
Require: ttlAvWorkers total number of available workers
Require: Δ excess ratio (0.8 used)
1: if (time− nTask.callT ime) % nTask.jobDuration == 0

and (time > nTask.callT ime) then
2: i = 0
3: for worker ∈ workers in the order of descending suitability do
4: if worker was not assigned and is available then
5: avgSuit[i].suitability+ = suitability of worker
6: avgSuit[i].amount ++
7: i++
8: ttlAvWorkers++
9: end if
10: end for
11: if ttlAvWorkers ∗ 0.5 ∗Δ > nTask.numberOfJobs then
12: toTake = nTask.numberOfJobs
13: i = 0
14: q = 0
15: while toTake > 0 do
16: take = Max(1, floor(Min(avgSuit[i].amount ∗ 0.5, toTake)))
17: toTake− = take
18: q+ = avgSuit[i].suitability ∗ take
19: i++
20: end while
21: return {time,q/nTask.numberOfJobs}
22: end if
23: end if
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As the scheduling algorithm prioritizes tasks by submit time, no “collisions”
are expected: on the one hand, the prediction doesn’t take already reserved
resources into account, on the other hand, if the task is submitted, the assessed
resources will not be assumed available for the tasks submitted afterwards.

4 Experiments

To explore the potentiality of our approach, we implemented and tested the
prediction mechanism in a simulated crowdsourcing environment. Simulation of
such an environment is challenging due to the lack of comprehensive statistical
data in this area. Although we don’t rely on real data in our simulations, we
tried our best to prognosticate the meaningful simulation parameters based on
our knowledge and experience.

One could argue that using the simulation to predict the outcome of a simu-
lated environment is meaningless. However, in our experiments, the prediction
mechanism operates completely separately from the simulated environment. The
parameters of the prediction’s simulator such as availability of workers and job
duration accuracy, are estimated or generated based on the simulated environ-
ment’s prior activity only. Also, the duration of individual assignments, if those
happen to take place in both simulators, would be different.

4.1 Setup

Customers. Tasks from customers are submitted randomly while ensuring the
average crowdworkload. At each simulation time period, if the Task Limit has not
been reached yet, a new task is submitted to the system with Task Concentration
probability. The job duration is calculated asMin(1+abs(φ/2 ∗σ), σ+1), where
φ is a normally distributed random value with mean 0 and standard deviation 1.
The deadline is assigned randomly according to Steps To Deadline parameter. The
number of jobs is calculated so that the crowdworkload is near equally distributed
among the tasks, and the average workload remains close to Intended Schedule
Density. The parameters and their values are described in Table 1.

The experiments embrace diverse tasks: some can be successfully done by most
of workers, some require a special set of skills, so there are only few very suitable
workers, etc. Instead of explaining the generation procedure, the suitability data
from experiments for some randomly selected tasks is depicted in Fig. 3.

Crowd Workers. The crowd size in experiments was 1000 workers (except for
performance tests). This size is big enough to enclose the diversity of workers,
but still allows for fast simulation. In our experiments we use a Workers Unavail-
ability parameter which indicates the mean ratio of unavailable workers for each
period of time (values used: 0.3− 0.6, step 0.1). The busy periods are generated
randomly, but have a continuous form which reproduces human behavior. The
amount of time that takes a worker to finish the job is the Job Duration with
injected variations. In our experiments we used values of 30-50%, which means
that a job can be executed for 0.5− 1.5 job durations.
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Fig. 3. Suitability of the crowd for a random set of tasks

Table 1. Task generation parameters

Name Description Value(s)
Tasks Limit The total number of submitted tasks 200
Job Duration Sigma (σ) Describes the deviation and the maximum for job

durations
20

Steps To Deadline Average maximum number of jobs of a task that
a single worker can finish until the deadline.

50

Task Concentration The probability of new task submission for each
time period.

0.35

Intended Schedule Density Target assignment ratio for each time period. 0.4 - 0.7
(step 0.1)

Such circumstances as rejecting the assignment or failing to deliver are not
explicitly simulated in our setting. However, inaccurate job durations and ran-
domized worker availability partially cover these cases. For example, a situation
where one worker spends too much time for a task and another worker is tem-
porarily unavailable after that time is similar to a situation where one worker
fails to deliver and another worker gets this job re-assigned.

4.2 Experiment Types and Results

In the experiments we evaluated the prediction accuracy and the performance
of the approach.

Prediction Accuracy. First, we made the predictions for 50 tasks in the mid-
dle of simulation for 500 time periods. It better reflects a real crowdsourcing
environment, as there are both tasks being in progress and new tasks being



Predicting QoS in Scheduled Crowdsourcing 469

submitted. Then, we checked each prediction by varying the deadlines of corre-
sponding tasks and running the simulation in the identical setting. The resulting
accuracy is depicted in Fig. 4. From the total of 2041 experiment, in 98% the
deviation was less than 0.1, in 85% of experiment - less than 0.05. The average
deviation was approximately 0.025. Evidently, the prediction is less accurate for
early deadlines, and more accurate for late dealines.

The results indicate that the algorithm can be successfully applied for ne-
gotiating the agreements. Moreover, the guaranteed values can be calculated
depending on deadline remoteness. For example, the guarantee can be given as
the predicted quality reduced by 0.2 in case of early deadlines, and reduced by
0.1 in case of late deadlines.
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(a) Early deadlines (< 10 job durations)
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Fig. 4. Prediction accuracy. Histograms describe the amount of experiments (in per-
centage of the total number of experiments performed) that produced one or another
accuracy. Subfigure (a) corresponds to experiments in which the deadline was set to
be less than 10 job durations of the task, SLA of which is being negotiated; Subfigure
(b) corresponds to experiments in which the deadline was set to be more than 10 job
durations.

Performance. We ran the prediction in the same setting while varying the size
of the crowd from 1000 to 10000. The prediction overhead is depicted in Fig. 5.
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System parameters were Intel Core 2 Quad 2.40 GhZ with 6 GB of RAM (the
algorithm is not parallelized so only one core was actually used).

The results show that the approach can be used in a near real-time setting.
The overhead of several seconds would not play a huge role when negotiating
the agreement and is therefore acceptable.

5 Related Work

Although the idea of QoS-enhanced crowdsourcing was discussed before [11], to
the best of our knowledge, no work was devoted to deadline- and quality-centric
predictions and guarantees in crowdsourcing.

In [14], semi-automatic assignment mechanism was proposed. This work as-
sumes that SLAs are established with the workers, and Community Brokers are
hold responsible for assignments in various crowd segments. However, no SLAs
with crowdsourcing service consumers are considered.

Advanced market-based crowdsourcing platform which takes the suitability of
workers to tasks into account was proposed in [15]. For a given task, it organizes
an auction among only the most suitable workers to increase the overall quality
and motivate workers to improve their skills. Again, this model doesn’t provide
predicting capabilities and doesn’t support SLAs.

The considered scheduling problem is based on worker-task suitability, task
deadlines, and workers availability with the objective of maximizing the job
quality, and does not correspond to any of well-known scheduling problems [13].
The formulation can be boiled down to the problem of unrelated machines in
parallel with deadlines, but the optimization objective is different from objectives
related to processing time which are commonly studied in the domain.

Staff scheduling [4] designs workers’ schedules which should fulfill certain re-
quirements and cover the tasks that need to be done in a given planning hori-
zon. Crowdsourcing’s idea is the opposite: the workers define their schedule by
themselves, and the platform assigns available workers to tasks in progress dy-
namically.

6 Discussion

In this section we discuss some disputable aspects of our approach.
The operation of the platform is influenced by several subjective characteris-

tics provided by consumers, such as skill requirements, job duration, or feedback.
However, it is of consumer’s interest to specify them accurately. For example,
if s/he underestimates job duration, then some deadlines might be missed, or
the resulting quality can be lower than agreed. This situation can be spotted by
the platform as the majority of workers would do the jobs longer than expected.
Then, the input data from the consumer can be considered misleading, and the
agreement can be denounced. If the consumer overestimates the job duration,
then agreements are not endangered as most of workers would be faster than
expected, however, this would produce underestimated predictions.
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The same can be applied for other characteristics: if the platform spots that the
majority of assignments do not correspond to expectations - then they were prob-
ably specified inaccurately. Moreover, guarantees are given according to the plat-
form’s sight, so the agreement can include the condition that the platform cannot
be responsible for the outcomequality if the input datawas inaccurate, and the con-
sumer is responsible for the accuracyofhis/her input.The consumer in turncanrely
on the prior experience or submit some sample tasks to adjust these parameters.

Crowdsourcing presumes a substantial amount of registered workers, and the
scheduled crowdsourcing puts even more restrictions on what the workers can do
and when. The feasibility of real-world deployment of such a platform can thus
be questioned. Some contrary arguments, however, are that about 20% of AMT
workers consider AMT as their primary income source, and about 20% of AMT
workers complete more than 200 jobs per week [7]. Considering that AMT claims
that more than 500 000 workers are registered in the platform, one can conclude
that there is a significant amount of people who are willing to perform jobs at the
regular basis. Moreover, the payments for jobs in scheduled crowdsorcing can be
bigger due to the added value of SLAs. Finally, the scheduling mechanism can be
upgraded to take account of workers’ preferences, while keeping the assignments
compliant to the established agreements.

In this paper we don’t discuss the cost of the work and payments in detail.
Although it is an important factor, in our vision, it can be seamlessly integrated
into the platform. One design solution could be that the workers specify the
minimal cost for their work and the consumers would pay as much as they want
as in a traditional crowdsourcing platform. Therefore, the more the customer is
willing to pay, the more workers would be considered for assignment, and, as
it is sensible to assume, more suitable workers could be found. However, such a
design will not change the basics and the algorithms of our platform substantially.
Thus, for the sake of simplicity, in this work we assumed that all the jobs cost
correspondingly to their specified duration.

7 Conclusion

A technique and a base algorithm for predictions in scheduled crowdsourcing
environment are proposed in the paper. The potentiality of the approach is eval-
uated thorough experiments which show that such an environment is predictive
in spite of its inherent uncertainty. The proposed base algorithm can be con-
sidered rather precise (average quality deviation 0.025), and, therefore, can be
applied for negotiating the agreements. The experiments show that the predic-
tion accuracy depends on deadline remoteness, the guaranteed values therefore
can be adjusted accordingly.

These results show that crowdsourcing platforms can be organized to provide
quality guarantees for the consumers. They can strengthen the certainty and
predictability in process planning and design, and enable Service Level Agree-
ments with customers. From a Business Process Management perspective, such
guarantees provide an additional value, thus promoting more advantageous crowd-
sourcing services.
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In our future work, wewill focus on pricing of services for scheduled crowdsourc-
ing. Also, we foresee that a practically-applicable solution should be hybrid, i.e.,
support both market-like and scheduled approaches, so we plan to investigate the
possible hybrid architectures and correspondent integration issues in this field.
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