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Abstrcat. Constrained clustering addresses the problem of creating min-
imum variance clusters with the added complexity that there is a set of
constraints that must be fulfilled by the elements in the cluster. Research
in this area has focused on “must-link” and “cannot-link” constraints,
in which pairs of elements must be in the same or in different clusters,
respectively. In this work we present a heuristic procedure to perform
clustering in two classes when the restrictions affect all the elements of
the two clusters in such a way that they depend on the elements present
in the cluster. This problem is highly susceptible to outliers in each clus-
ter (extreme values that create infeasible solutions), so the procedure
eliminates elements with extreme values in both clusters, and achieves
adequate performance measures at the same time. The experiments per-
formed on a company database allow to discover a great deal of infor-
mation, with results that are more readily interpretable when compared
to classical k-means clustering.

1 Introduction

Among all methods for unsupervised pattern recognition, clustering [9] is pos-
sibly the most widely used technique. One of the research areas that has been
receiving increasing attention in the last decade is the use of additional infor-
mation regarding the problem, incorporated to the problem by using constraints
that the elements must satisfy. This area is called “constrained clustering” [3],
and has been applied to a wide range of fields [1,6,7].

The methods of constrained clustering present a semi-supervised approach to
obtain segments of a dataset incorporating certain restrictions that the members
of one cluster, the members of different clusters, or the general structure of the
clusters must fulfill. The term “semi-supervised” refers to the incorporation of
knowledge that is not directly present in the data, or that is known only for a
limited number of cases, in order to improve the results on the entire domain.

In this paper, a method to perform semi-supervised clustering with two classes
is presented, that differs from the usual formulation in a key aspect: the con-
straints have to be satisfied by all the elements present in a cluster, against
all the elements in the other cluster, clearly a challenge since simply changing
one element from one cluster to another changes the whole set of constraints.
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Such application is common in social phenomena, where it is expected that the
members of one group are, in some aspects, different than all the elements of the
other cluster. One example is clustering customers whose client value is different,
or segmenting groups with a defined utility.

In order to solve this problem, a heuristic method that takes into account the
structure of the problem will be presented, to then test the proposed approach
against classical k-means clustering, using a database of unreturned (defaulted)
loans.

This work is structured as follows: Section 2 provides a brief overview of semi-
supervised clustering, to then present the proposed algorithm in section 3. An
application of the method and its results are presented in section 4, and finally
conclusions are drawn in section 5.

2 Constrained Clustering and Semi-supervised Methods

There are two different approaches reported in the literature for constrained
clustering, as noted for example in [4], and both are based on the concept of
“Must-Link” and “Cannot-Link” restrictions. The first set of constraints indi-
cates that two elements must always belong to the same cluster, whereas the
second one does not permit the presence of two elements in the same cluster.

The methods that can be constructed from these pairwise constraints have
been studied in depth, and usually differ in the role of the respective constraints:
in the first case the algorithm fulfills an objective or distance function using the
information from restrictions, the best known application of this work appearing
in [2], which uses Hidden Markov Random Fields to estimate the probability of
belonging to each cluster.

In the second type of models, the constraints limit the presence of elements
in one cluster or the other, using some heuristic approach to change and alter
the clusters and converging to a new solution. One example of this type of
procedures is [8] where the authors propose to alter the k-means procedure
and iteratively construct clusters. A similar approach is followed in this paper
adapting it to the new problem: each of the elements of one cluster must satisfy
the restrictions against most of the elements of the other cluster. The inclusion
of these constraints for each instance has not received such extensive study so
far, with some attempts to select only relevant constraints to, for example, make
the problem more tractable and select the information that is more relevant [10].

There are several issues that must be addressed in the problem stated above.
First, each time an element is changed from a cluster many restrictions have
to be recalculated and re-checked. Second, the high number of restrictions can
make the problem intractable. And finally, if there is an element with an extreme
value in one of the clusters, that is, an element whose variables make the value
of the constraints too high or too low, the problem can easily become infeasible.
To approach this, in the next section we will present a heuristic approach to
solve the problem efficiently.
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3 Iterative Procedure for Constrained Clustering with
Extreme Value Elimination

The procedure presented here differs from previous works in that it filters outliers
in each iteration, checking for the best solution in terms of violations and cluster
robustness. In each iteration the results are not necessarily feasible, because
such search is an NP-hard problem and it would make the algorithm impractical
[4]. With this modification, the procedure is very fast, as it is necessary when
clustering medium to large datasets.

If we assume a dataset X with N elements, and a partition of the dataset into
two clusters, such that each one (X1 and X2) is formed by elements x1

i ∈ X1,
i ∈ {1, . . . , I1} and x2

j ∈ X2, j ∈ {1, . . . , I2}, with centroids c1 and c2, the
problem is to solve the following optimization problem, adapted from a common
formulation [5]:

min
M,c1,c2,ext1,ext2

N∑

i=1

2∑

k=1

‖xi − ck‖2 · mi

s.t. M ∈ {0, 1}N

R1 · x1
i (≥ ∨ ≤)ext1 ∀x1

i | mi = 1

R2 · x2
j (≥ ∨ ≤)ext2 ∀x2

j | mi = 0

ext1(≥ ∨ ≤)b2 · x2
i ∀x1

i | mi = 0

ext2(≥ ∨ ≤)b1 · x1
j ∀x2

j | mi = 1

(1)

Where R1 and R2 are the set of parameters associated with the constraints
that each case must satisfy, against all the other functions of the values in the
other cluster, represented by vectors b1 and b2 and extreme values ext1 and ext2.
Vector M indicates the cluster to which element i belongs, taking a value of 1
if the element belongs to cluster 1 and of 0 if it is not. This formulation is a
reduced form used to illustrate the complexity of the problem, since the variable
mi is present in the definition of the restrictions. A more explicit version would
have N × N restrictions, one for each element and cluster, since a priori it is
not known in which cluster each element is, nor the centroids of each cluster.

In order to solve this problem, we propose a heuristic procedure that takes into
account the constraints that must be satisfied and takes advantage of the fact
that the linear restrictions are bound to possess a maximum or minimum value in
the dataset, that is, that given a fixed distribution of elements in the cluster, only
the values ext1 and ext2 have to be checked against the elements of the cluster.
The procedure starts with random centroids, and in each iteration the elements
in the cluster are compared to the extreme value of the other cluster, i.e., if the
element is in cluster 1, then it is checked whether restriction R1 · x1

i (≥ ∨ ≤)ext1
is satisfied with the largest or smallest element present in cluster 2, according
to what is necessary. In case at the end of the movements the conditions are
not fulfilled by all cases, then the extreme values in both clusters are removed
from the analysis and the process is repeated. The algorithm continues until
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Algorithm 1. CCF(Dataset X, R1, R2, b1, b2)

1: C = (C1, C2)← Random(size(2))
2: Flag← 1N {If element is used or outlier}
3: while Movement in C > ε do
4: Assign elements to closest cluster
5: M1← X(cluster = 1)
6: M2← X(cluster = 2)
7: Calculate ext1 and ext2 from vectors M2 · b2 and M1 · b2

8: Violations← 0, Eliminated← 0
9: while Eliminated < 0.01N or Violations > εN do

10: for i = 1 to N do
11: if Flag(i) = 0 then
12: Skip i
13: end if
14: if Cluster(xi) = 1 then
15: R← R1 · xi

16: else
17: R← R2 · xi

18: end if
19: if Element i violates conditions then
20: Change cluster of element
21: Violations ← Violations + 1
22: end if
23: end for
24: if Violations > ε then
25: Flag(I(ext2))← 0, Flag(I(ext1))← 0
26: Eliminated ← Eliminated + 2
27: end if
28: Recalculate(M1, M2, ext1, ext2)
29: end while
30: Recalculate(C)

31: end while

both the violations are below a threshold and the values of the centroids do not
move more than a given tolerance. The algorithm for constrained clustering with
filtering (CCF) is described in Algorithm 1.

The elements in each cluster have to satisfy the restrictions against most of
the elements in the other cluster, and this is accomplished by eliminating a small
number of extreme cases in each iteration and seeking that all other satisfy the
constraints. At each step the minimum variance cluster is approximated (by
assigning elements to the closest cluster), and is this solution the one that is
perturbed by moving the elements according to the constraints. The convergence
of the algorithm is ensured, since at worst case (infeasible problem) only two
elements will remain and the method will stop with one element per cluster.
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4 Experimental Results

To test the presented methodology, a dataset consisting of 24,500 loans granted
to mass-market is available, all of which were not returned. The database orig-
inates from a Chilean organization, and comprises a 10 year period, from 1997
to 2007. Each loan is described by the following variables, which are associated
to the customer or to the loan itself:

– Collaterals: The collaterals are described by two variables. The first is a
dummy variable that indicates whether the customer secured the loan or
not (With Collaterals), The second one represents the value of the collateral
(Value Collateral UF), in UF, the Chilean inflation-adjusted monetary unit.

– Amount and Rate: The amount of the loan, in UF, and the total annual
interest rate charged for the loan.

– Arrears and Cancellations: The total sum of days the installments of the
loan were in arrear before defaulting is included in variable Days Arrear.
Also, sometimes the institution will cancel the payment of punishments and
excess interest that arises from arrear. This event is resumed into two dif-
ferent variables, considering the number of times this happened in the loan
lifetime (Num Cond), and the amount that was reduced (Amount Cond).
Additionally if some of the interests due to be paid are also discounted from
the installments, this value is annotated in variable Interest Low.

– Extensions: Sometimes the company will extend the period of an installment.
The number of times a customer applies to this benefit appears in variable
Num Post, and the amount adjusted appears in Amount Adjust, and, since
the adjustment can be positive or negative, the total amount of negative
adjustments is incorporated into Negative Adj.

4.1 Constraints

In this case, a set of constraints is created from the economical behavior expected
between the customers. In particular, the set R of restrictions characterizes the
rationality of not paying back the loan for two reasons: failure in capacity of
repayment (class G), and failure in willingness of repayment (class W ). In this
setting, customers request an amount xG or xW of money, are charged a rate
r, and discount their income using discount rates of δW and δG. The lender
has requested a collateral valued at Ci for each customer i, and discounted by
the company by a value of 40%, that is α = 0.6, which is a known value, and
discounts its income by a value of δC = 0.93. There is an external chance of losing
income (which translates into failure in paying back the loan) given by q = 0.15,
extracted from the long term default rate of the institution, and an a priori
belief that the customer is of class W given by θ = 0.55, arising from internal
estimations of the company, as well as parameters δG and δW which were fixed
to values of 0.75 and 0.5 respectively.Under this setting, and assuming linear
utilities, it is possible to estimate the amounts that should be requested such
that rationality is achieved. The restrictions that are proposed are:
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xG1(1 − δG(1 − q)(1 + r)) + δGxG2(1 − q)·
(1 − δG(1 − q)(1 + r)) − δGqC1 − δ2

G(1 − q)qC2 ≥ 0
(2)

θxG1(−1 + δC(1 − q)(1 + r)) − (1 − θ)xW1 + xG2δCθ·
(−1 + δC(1 − q)(1 + r)) + C1αδC(1 − θ(1 − q)) + θ(1 − q)qδ2

CαC2 ≥ 0
(3)

xW1 ≥ C1δW q (4)

These restrictions come from assuming that customers in class G desire a second
loan, while customers in class W do not. The extensive formulation of this game-
theory problem is not relevant to the clustering procedure itself, so it will be
omitted in this work.

4.2 Results

The experiments are run on the normalized database, and then the results are
de-normalized to better reflect the differences obtained, the method was imple-
mented using MATLAB and the code is available upon request. The method
eliminates only 2% of the total cases, and converges in two minutes which, given
that the database is medium sized, it is a very good convergence time. To test the
stability of the method, the procedure was run 10 times from different random
starting points, all converging to roughly the same result as is to be expected.

To study the information that the model brings the centroids of the cluster
must be studied. Table 1 (left) presents the obtained results.From the clustering
procedure it arises that the differences in collaterals are important but have
to be interpreted carefully, since the collateral value is used in the constraints.
More relevant is that the percentage of customers with a collateral is not really
meaningful between the clusters, so the conclusion is that is not the presence
of a collateral the relevant information, but its value. Also, customers in class
G request a far larger amount for their loans, which would be consistent with a
default based on the capacity of payment. Considering the total number of days
in arrear, class G accumulates 170+ days more than class W before defaulting,
indicating that they make a greater effort of paying back the loan than class W .
The procedure also shows that they apply for a larger number of renegotiations
(0.74 per customer in average), get greater adjustments and debt reliefs, and are
more prone to receive a discount on their due interests (1.32 UF per customer
in average, versus 0.31). Finally, they pay almost one full installment more than
the customers in class W .

The values of the variables hint that there is indeed a different behavior de-
tected, but to shed light on whether this procedure brings indeed more infor-
mation than classic K-Means clustering, Table 1 (right) presents the results of a
K-Means clustering procedure that will be used for comparison. Stability com-
parisons, such as Davis-Bouldin index, are not relevant, since obviously the con-
strained algorithm will have a greater standard deviation than the unconstrained
problem.
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Table 1. De-normalized centroids for semi-supervised clustering procedure (left) and
k-means procedure (right)

Variable Class G Class W

With Collaterals 0.41 0.33
Amount 52.94 14.82
Days Arrear 895.78 719.82
Num Cond 0.27 0.36
Num Post 0.85 0.46
Num Reneg 0.72 0.45
Amount Adjust -0.27 -0.08
Amount Cond 4.23 2.44
Negative Adj 0.41 0.09
Interest Low 1.32 0.31
Payments 2.81 2.42
Value Coll UF 71.37 7.93
Rate 1.10 1.10

Variable Cluster 1 Cluster 1

With Collaterals 0.35 0.34
Amount 21.78 22.57
Days Arrear 1242.10 337.93
Num Cond 0.56 0.15
Num Post 0.42 0.64
Num Reneg 0.68 0.35
Amount Adjunt -0.15 -0.05
Amount Cond 4.63 1.21
Negative Adj 0.26 0.06
Interest Low 1.06 0.04
Payments 2.25 2.70
Value Coll UF 18.55 21.64
Rate 1.10 1.10

The two tables show the advantages of incorporating additional information
in the form of constraints, since the k-means procedure focuses on two vari-
ables: days in arrear and reduction in rate (Interest Low). All the other variables
present only minor differences or equivalent results to the proposed method. The
conclusion that can be extracted from the k-means procedure is that there are
indeed two groups with some difference in their payments behavior, but the infor-
mation that can be deduced does not permit a more meaningful interpretation.
This is contrasted with the much richer information that the semi-supervised
clustering procedure brings, where the differences between these variables are
also present, but are also complemented with a series of other, more subtle,
differences that arise from the restrictions imposed.

5 Conclusions

A procedure to estimate the centroids of a two-class constrained clustering prob-
lem was presented. The main difference between this procedure and the ones
presented previously in the literature is that the constraints are associated to
all elements in each cluster, as well as allowing intra-cluster restrictions. This
problem is much harder to solve than traditional constrained clustering with
must-link and cannot-link constraints, since each time an object changes its
cluster, all the constraints have to be re-checked. Additionally, since all the ob-
jects must be checked with respect to all restrictions, it is usually not possible
to satisfy the constraints for all elements.

The proposed method is a heuristic procedure based on first obtaining mini-
mum variance clusters and then adjusting the constraints and filtering outliers.
The experimental results show that it performs fast and reliably, presents few
eliminated cases, and shows a reasonable convergence time.
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However, the most important feature of the method is that the results use
correctly the additional information that is considered through the constraints.
When applying the method to a database of defaulted loans, the results from
a classical K-Means algorithm are greatly enriched, presenting more subtle dif-
ferences between the classes and profiling two different segments of defaulters
using only expected rational behavior.

It can be concluded that the model is useful for the presented problem, and
that the results show the benefits of including external information in clustering
procedures. Future work in this line is to use these results to improve classifica-
tion in credit risk problems.
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