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Abstract. Attack graphs have been widely used for attack modeling,
alert correlation, and prediction. In order to address the limitations of
current approaches – scalability and impact analysis – we propose a novel
framework to analyze massive amounts of alerts in real time, and measure
the impact of current and future attacks. Our contribution is threefold.
First, we introduce the notion of generalized dependency graph, which
captures how network components depend on each other, and how the
services offered by an enterprise depend on the underlying infrastruc-
ture. Second, we extend the classical definition of attack graph with the
notion of timespan distribution, which encodes probabilistic knowledge
of the attacker’s behavior. Finally, we introduce attack scenario graphs,
which combine dependency and attack graphs, bridging the gap between
known vulnerabilities and the services that could be ultimately affected
by the corresponding exploits. We propose efficient algorithms for both
detection and prediction, and show that they scale well for large graphs
and large volumes of alerts. We show that, in practice, our approach can
provide security analysts with actionable intelligence about the current
cyber situation, enabling them to make more informed decisions.

Keywords: Attack graphs, dependency graphs, vulnerability analysis,
cyber situation awareness, scalability.

1 Introduction

Attack graphs have been widely used to model the possible ways an attacker can
exploit network vulnerabilities, and to correlate alerts. There has been extensive
work on automatically deriving attack graphs from network scans [10,11]. How-
ever, existing approaches to alert correlation typically have two major limita-
tions. First, attack graphs do not provide a mechanism to evaluate the likelihood
of each attack pattern or its impact on the enterprise. Second, although scalable
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generation of attack graphs has been studied [10], scalability issues with respect
to the alert correlation process have not been fully addressed yet.

In order to address the above limitations, we propose a novel framework to
analyze massive amounts of raw security data in real time, and measure the
impact of current and future attacks. First, we introduce the notion of general-
ized dependency graph, which captures how network components depend on each
other, and how the services offered by an enterprise depend on the underlying
infrastructure. Second, we extend the classical definition of attack graph with
the notion of timespan distribution, which encodes probabilistic knowledge of
the attacker’s behavior. Third, we introduce the notion of attack scenario graph,
which combines dependency and attack graphs, bridging the gap between known
vulnerabilities and the missions or services that could be affected by the corre-
sponding exploits. In the last several years, there has been significant work in
dependency modeling [13] and automatic discovery of dependencies [3]. However,
to the best of our knowledge, we are the first to combine attack and dependency
graphs to enhance situation awareness. In practice, the proposed framework pro-
vides security analysts with a more complete picture of the cyber situation. In
fact, combing attack and dependency graphs not only provides analysts with a
set of possible future scenarios, but also estimates their probability and potential
impact. Finally, in order to guarantee scalability, we propose efficient algorithms
to track and index ongoing attacks and analyze future scenarios, and show that
they scale well for large graphs and large volumes of incoming alerts.

Throughout this paper, we will use the network of Figure 1(a) as a running
example. This network offers two services, Online Shopping and Mobile Order
Tracking, and consists of three subnetworks delimited by firewalls. Two subnet-
works implement the two services, and each of them includes a host accessible
from the Internet. The third subnetwork implements the business logic, and in-
cludes a central database server. An attacker who wants to steal sensitive data
from the main database server will need to breach the firewalls and gain privi-
leges on several hosts before reaching the target. The attack graph of Figure 1(b)
shows that, once a vulnerability VC on the Mobile Application Server has been
exploited, we can expect the attacker to exploit either VD or VF . However, the
attack graph alone does not answer the following important questions: Which
vulnerability has the highest probability of being exploited? Which attack pat-
tern will have the largest impact? How can we mitigate the risk? Our framework
is designed to answer these questions efficiently.

The architecture of the proposed framework is sketched in Figure 1(c). We
assume that attack and dependency graphs are given, and combine them into
an attack scenario graph (Section 5). Incoming alerts are matched against such
data structure and indexed in real-time.

The paper is organized as follows. Section 2 discusses related work. Section 3
introduces the notion of generalized dependency graph, whereas Section 4 de-
fines probabilistic temporal attack graphs. Section 5 introduces the notion of at-
tack scenario graph, and Section 6 presents the proposed index data structure,
along with an algorithm to update the index in real-time. Section 7 presents an
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Fig. 1. Running example and system architecture

algorithm to analyze and rank future possible scenarios. Finally, Section 8 re-
ports experimental results, and Section 9 presents conclusions.

2 Related Work

To reconstruct attack scenarios from isolated alerts, some correlation techniques
employ prior knowledge about attack strategies [5] or alert dependencies [17].
Other techniques aggregate alerts with similar attributes [21] or statistical pat-
terns [20]. To the best of our knowledge, the limitation of the nested-loop ap-
proach [22], especially for correlating intensive alerts in high-speed networks, has
not been addressed. In [19], Noel et al. adopt a vulnerability-centric approach
to alert correlation, because it can effectively filter out bogus alerts. However,
the nested loop procedure is still used in [19]. Attack scenarios broken by missed
alerts are reassembled by clustering alerts with similar attributes [18]. Designed
for a different purpose, the RUSSEL language is similar to our approach in that
the analysis only requires one-pass of processing [8].

With respect to the general problem of modeling activities, Hidden Markov
Models and their variants have been used extensively. For instance, Duong et
al. [6] introduce the Switching Hidden Semi-Markov Model, a two-layered ex-
tension of the Hidden Semi-Markov Model. Dynamic Bayesian Networks [9] and
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probabilistic extensions of Petri Nets [1] have also been used for tracking and rec-
ognizing multi-agent activities. A survey of temporal concepts and data models
used in unsupervised pattern mining from symbolic temporal data is presented
in [16]. In recent years, there has been extensive research in Data Stream Man-
agement Systems [7]. However, the scope of our work is drastically different.
In fact, we are not interested in retrieving sets of data items satisfying certain
conditions and updating such sets as new data is received. Instead, we are inter-
ested in identifying sets of alerts that, with a probability above a given threshold,
constitute the “evidence” that a cyber attack occurred.

In large enterprise networks, the performance of an application may depend
on many hosts and network components. Recently, automated discovery of de-
pendencies from network traffic [2,12] has been proposed. Chen et al. [4] present
a comprehensive study of the performance and limitations of this class of depen-
dency discovery techniques, and introduce a new system, Orion, that discovers
dependencies using packet headers and timing information in network traffic.

To the best of our knowledge, there has been virtually no work on efficient
indexing to support scalable and real-time attack detection. Similarly, there has
been no work on integration of attack and dependency graphs to enhance situa-
tion awareness. In conclusion, our work differs from previous works in two major
ways. First, we provide a mechanism to index alerts and recognize attacks in
real-time. Second, we provide a mechanism to integrate attack and dependency
graphs and enable real-time scenario analysis and better security decisions.

3 Generalized Dependency Graphs

Modern distributed systems typically consist of a large number of interdependent
hardware and software components. Some dependencies may not even be explicit,
and Leslie Lamport’s famous quote “a distributed system is one in which the
failure of a computer you didn’t even know existed can render your own computer
unusable” [14] greatly captures the essence of the problem. In the following, we
will use the term network entity, or simply entity, to refer to any component of
a distributed system at any level of abstraction (e.g., subnet, host, application,
service). Dependencies amongst network entities can be broadly classified in the
following three categories: redundancy (a network entity depends on a redundant
pool of resources), graceful degradation (a network entity depends on a pool of
entities; if one fails, the system can continue to work with degraded performance),
and strict dependence (a network entity strictly depends on a pool of other
entities; if one fails, the dependent entity becomes unusable).

In order to model all possible scenarios, we first assume that the status of
each network entity can be represented as a performance indicator on a scale
from 0 to 1, 1 meaning that the entity is fully working, and 0 meaning that the
entity is unusable. We then assume the existence of a family F of functions of the
form f : [0, 1]n → [0, 1], which evaluate the performance of an entity given the
performance of the n entities it depends on. We call these functions dependency
functions, and require that f(0, . . . , 0) = 0 and f(1, . . . , 1) = 1.
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The equations below define dependency functions corresponding to the three
scenarios described above. If a dependency is described by fr, then h will be
fully operational if at least one of the entities it depends on is fully operational.
If the dependency is described by fs, all the entities need to be fully operational
for h to be fully operational.

fr(l1, . . . , ln) =

{
1, if ∃i ∈ [1, n] s.t. li = 1
0, otherwise

fd(l1, . . . , ln) = 1
n

∑n
i=1 li

fs(l1, . . . , ln) =

{
1, if ∀i ∈ [1, n] li = 1
0, otherwise

We can now introduce a generalization of dependency graphs that can capture
not only which entities depend on which other entities, but also the nature of
such dependencies. Service dependency models have been widely studied. In [13],
Kheir et al. propose a service dependency representation that enables intrusion
and response impact evaluation. However, although it is possible to automat-
ically discover dependencies [3], the task of understanding the nature of such
dependencies has not been fully automated yet. For the purpose of the pro-
posed framework, we will assume that dependency graphs generated via existing
tools are manually augmented by system administrators. Further research will
be needed to fully automate this process.

Definition 1 (Generalized Dependency Graph). A generalized dependency
graph is a labeled directed acyclic graph D = (H, Q, φ), where

– H is a set of nodes, corresponding to network entities;
– Q = {(h1, h2) ∈ H × H | h1 depends on h2} is a set of edges;
– φ : H → F is a mapping that associates with each node h ∈ H a function

f ∈ F , s.t. the arity of f is equal to the outdegree of h1.

For each node h ∈ H we will use h· to denote the set of entities that depend on
h and ·h to denote the set of entities h depends on.

Figure 1(d) shows a dependency graph for the network of Figure 1(a). Both hE

and hF strictly depend on hG. Local database servers also depend on hG, but
they can continue to operate, with degraded performance, if hG is compromised.

Without loss of generality, we assume an arbitrary but fixed time granularity,
and use T to denote the set of all time points. We can now introduce the defi-
nition of network status function, which, for each time point t, maps a network
entity to its performance at time t.

Definition 2 (Network Status Function). Given a generalized dependency
graph D = (H, Q, φ), a network status function for D is a function s : H ×T →
[0, 1] such that ∀h ∈ H and ∀t ∈ T , s(h, t) ≤ f(s(hi1 , t), . . . , s(him , t)), where
f = φ(h), and ·h = {hi1 , . . . , him} is the set of entities h depends on.
1 If h is a terminal node in the dependency graph (i.e., it does not depend on any

other node), we assume φ(h) is the constant (0-ary) function 1.
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The performance of an entity h is bounded by its corresponding dependency
function, which represents a theoretical maximum. In practice, the performance
may be lower if h has been directly compromised by an attack.

4 Attack Modeling

In this section, we start by recalling the definition of attack graph presented
in [22], and then introduce the notion of probabilistic temporal attack graph.
An attack graph is a directed graph having two types of vertices, exploits and
security conditions. Exploits are host-bound vulnerabilities, whereas security
conditions refer to the network states required or implied by exploits, such as
privilege levels. In [22], an attack graph is formally defined as a directed graph
G = (V ∪C, Rr∪Ri), where V is the set of known exploits, C is the set of relevant
security conditions, and Rr and Ri denote the require and imply relationship
between exploits and security conditions, defined as Rr ⊆ C × V and Ri ⊆ V ×
C, respectively. The prepare-for relationship between exploits is the composite
relation Ri ◦Rr. For the purpose of the type of analysis we present in this paper,
we can assume, without loss of generality, that attack graphs are acyclic.

We extend the attack graph model discussed above with the notion of timespan
distribution, which encodes probabilistic knowledge of the attacker’s behavior as
well as temporal constraints on the unfolding of attacks. We assume that each
step of an attack sequence is completed within certain temporal windows after
the previous exploit has been executed, each associated with a probability.

Example 1. Suppose an attacker has gained some privileges on host hE in Fig-
ure 1. Using these privileges, he can then create the conditions to exploit a
vulnerability on the main database server. However, this will take an amount of
time depending on his skill level. The attacker will then have time to exploit the
vulnerability until the vulnerability itself is patched, or the attack is discovered.

Leversage and Byres [15] describe how to estimate the mean time to compromise
a system and relate that to the skill level of the attacker. This approach can
be generalized to estimate timespan distributions for individual vulnerability
exploits. In fact, we can assume that the time taken to exploit a vulnerability
varies with the skill level of the attacker. Additionally, some vulnerabilities are
easier to exploit than others, thus exhibiting higher probabilities. We will assume
that timespan distributions are given, as a detailed discussion on how to derive
them would be beyond the scope of this paper. The definitions of timespan
distribution and probabilistic temporal attack graph are given below.

Definition 3 (Timespan Distribution). A timespan distribution ω ∈ Ω is a
pair (I, ρ) where:

– I is a set of time intervals2 s.t. ∀[x, y] ∈ I, x ≤ y;
– ∀[x, y], [x′, y′] ∈ I s.t. [x, y] 	= [x′, y′], intervals [x, y] and [x′, y′] are disjoint;

2 A time interval is a closed interval of the set T of all time points.
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– ρ : I → [0, 1] is a function that associates a value ρ(x, y) ∈ [0, 1] with each
time interval [x, y] ∈ I.

Given a timespan distribution ω = (I, ρ), we use S(ω) to denote
∑

[x,y]∈I ρ(x, y),
and ω.tmax to denote max[x,y]∈I | ρ(x,y)>0 y, i.e., the maximum time point for
which ρ is not 0. We require that S(ω) ≤ 1. �
Intuitively, a timespan distribution (I, ρ) specifies a set I of disjoint time in-
tervals when a given exploit might be executed, and an incomplete probability
distribution ρ over I: ρ(x, y) is the probability that the exploit will in fact be
executed during the time interval [x, y], following the execution of the previous
exploit. ρ is not forced to be complete as the exploit might not be executed.

Definition 4 (Probabilistic Temporal Attack Graph). Given an attack
graph G = (V ∪ C, Rr ∪ Ri) a probabilistic temporal attack graph built on G is
a labeled directed acyclic graph A = (V, E, δ, γ) where:

– V is the finite set of vulnerability exploits in the attack graph;
– E = Ri ◦ Rr;
– V s = {v ∈ V | �v′ ∈ V s.t. (v′, v) ∈ E} 	= ∅, and V e = {v ∈ V | �v′ ∈ V s.t.

(v, v′) ∈ E} 	= ∅, i.e., there exists at least one start node and one end node;
– δ : E → Ω is a function that associates a timespan distribution with each

edge in the graph, such that (∀v ∈ V )
∑
{v′∈V |(v,v′)∈E} S(δ(v, v′)) = 1;

– γ is a function that associates with each exploit vj ∈ V \ V s the condition

γ(vj) =
∧

ck∈C s.t. (ck,vj)∈Rr

⎛
⎝ ∨

vi∈V s.t. (vi,ck)∈Ri

νi,j

⎞
⎠,

where νi,j denotes that vj must be preceded by vi and must be executed within
one of the time intervals defined by δ(vi, vj), following the execution of vi.�

Intuitively, an edge e = (vi, vj) in a probabilistic temporal attack graph indicates
that vulnerability exploit vi prepares for exploit vj . The timespan distribution
δ(e) = (I, ρ) labeling the edge indicates how the probability that vj is executed
after vi changes with time. The condition γ(vj) labeling a node vj encodes the
dependencies between vj and the exploits preparing for it. In the original attack
graph, each exploit vj may require one or more security conditions to be satisfied,
and each such condition may be achieved through several alternative exploits.
This explains the conjunctive normal form of γ(vj). In the following, we will
often abuse notation, and use vi instead of νi,j in condition γ(vj), when vj is
clear from the context. Additionally, we say that a set V ∗ of exploits satisfies
condition γ(vj) if exploits in V ∗ are sufficient to satisfy all the security conditions
required by vi.

Attacks can be executed in many different ways, which we will refer to as
instances. The notion of attack instance is formalized in the following definition.

Definition 5 (Attack Instance). Given a probabilistic temporal attack graph
A = (V, E, δ, γ), an instance of A is a tree T = (VT , ET ) over A, rooted at an
end node of A and defined as follows:
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– |VT ∩ V e| = 1, i.e., there is exactly one end node of A in T ;
– (∀v ∈ VT \V s) ∃V ′ ⊂ VT s.t. V ′ satisfies γ(v) ∧ �V ′′ ⊂ V ′ s.t. V ′′ satisfies

γ(v). �

An instance is represented as a tree because each attack pattern aims at cre-
ating a certain target condition (e.g., gaining access to the database server of
Figure 1(a)), which can be achieved by executing an exploit corresponding to an
end node in the temporal attack graph (the root of the tree). Each exploit may
require one or more exploits being executed in preparation for it, and the leaves
of the tree represent exploits which depend on initial security conditions.

5 Combining Attack and Dependency Graphs

Dependency and attack graphs are great tools to analyze raw security data and
derive useful insights on the structure and weaknesses of a network. The following
example clearly shows that neither of these tools, if used alone, can provide a
cyber security analyst with enough information to make good decisions. Instead,
we need a tool that can combine information from the two graphs, also enabling
the analyst to import his risk analysis knowledge.

Example 2. Consider the network of Figure 1(a), and suppose an attacker has
compromised host hC . Based on the attack graph of Figure 2(a), an automated
system may recommend the analyst to protect host hD, as a vulnerability on
hD is the most likely to be exploited next. However, when we also consider
information in the dependency graph of Figure 1(d), this clearly turns to be the
worst choice possible. In fact, the only entity which directly depends on hD is host
hC , which is already compromised. Thus, the marginal damage caused by the
attacker exploiting hD is negligible. Conversely, exploiting the the vulnerability
on host hF , although less likely, would cause a much larger damage because it
would also disrupt the Web Server and the Online Shopping service.

The key observation behind our approach to combining attack and dependency
graphs is that the execution of a vulnerability (i.e., a node in the attack graph)
might cause a more or less severe reduction in performance in one or more
network entities (nodes in the dependency graph). This, in turn, may affect
other entities not directly affected by the exploit. We can thus introduce the
following fundamental definition.

Definition 6 (Attack Scenario Graph). Given a probabilistic temporal at-
tack graph A = (V, E, δ, γ) and a generalized dependency graph D = (H, Q, φ),
an attack scenario graph is a 4-tuple (A, D, F, η) where

– F ⊆ V × H;
– η : F → [0, 1] is a function that associates with each pair (v, h) ∈ F a

real number in the [0, 1] interval representing the percentage reduction in the
performance of entity h caused by vulnerability exploit v. �
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Fig. 2. Attack and scenario graphs

Intuitively, attack scenario graphs merge attack and dependency graphs intro-
ducing edges between vulnerability exploits and network entities encoding how
the latter are affected by the former. The numbers labeling these edges represent
the percentage reduction in the performance of an entity caused by an exploit
(if η(v, h) = 0 the edge is omitted). Figure 2(b) shows an example of attack
scenario graph for the network of Figure 1(a), where hS and hT represents the
two services offered by the enterprise.

We can use attack scenario graphs to track the evolution of an attack, monitor
the status of the network, and assess damage at the same time. Without loss of
generality, we assume that ∀h ∈ H , s(h, t0) = 1, i.e., every component of the
network is fully operational at time t0. In the following, we will abuse notation
and use si(h) to denote s(h, ti). If exploit v has been executed at time ti, we can
evaluate the status of the network at time ti as follows:

si(h) = min ((1−η(v, h)) · si−1(h), f(si(hi1), . . . , si(him))) (1)

where f = φ(h), and η(v, h) = 0 when (v, h) 	∈ F . The status of the network
needs to be updated every time a successful exploit is detected. However, given
the structure of the dependency graph, we only need to update the status of com-
ponents directly or indirectly affected by the exploit. In order to assess damage,
we assume that each network entity h has a given theoretical utility u(h) (cor-
responding to the case when h is fully operational). We also assume that the
actual utility at time ti is proportional to the performance of h at time ti and is
given by ui(h) = si(h) · u(h). We then estimate the marginal damage caused by
an exploit at time ti as the loss of utility w.r.t. the situation at time ti−1.

Δdamagei =
∑
h∈H

(si−1(h) − si(h)) · u(h) (2)

Example 3. Consider the attack scenario graph of Figure 2(b). Suppose that
∀h ∈ H , s0(h) = 1 and an attacker exploits vulnerability vC at time t1. This
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makes hC totally unusable (as η(vC , hC) = 1), leading to s1(hC) = 0. As hT

strictly depends on hC , we also have s1(hT ) = 0. Therefore, the marginal damage
of exploit vC is Δdamage1 = 14. At time t2, the attacker may take one of two
possible steps: exploiting vD (with probability 0.7) or vF (with probability 0.3).
In the first case, Δdamage2 = 0.7 · 5 = 3.5 (hC and hT are already unusable
because of the previous exploit). In the second case, Δdamage2 = 0.7·7+8+10 =
22.9 (hF is partially compromised, making hA and hS unusable). In conclusion,
the second alternative, although less likely, can cause a much larger damage.

When attack and dependency graphs are very large (millions of nodes), portions
of them could be maintained on disk rather than in main memory. In this case,
a merged data structure would provide additional advantages over two separate
graphs. If nodes from the two graphs pertaining the same group of machines are
stored in the same block on disk, all the information needed to process alerts
from that set of machines could be loaded with a single access to disk.

6 Real-time Scenario Analysis

In this section, we formalize the problem of real-time scenario analysis, and
propose a data structure to monitor and index incoming alerts, as well as an
algorithm to update the index in real-time. For the purpose of our analysis, we
assume that each alert o is a tuple (type, ts, hsrc, hdest), where type denotes the
event type, ts ∈ T is a timestamp, and hsrc, hdest are the source and destination
host respectively. We refer to a sequence O of such alerts as the observation
sequence. Finally, we assume the existence of a function exploit : O → V that
maps alerts in O to vulnerability exploits. Informally, we define an occurrence
of an attack as a sequence of alerts constituting the evidence that a given attack
occurred. A formal definition is given below.

Definition 7 (Attack Occurrence). Given a probabilistic temporal attack
graph A = (V, E, δ, γ), and an observation sequence O, an occurrence of A in O
with probability p is a sequence O∗ = 〈o∗1, . . . , o∗k〉 ⊆ O such that:

– o∗1.ts ≤ o∗2.ts ≤ . . . ≤ o∗k.ts;
– there exists an instance T = (VT , ET ) of A s.t. (∀(vi, vj) ∈ ET ) ∃oi, oj ∈ O∗

s.t. exploit(oi) = vi ∧ exploit(oj) = vj ∧oi.ts ≤ oj .ts, i.e., O∗ includes alerts
corresponding to all the exploits in T ;

– prob(root(VT )) ≥ p, where prob is recursively defined as

(∀v ∈ VT ) prob(v) =
{

1, if v is a leaf node
Πv′∈children(v)ρ(x, y) · prob(v′)

where (I, ρ) = δ(v′, v), [x, y] ∈ I s.t. x ≤ o.ts−o′.ts ≤ y, and exploit(o) = v,
exploit(o′) = v′.

The span of the occurrence above as the time interval span(O∗) = [oi1 .ts, oik
.ts].�
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In other words, an occurrence of a probabilistic temporal attack A is a sequence
of alerts indicating that all the exploits in an instance of the temporal attack
graph have been executed in the right order and satisfying all the temporal
constraints, thus enabling the attacker to achieve his target security condition.

We are interested in recognizing occurrences of attacks in real-time. Note
that multiple concurrent attacks generate interleaved alerts in the observation
sequence. In general, the problem of finding all possible occurrences of attacks is
exponential in the level of concurrency (i.e., the maximum number of concurrent
attacks), and quadratic in the number of received alerts. However, we will show
that, leveraging temporal features of attack graphs, it is possible to compute all
the valid solutions in time linear to the number of received alerts.

In order to concurrently monitor multiple types of attacks, we first merge
all probabilistic temporal attack graphs from a set A = {A1, . . . , Ak} – with
Ai = (Vi, Ei, δi, γi) and IA = {id(A1), . . . , (Ak)} – into a single multi-attack
graph M = (VM , IA, δM , γM ) where (i) VM = ∪k

i=1Vi is a set of vulnerability
exploits; (ii) δM : VM × VM × IA → Ω is a function that associates a triple
(v, v′, id(Ai)) with δi(v, v′), if (v, v′) ∈ Ei, or null otherwise; (iii) γM is a func-
tion that associates each pair (v, id(Ai)) ∈ VM × IA with γi(v), if v ∈ Vi \V s

i , or
null otherwise. In the following, we will assume that an attack scenario graph
(Definition 6) is a 4-tuple (M, D, F, η), where M is a multi-attack graph, rather
than a single attack graph. We can now give the definition of attack scenario
index, a data structure that enables indexing and tracking of ongoing attacks,
and provides support for analysis of future scenarios.

Definition 8 (Attack Scenario Index). Let G = (M, D, F, η) be an attack
scenario graph, where M = (VM , IA, δM , γM ) is a multi-attack graph built over a
set A={A1, . . . , Ak} of probabilistic temporal attack graphs, and D = (H, Q, φ)
is a generalized dependency graph. An attack scenario index is a 6-tuple IG =
(G, startG, endG, tablesG, sG, completedG), where:

– startG (resp. endG) : VM → 2IA is a function that associates with each node
v ∈ VM , the set of attack graph id’s for which v is a start (resp. end) node;

– For each v ∈ VM , tablesG(v) is a set of records of the form (curr, attackID,
ts0, prob, Δdamage, prev, next), where curr is a reference to an alert,
attackID ∈ IA is an attack graph id, ts0 ∈ T is a timestamp, prob ∈ [0, 1]
is the probability of the (partial) occurrence, Δdamage ∈ R is the marginal
damage, prev and next are sets of references to records in tablesG;

– sG : H → [0, 1] is the current status of the network;
– completedG : IA → 2P , where P is the set of references to records in tablesG,

is a function that associates with each attack identifier id(A) a set of refer-
ences to records in tablesG corresponding to completed occurrences of A. �

Note that G, startG, endG can be computed a-priori, given the set A of attack
graphs and the dependency graph D. All the tables that are part of the index
(tablesG) will be initially empty. As new alerts are received, they will be updated
accordingly, as described in Section 6.1. Index tables allow to track partially
completed occurrences, and each record points to an alert, as well as to previous
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Algorithm 1. updateIndex(onew, IG, pt)
Input: New alert to be processed onew , attack scenario index IG, probability threshold pt.
Output: Updated attack scenario index IG.

1: vnew ← exploit(onew) // Map the new alert to a known vulnerability exploit

2: Δdamage← 0

3: for all h ∈ H s.t. (vnew, h) ∈ F do

4: Δdamage← Δdamage + assessDamage(h, η(vnew, h))

5: // Look at start nodes

6: if startG(vnew) �= ∅ then

7: for all id ∈ startG(vnew) do

8: add (o↑new, id, onew.ts, 1, Δdamage, ∅, ∅) to tablesG(vnew)

9: // Look at intermediate nodes

10: V ← ∅
11: for all node v ∈ VM s.t. ∃id ∈ IA, δM (v, vnew, id) �= null do

12: rfirst←min{r∈tablesG(v)|onew.ts−r.curr.ts≤ maxid∈IA|δM (v,vnew,id)�=null δM (v, vnew, id).tmax}
13: for all records r ∈ tablesG(v) s.t. r ≥ rfirst do

14: id ← r.attackID
15: if δM (v, vnew, id) �= ∅ then

16: (I, τ) ← δM (v, tnew.obs, id)

17: p ← τ(x, y) where [x, y] ∈ I and x ≤ tnew.ts − r.curr.ts ≤ y

18: if p ≥ pt then

19: V ← V ∪ {(v, r, p)}
20: if V satisfies γ(vnew) then

21: prob ← 1

22: records ← ∅
23: for all (vi, pi, ri) ∈ V ∗ s.t. V ∗ is a minimal subset of V satisfying γ(vnew) do

24: prob ← prob · ri.prob · pi

25: records ← records ∪ {r↑
i
}

26: if prob ≥ pt then

27: rn ← (o↑new, id, min
r′∈records

r′.ts0, prob, Δdamage, records, ∅)
28: add rn to tablesG(vnew)

29: for all r′ ∈ records do

30: r′.next← r′.next ∪ {r↑n}
31: // Look at end nodes

32: if id ∈ endG(vnew) then

33: add r
↑
n to completedG(id)

and successor records. Each record also stores the time at which the partial
occurrence began (ts0), and the marginal damage caused by the corresponding
exploit.

6.1 Index Update Algorithm

This section describes an algorithm (Algorithm 1, updateIndex) to update the
index when a new alert is received. The algorithm takes as input an attack
scenario index IG, a new alert onew , and a probability threshold pt.

Line 1 maps the newly received alert onew to a known vulnerability exploit
vnew. Lines 2–4 compute the marginal damage caused by exploit vnew by invoking
the assessDamage algorithm (Algorithm 2) for each network entity h ∈ H
directly affected by vnew and summing up all the contributions. Algorithm 2
starts by computing the reduction in the performance of h (Lines 1–5), and then
iteratively propagates damage assessment to all the affected nodes (Lines 7–8).

Lines 6–8 of Algorithm 1 handle the case when vnew is the start node of
an attack graph in A. A new record is added to startG(vnew) for each attack
graph in A for which vnew is a start node. Lines 10–33 look at the tables as-
sociated with the nodes that precede vnew in the temporal multi-attack graph
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Algorithm 2. assessDamage(h, η)
Input: Node h in the generalized dependency graph, performance reduction η due to an exploit
Output: marginal damage assessment
1: // Update status and assess direct damage to h
2: sbefore ← sG(h)
3: sG(h)← min((1− η) · sG(h), φ(h)(·h))
4: safter ← sG(h)
5: Δdamage← (sbefore − safter) · u(h)
6: // Assess damage propagation
7: for all hi ∈ h· s.t. sG(hi) > 0 do
8: Δdamage← Δdamage + assessDamage(hi , 0)
9: return Δdamage

and check whether the new alert can be correlated to existing partially com-
pleted occurrences. For each predecessor v of vnew, Line 12 determines where
the algorithm should start scanning tablesG(v). Note that records are added
to index tables as new alerts are received, thus they are ordered by r.curr.ts,
i.e., the time at which the corresponding alert was received. Given two records
r1, r2 ∈ tablesG(v), we use r1 ≤ r2 to denote the fact that r1 precedes r2 in
tablesG(v), i.e., r1.curr.ts ≤ r2.curr.ts. To avoid scanning the entire table, only
the “most recent” records in tablesG(v) are considered, i.e., those that can still
be linked to new alerts (Line 12). On Lines 16-17, timespan distributions are
used to determine the probability p that the new alert can be linked to record r
for the attack graph identified by r.attackID, given the amount of time elapsed
between r.curr.ts and onew .ts. Since we are interested in occurrences with a
probability above the threshold pt, we discard the partial occurrence as soon as
p < pt (Line 18). Otherwise, we keep track in V of all the predecessor exploits
that can be linked to vnew, and, if the condition γ(vnew) is satisfied (Line 20), we
consider a subset V ∗ of V that minimally satisfies γ(vnew) and add a new record
rn to tablesG(v) (Lines 27-28) if the overall probability of the corresponding
(partial) occurrence is above the threshold. Additionally, we update predecessor
records to have rn as their successor (Lines 29-30). Note that rn inherits ts0 from
its predecessors; this ensures that the starting and ending times can be quickly
retrieved by looking directly at the last record for a completed occurrence. Fi-
nally, lines 32–33 check whether vnew is an end node for some attack graph. If
yes, a pointer to rn is added to completedG, telling that a new occurrence has
completed.

Algorithm updateIndex, can be used iteratively for loading an entire obser-
vation sequence at once (we refer to this variant as bulkUpdate). The following
result characterizes the time complexity of the two algorithms.

Proposition 1. Given a set A of probabilistic temporal attack graphs, a multi-
attack graph M = (VM , IA, δM , γM ) over A, an attack scenario graph G, and
an attack scenario index IG = (G, startG, endG, tablesG, sG, completedG), the
worst case complexity of algorithm updateIndex (resp. bulkUpdate) is O(k|VM | ·
|A|) (resp. O(k|VM | · |A| · |O|)), where O is the observation sequence and k is the
level of concurrency, i.e., the maximum number of concurrent attacks. �
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Note that the complexity result above are based on the fact that the number
of recent records in each table tablesG(v) is independent of the size of O. This
can be formally proved, and is largely confirmed by experimental results. Addi-
tionally, our experiments show that, in practice, time and space complexity are
independent of the size of the activities. This result is expected since |O| � |VM |.

7 Analysis of Future Scenarios

As Example 3 has shown, recommendations should be made to the analyst based
on a compromise between likelihood and marginal damage of possible future
scenarios. Ideally, an automated system should provide the analyst with a list
of predicted scenarios, ranked by a measure of criticality accounting for both
probability and marginal damage. The analyst would then be recommended to
take action to prevent attack steps corresponding to the scenario with the highest
criticality. In the simplest case, given a set of predicted occurrences {O∗1 , . . . , O∗n},
we can estimate the criticality of O∗i , for each i ∈ [1, n], as pi ·Δdamagei, where
pi and Δdamagei are the probability and marginal damage of O∗i respectively.
In general, a criticality function can be defined as any function of the form
f : [0, 1]× R → R that satisfies the following monotonicity axioms:

(∀Δd ∈ R) p1 ≥ p2 ⇒ f(p1, Δd) ≥ f(p2, Δd) (3)
(∀p ∈ [0, 1]) Δd1 ≥ Δd2 ⇒ f(p, Δd1) ≥ f(p, Δd2) (4)

Example 4. Consider the two scenarios described in Example 3. According to
the simple computation model described above, their criticality is 2.45 and 6.87
respectively, confirming that protecting hF would be a wiser choice.

We propose algorithm rankFutureScenarios (Algorithm 3) to predict and rank
all possible future scenarios. We assume that the attacker’s goal is to reach a net-
work resource corresponding to the end node of an attack graph. The algorithm
takes as input an attack scenario graph IG, a time point ts, an integer k > 0, a
probability threshold pt, and a criticality function f , and returns a ranked list
of possible future attack occurrences. The algorithm considers all the record in
the index which do not have a successor yet (Lines 2-3). For each such record r,
a recursive algorithm (simGraphForward) traverses the attack graph forward,
and derives a set of partial future occurrences of length k or less along with
their probability and marginal damage assessment (Line 5). This algorithm is
straightforward and details are omitted for reasons of space. Finally, all the pre-
dicted partial occurrences are ranked using f . The following result characterizes
the time complexity of algorithms rankFutureScenarios.

Proposition 2. Given an attack scenario index IG = (G, startG, endG, tablesG,
sG, completedG) and an integer k, the worst case complexity of algorithm rank-
FutureScenarios is O(|VM |·dk), where VM is the set of exploits in the multi-attack
graph and d is the maximum out-degree of nodes in VM . �
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Algorithm 3. rankFutureScenarios(IG, ts, k, pt, f)
Input: Attack scenario index IG, time ts, integer k>0, prob. threshold pt, criticality function f .
Output: List of 4-tuples (id(A), O, prob, Δdamage) ranked by f(prob, Δdamage), where id(A) ∈

IA, O is a partial occurrence, prob is the probability of O, and Δdamage is the marginal damage

1: S ← ∅
2: for all v ∈ VM do
3: for all r ∈ tablesG(v) s.t. e.next = ∅ ∧ r.curr.ts < ts ∧ r↑ /∈ completedG(r.attackID) do
4: // Find attack patterns starting at v, no longer than k, and with probability above pt

5: O ← simGraphForward(r.attackID, exploit(r.curr), k, pt)
6: for all (O, prob, Δdamage) ∈ O do
7: S ← S ∪ {(r.attackID, O, prob, Δdamage)}
8: return rankedList(S, f)

The above result, confirmed by the experiments, indicates that, although time
complexity is exponential in the number k of steps forward, the effect of the
exponential is not significant. In fact, typically |VM | � d, and k is not large.

8 Experiments

In this section, we report the results of the experiments we conducted to evaluate
the time and memory performance of the proposed index update algorithm, as
well as the performance of the rankFutureScenario algorithm. We evaluated the
system using both real and synthetic attack graphs. In both cases, we used the
attack graphs to simulate a number of attacks and generate a stream of alerts.
Specifically, we used an attack graph that was generated by scanning an existing
network with the tool described in [11]. The resulting temporal attack graph
includes 786 nodes, encompassing 64 machines. In order to test our framework
on larger graphs, we generated synthetic graphs of up to 300 thousand nodes.

Figure 3(a) shows how the time to build the entire index using the bulkUpdate
algorithm – for both synthetic and real attack graphs – increases as the number
of alerts increases. It is clear that the index building time is linear in the number
of alerts (note that both axes are on a log scale), and the algorithm can process
between 25 and 30 thousands alerts per second. Also note that there is no sig-
nificant difference between results on real and synthetic attack graphs, and that
the size of the graphs does not significantly affects the index building time, as
confirmed by Figure 3(b): when the size of the merged graph changes by orders
of magnitude, the processing time increases slightly, but remains within the same
order of magnitude. This can be easily explained by considering that, for a given
number of alerts, when the size of the graphs increases, the number of index
tables (one for each v ∈ VM ) increases as well, but at the same time the average
number of occurrences of each alert and the average size of each table decrease,
keeping total memory occupancy (Figure 3(c)) and processing time (Figure 3(b))
almost constant. The slight increase in processing time can then be attributed
to the overhead of managing a larger number of tables. Figure 3(c) also indicates
that memory occupancy increases linearly with the number of alerts processed.

Finally, execution times of algorithm rankFutureScenarios for varying val-
ues of k are reported in Figure 3(d). Note that the processing time is not
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Fig. 3. Experimental results

significantly affected by the size of the graphs. This can be easily explained
with the same argument used above for index building time and memory. Al-
gorithm rankFutureScenarios looks at the most recent records in each index
table, i.e., those in a given temporal window. As the size of the graphs increases,
the number of records per table falling in such temporal window decreases, thus
keeping the total number of records to examine almost constant. For any give
graph size, when k increases, the processing time increases. However, we can
note that, for smaller graphs, the processing time become stable as k increases,
whereas, for larger graphs, it will continue to increase exponentially. This can be
easily explained considering that, as k increases, it will be less likely for smaller
graph to have partial patterns of length k, so in most cases the algorithm will
end the recursive search earlier than k steps forward.

9 Conclusions

In this paper, we proposed a novel framework to integrate vulnerability and
dependency analysis, and provide security analysts with a better picture of the
cyber situation. Our contribution was threefold. First, we introduced the notion
of generalized dependency graph, which captures how network components, at
different levels of abstraction, depend on each other. Second, we extended the
classical definition of attack graph to incorporate probabilistic knowledge of the
attacker’s behavior. Finally, we introduced the notion of attack scenario graph,
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which integrates dependency and attack graphs. We proposed efficient algorithms
for detection and prediction, and showed that our framework can handle very
large attack graphs and large volumes of alerts. Further research will be needed
to fully automate the generation of attack scenario graphs.
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