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E.T.S.I. Informática, Universidad de Málaga
{gustavo,lff,pinto}@lcc.uma.es

Abstract. One of the main features of pervasive computing systems is
that environment conditions are continuously changing. Therefore, these
systems need to be dynamically reconfigured in order to properly adapt
to their environment (context). An appropriate solution to provide re-
configurability is Aspect-Oriented Software Development. In this paper,
we present an aspect-oriented middleware architecture for pervasive com-
puting systems reconfiguration. Using our architecture, middleware ser-
vices can be reconfigured by enabling/disabling optional functionalities
or replacing the entire service with lighter implementations which are
less resource consuming. In order to achieve dynamic reconfiguration,
the most relevant middleware service is the context-monitoring service,
which is needed to provide the middleware with information about the
state of the environment. Thus, in this paper, we focus on the context-
monitoring service, although the rest of the services are defined and
reconfigured in a similar way and will be addressed in the future.
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1 Introduction

Pervasive computing systems have experienced an increased demand due to the
evolution and popularity of mobile devices and embedded systems. Computing
has moved then from desktops to highly dynamic environments. When the en-
vironment (context) of a system changes, the requirements that services need
to satisfy can also change, so an adaptation is needed in order to fulfill these
new requirements. Adaptation can involve enabling, disabling or modifying ex-
isting services. Furthermore, this process should be as transparent as possible
to the services and applications. Therefore, this is a complex task and should
be addressed by a middleware architecture that provides the monitorisation and
dynamic reconfiguration services needed to achieve context-aware adaptation.

There are nowadays several middleware solutions that try to achieve dynamic
adaptation. Some of them focus only on adapting the application level [1,2,3,4],
while others also reconfigure the services of the middleware infrastructure [5,6,7,8].
However, a shortcoming of most of them is their lack of support to satisfacto-
rily achieve highly relevant non-functional requirements in the development of
pervasive computing systems, such as flexibility and consistency of the reconfigu-
rations, homogeneous reconfiguration at both the middleware infrastructure and
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the application level, and contention of the performance overhead introduced by
dynamic adaptation. Other requirements such as service distribution, mobility
or fault tolerance are equally important and will be considered in future works.

In our approach, flexibility is achieved by using Aspect-Oriented Software De-
velopment (AOSD). AOSD is an appropriate technology for this purpose. Firstly,
optional functionalities can be modelled as aspects, which are dynamically en-
abled/disabled or even woven/unwoven if the underlying AO platform supports
it [9]. For example, if sensors were implemented as aspects, they could be dis-
ableds when they are no longer needed, releasing the resources used by those
sensors. On the other hand, if new sensors are needed, they can be woven at
runtime. Secondly, entire services can also be replaced by alternative implemen-
tations that better suit the current context conditions. However, in dynamic AO
middlewares flexibility is usually achieved at the cost of consistency. This occurs,
basically, because the possibility of incorporating any aspect at any place and
at any moment of the execution of the system may seriously affect the system
consistency (e.g. a configuration in which the communication between two com-
ponents is encrypted but, although the Encryption aspect has been woven in the
source component, the Decryption aspect has not been woven in the target). In
these cases a consistency service [10] needs to be added to the middleware infras-
tructure in order to check that the incorporation/deletion of an aspect maintains
the system in a consistent state. However, this supposes a runtime performance
overload, especially relevant in the case of resource-constrained devices. In our
approach, we try to find a compromise between flexibility and consistency by
limiting the adaptations that can be performed in a particular service to the
addition/deletion of aspects that have been previously identified, modelled and
implemented for each middleware service.

Another shortcoming of AOSD is the performance overhead introduced by
the dynamic weaving of aspects. Thus, the decision about the AO approach to
be used in a middleware for pervasive computing systems is a key issue. In this
paper we show an initial performance evaluation that will be completed with a
more exhaustive study before deciding the particular mechanism to be used.

Summarising, this paper proposes an AO reconfigurable middleware architec-
ture that perform context monitoring and reconfigure itself in order to adapt
to the changes in the environment. Our architecture provides support for an
homogeneous reconfiguration of all services, both the middleware infrastructure
services and the applications running on top of the middleware infrastructure.
Moreover, we use AOSD to provide more flexible and reconfigurable services,
but still controlling the consistency and performance overload limitations usu-
ally introduced by AOSD. After this introduction, in Section 2 we present some
related work and the requirements that our middleware architecture should ad-
dress. Section 3 outlines our middleware architecture and service model, focusing
on the context-monitoring service. An initial performance evaluation is done in
Section 4. Conclusions and future work are presented in Section 5.
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2 Motivation and Related Work

In this section we focus on those proposals of the state of the art that cover
context management and reconfigurability. We also take into account whether
these proposals provide consistency of the reconfigurations.

Regarding reconfiguration, most of the existing work [1,2,3,4] provide support
for reconfiguration only of the application layer. The objective of these middle-
wares is to enable constrained devices to run complex tasks by offloading part
of their execution on a resource-rich node connected through a wireless network.
However, in these platforms, the middleware always takes the same amount of re-
sources. Since our work focuses on reconfiguration at the middleware layer, our
objective is clearly different. Some reconfigurable middlewares are RCSM [5],
SOCAM [6], the work by Janik and Zielinski [7] and the architecture in the
PhD thesis of Paspallis [8]. Throughout this section we focus on answering three
questions: how do these works provide context gathering and management?; how
flexible the reconfiguration is?, and how consistency is provided?

2.1 Context Gathering and Management

Middleware architectures should provide an efficient mechanism for gathering
context from different kinds of sources (context acquisition). Usually, information
will come from sensors (temperature, light, accelerometers, etc.), but it can also
come from measuring of available resources of the device (CPU, memory, stor-
age, network bandwidth, etc.). Context management should also provide some
kind of context abstraction, like data aggregation or filtering (context process-
ing). Sometimes a service needs context information that is produced in remote
devices, orr due to the device constraints a context provider would be better
instantiated in a remote node with more resources. The middleware architecture
should provide support for deploying remote providers and for gathering remote
context data transparently to the service or the application. Furthermore, when
context is distributed, requirements like privacy and security arise.

Context acquisition is similar in most approaches, although using different
terminology. For instance, RCSM has a lookup service to localise available sen-
sors and context information is gathered from both sensors and the underlying
operating system. SOCAM defines the concept of context providers, which can
be internal – i.e. that are connected to physical sensors, or external – i.e. that get
information from web servers and other information services. Similarly, in the
work by Paspallis context is provided by pluggable components that are called
context plug-ins. An important difference is introduced by those approaches us-
ing aspect-orientation. Concretely, in Janik and Zielinski context data is pro-
vided by sampling devices that are implemented as aspects and that can be
woven/unwoven from the service as needed. The use of aspects allows an easier
adaptation of the number and type of sampling devices. Another advantage of
using aspects is that the source of context information can be any point of your
system that needs to be monitored, even if the service was not initially designed
as a context provider. An example would be the necessity of monitoring the
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number of threads created in a particular service. Using AOP to implement the
sampling device, the only requirement would be to intercept those points in the
service code that create a new thread. AOP allows doing that in a non-invasive
way. Our approach is similar to this with the following differences: (1) our goal
is to use AOP to separate as aspects not only the context providers but also any
other crosscutting concern; (2) we provide an homogeneous model and thus the
rest of middleware services (communication, mobility, etc.) will also be modelled
following an AO approach, and (3) we will explicitly cope with the consistency
and performance overhead issues of AOP.

Once the context is gathered, the main differences between the existing pro-
posals is in the way in which the context processing is done. RCSM, for instance,
introduces the concept of situation as a context abstraction, which consists of an
aggregation of past context data. For example, presentation slides can be down-
loaded to the mobile phone ”if the user is in the office”, ”his desktop computer
is near” and the ”class time is approaching”, being each of these conditions a
single situation. A similar approach is followed in the work of Janik and Zielin-
ski, where monitoring agents collects the context information and forward it to
a centralised observer. The information can then be stored, aggregated and fil-
tered by some entities called appenders. A different approach is followed by both
SOCAM and the work by Paspallis that defines a query language to consult
the contextual information previously gathered. In SOCAM an Ontology Web
Language (OWL) is used to discover and interpret the context. In the work by
Paspallis they define an XML-based language called CQL that provides support
for immediate and subscription-based access to context data. Each approach has
its benefits and limitations, although none of them is adaptable enough in order
to satisfy the necessities of all context-aware applications. In our approach, our
intention is to take advantage of the flexibility offered by AOP in order to be
able to support both approaches, adapting the context-aware service to the par-
ticular necessities of each application. This is however part of our ongoing work
and thus it is out of the scope of this paper.

Finally, all the studied proposals provide some kind of support to access re-
mote context. For instance, RCSM support the access of remote sensors using
a context discovery protocol (R-CDP) and SOCAM includes a service location
service that provides support for using external context providers. Additionally,
in the work by Janik and Zielinksi and in the work by Paspallis, in addition
to access to remote context, context providers can also be remotely instanti-
ated. However, although privacy and security are two requirements identified as
needed when context distribution is available, security is not provided in any
of the proposals described here. Moreover, none of them support privacy, with
the exception of the work by Paspallis that includes a privacy component in the
architecture of its monitoring service. In our middleware, all services may be
distributed according to the constraints introduced by the environment condi-
tions, including the monitoring service. Privacy and security will be added to
the service as aspects only when needed.
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2.2 Middleware Reconfiguration

There are mainly two different levels of reconfiguration. The first one assumes
that the components/services of the middleware infrastructure and application
define a set of configuration parameters that can be modified at runtime in order
to adapt their behaviour to the environment changes. In the second level, com-
ponents/services can be enabled and disabled at runtime. This second approach
is more complex, although it is also more powerful because resource consumption
can be reduced when a service is no longer needed, and new functionalities can
be enabled even when they were not initially expected to be needed.

In RCSM, reconfiguration is supported in context acquisition by modifying
rules and situations. When a rule or a situation is changed, sensing units that
are no longer needed can be disabled and new required sensing units be en-
abled. SOCAM provides reconfiguration in context providers, adding or remov-
ing sensors and modifying the information provided. The work of Janik and
Zielinski integrates with AAOP, an AO model which provides support for spec-
ifying adaptability strategies. Strategies are modeled as a graph of states where
each state defines an adaptation policy, which consists of a set of constraints
(for example, maximum CPU time or maximum memory usage) and a set of
conditions to change from active state to another one. Everytime that state is
changed some actions can be executed (usually, sampling devices or application
aspects are enabled or disabled). The monitoring system presented in this pa-
per addresses reconfiguration in monitoring service by enabling/disabling sam-
pling devices or modifying configuration parameters. This monitoring service,
used together with AAOP, enables application reconfiguration (e.g. for satisfy-
ing non-functional goals). However, this approach lacks scalability because with
each non-functional goal taken into account, the number of graph states is mul-
tiplied and it is very difficult to maintain. Finally, the architecture presented in
the thesis of Paspallis is composed of loosely coupled components. A centralized
component, called Context Manager, provides support for dynamically deploying
or removing context plug-ins (i.e. context data providers). The Context Manager
will analyze the received context data queries in order to decide which context
plug-ins should be enabled or disabled.

In our approach our goal is to support both levels of reconfiguration. The first
level will be achieved in a similar way to existing proposals. Regarding the second
level, our approach will be similar to the work by Janik and Zielinski, in the
sense that we also use AOP to implement the middleware service variabilities.
The main difference is that our goal is to use aspects to model not only the
addition/removal of sampling devices, but of any service behaviour susceptible
to adaptation at runtime. We will provide more details further on the paper.

2.3 Consistency

In the related work presented in this section, only small changes are performed
with reconfiguration operations, so there is no need to introduce mechanisms
to ensure consistency. Some proposals (e.g. [11,12,13,14]) provide support for
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dynamic reconfiguration, but they don’t ensure consistency, or it is only par-
tially addressed. This lack of consistency support is the main motivation of the
work by Surajbali [10], which proposes an AO middleware architecture that pro-
vides consistent dynamic reconfiguration. However, this architecture doesn’t sup-
port context-awareness and it was not specifically designed to run on resource-
constraints devices. The architecture proposed by Janik and Zielinski is focused
on monitoring service. Since reconfiguration is limited to sampling devices and
context data transformation, it is not necessary to provide mechanisms to en-
sure consistency. However, when the monitoring service is used together with
the AAOP model, it provides support for reconfiguration of the application level
too. In that case, the responsability of defining a graph of consistent states is
delegated to the application developers. Finally, in the architecture presented by
Paspallis, context plug-ins can be installed and uninstalled at runtime. Context
plug-ins specify their provided and required context types. The only consistence
mechanism provided is dependences checking between context plug-ins.

3 Middleware Architecture and Service Model

3.1 High-Level Middleware Architecture

Figure 1 shows our high level middleware architecture. We explicitly show the
Dynamic Reconfiguration Service (DRS), the Context-Monitoring Service (CMS)
and the Aspect Management Service (AMS). The rest of the services (e.g. distri-
bution, communication, localisation, etc.) are all represented by the Middleware
Service (MS). In our approach, the DRS provides support for services recon-
figuration. Reconfigurations will be performed taking into account context in-
formation, which is provided by the CMS. Since DRS and CMS communicate
through well known interfaces, and they don’t depend on the internal services
design, many services (both middleware and application services) can be built
around this architecture, taking advantage of the dynamic reconfiguration and
context-monitoring abilities in a homogeneous way. The AMS is the responsi-
ble for adding and removing aspects according to the contextual information
gathered and processed by the CMS.

As shown in Figure 1, the high level architecture of the Context-Monitoring
Service can be organised into two main components, according to the main
tasks offered by this service: Context Acquisition and Context Processing. Con-
text acquisition involves several tasks such as: (1) enabling and disabling context
providers; (2) tracking available context providers; (3) registering new context
providers and (4) context data gathering from context providers. Context pro-
cessing consists of tasks such as: (1) maintaining context history; (2) providing
context abstraction; (3) context information modelling and context query sup-
port; (4) sending contextual event notifications to subscribed services, and (5)
tracking needed context information in order to request Context Acquisition to
disable context providers that are no longer needed or to enable new ones.
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Fig. 1. Middleware Architecture

3.2 Service Model

One of the main contributions of this paper is our service model. In order to de-
velop services that can be dynamically reconfigured in a homogeneous, flexible,
consistent and efficient way, our approach proposes the use of a service devel-
opment methodology based on the same principles of Software Product Lines
(SPL) [15]. The main goal of a SPL is the definition of a family of products
through the distinction between the functionalities that are common to all the
products, and the variabilities introduced by each product in the family. The
main difference with our approach is that our objective is not the definition of
a family of products, but the definition of a family of consistent service config-
urations. We illustrate our proposal using the Context-Monitoring service as an
example.

Our service development methodology begins with the identification of the
service’s functional and non-functional requirements and the definition of a fea-
ture model [16] representing all the functionalities of the service, including in-
formation about their dependencies and which ones are optional and which are
mandatory. On an example, Figure 2 shows part of the feature model of the
Context-Monitoring service. This service consists of two main features: Context
acquisition and Context processing. Each of them can also be split to different
sets of features. Context acquisition will be responsible for tracking all avail-
able context providers, so it should provide support for registering new context
providers, enabling and disabling context providers and gathering all the data
generated by the enabled context providers. Context providers are part of con-
text acquisition, and they can be locally or remotely deployed. When context
distribution is enabled using remote context providers, concerns like privacy and
encryption should be taken into account. As can be seen in the figure, support
for remote context providers is optional, because it is a feature that may intro-
duce an overload and a consumption of networking and power resources. Another
optional feature for context providers is the use of a cache. When obtaining of
a sample of context information is expensive, performing probing every time
that a value is asked for is not efficient and, depending on the requirements,
returning a cached value could be more appropriate. On the other hand, context
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processing consists of some different features too. Context information requests
should be analysed in order to enable the needed context providers and disable
those that are no longer needed. This feature is called required providers track-
ing. The context information can be provided at low level (asking for a specific
value of a provider measurement) or by using a context abstraction. Context
abstraction provides support for high-level context, and we can distinguish two
different approaches: simple combinations of low-level context information (de-
fined as situation by some authors [5]) or more complex reasoning mechanisms
like ontologies or context query languages [6,8]. Both approaches provide support
for storing and accessing past context information (context history).

Legend Mandatory

Optional

Exactly one

One or more

Fig. 2. Example of Context-Monitoring Service Model

Once the feature model has been specified, in the next step of our method-
ology an architecture of the service will be modelled according to that feature
model. The architecture will consist of some mandatory components (the core
architecture) and some optional ones that will be connected or not to the core
architecture depending on the variabilities being included for each particular
configuration. In our approach, we use AOSD to specify how the variable archi-
tecture is connected to the core architecture. Moreover, using AOSD the optional
components are dynamically enabled and disabled depending on the features se-
lected from the model. There are mainly two alternatives to model aspects at the
architectural level. One of them is the use of an AO UML profile and the other
one is the use of an AO ADL. In order to illustrate our approach, in this paper
we use our Aspect-Oriented Architecture Description Language (AO-ADL) [17].
Note that other approaches may have also been used. Continuing with our ex-
ample, Figure 3 shows part of the AO-ADL architecture of Context-Monitoring.

In this scenario, the Context Gathering component is responsible for collect-
ing all the information generated by context providers. This example shows
how this component communicates with a remote Context Provider using the
Distribution Service. Context Providers are aspects that generate contextual in-
formation. This information can be measurements from physical sensors or from
resources usage (CPU, memory, network, storage, battery, etc.) but, since con-
text providers are aspects, they can also get information about applications or
services (number of running threads, interaction between components, execu-
tion time, etc.), providing great versatility to the Context-Monitoring service.
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Fig. 3. Partial architecture of the context-monitoring service

The Distribution Service provides support to communicate with remote compo-
nentes/aspects. In order to establish a secure interaction with remote providers,
the Encryption, Decryption and Privacy aspects have been woven. In this way,
only authorised devices will gain access to the contextual information provided
by that context provider. Furthermore, information will be encrypted/decrypted
to secure data transmission over the network. There are two main benefits de-
rived from the use of AOSD: (1) The Context Gathering, Context Provider and
Distribution Service components are completely unaware of the Encryption, De-
cryption and Privacy aspects, being able to reuse them in different configurations
of the service without any modification in their design/implementation. For in-
stance, the same implementations of these components will be reused in both
local and remote interactions. In the XML code on the left handside of Figure 3
you can see that the pointcuts (i.e. the place where aspects are injected) and the
advice (i.e. the aspect behaviour being injected) are specified outside the compo-
nents, as part of the connector; (2) Encryption, Decryption and Privacy can be
easily added or removed from the service at runtime using the AO mechanisms
offered by the middleware architecture.

3.3 Service Reconfiguration

Finally, DRS provides the interface IReconfigManagement, which can be used
by services to manage their own reconfiguration. Services will provide DRS with
(1) their service model; (2) a set of rules that define how and when they should
be reconfigured and (3) the features initially selected from the service model.

Every service will define its own set of reconfiguration rules. These rules consist
of a set of actions that will be performed if some activation conditions of context
and service features are true. The actions can be enabling or disabling features
of the service model. DRS will track the enabled features of each service and,
when the conditions of a rule are met, it will process the actions defined for that
rule taking into account the stored feature model of the service. After executing
the actions of the rule, it may be that: (1) A new valid choice is generated.
In that case, DRS will send a notification to the service through the interface
IReconfigEvent indicating the new set of enabled features, and the service will
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map it as a new configuration of its components, and (2) An invalid choice is
generated. Then, DRS will send a notification to the service indicating that it
is not possible to find a proper configuration for the current context situation,
and service will decide if it continues to use the same configuration, stops its
execution or throws up an error.

For instance, continuing with our example in Figure 2, the feature model
determines that only the Encryption and Privacy features can be dynamically
added/removed from the interaction between the Context Gathering component
and the Context Provider remote aspects. This means that the reconfiguration
service will prevent any adaptation that was not previously contemplated during
the service design. As another example, the feature model in Figure 2 does not
contemplate the use of encryption and privacy when interaction with context
providers is local. In our approach, this means that the adaptation of the service
to incorporate those aspects in local interactions will be detected as a non-
valid reconfiguration. Thus, using our service model we are able to provide more
flexibility than those approaches where adaptation is based on predefined plans,
while avoiding the consistency problems introduced by AO approaches, which
allows the addition/removal of any aspect, even if the aspect’s behaviour was
not previously identified as part of the service during its design.

4 Performance Evaluation

As mentioned in Section 3, we use AOSD to manage the architecture’s variability.
There are some different mechanisms (JBoss AOP, Spring, etc...) that provide
support for developing AO systems, although it is possible to design our own
weaving mechanism. Since we focus on pervasive computing systems, it is critical
to choose an efficient and scalable mechanism. To this end we have implemented
a prototype of a weaving mechanism based on the AO-ADL connector, which is
a first-class entity that contains the references of the aspects being injected in a
particular component composition, and we have designed an evaluation scenario
in order to evaluate the overhead introduced by our connector related to JBoss
AOP and a direct communication between components. In our evaluation sce-
nario there are two locally instantiated components c1 and c2, where c1 calls
the operation m1 provided by c2. This communication is instrumented by the
weaving mechanism in order to apply a set of aspects before the operation m1
is executed. Neither m1 or the aspects perform any action, because we want to
evaluate the overhead introduced by the weaving mechanism when it gets the
aspects references and starts advices execution. In the case of direct communica-
tion, the operations defined in the aspects are executed by the component c2. We
have measured the elapsed time when m1 operation is called and this operation
has finished. We have measured this for different number of aspects in order to
know if these mechanisms are scalable. We have used an ASUS UL50AG laptop
with an Intel ULV SU7300 CPU and 4 GB of RAM memory running 64-bit Win-
dows 7 Home Premium. The results of the performance evaluation can be seen
in Figure 4. Note that in Figure 4a the results are shown in microseconds and in
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Fig. 4. Performance Evaluation Results

Figure 4b, the execution time is shown in a logarithmic scale. As was expected,
direct communication introduces the least overhead, and it is nearly constant
with respect to the increased number of aspects. However, in the direct com-
munication approach, coordination mechanisms such as event notification would
be necessary to provide reconfiguration support. As can be seen in Figure 4b,
our implementation is scalable because, as it occurs in direct communication, if
we increase the number of aspects, the overhead does not increase greatly. It’s
worth noting that, in our implementation, overhead increases significantly when
the number of aspects reaches 16, although after that the overhead remains al-
most constant. This behaviour is related to the internal implementation of Java
Reflection API and will be addressed in future work. Finally, it can be seen that
the execution times measured when using JBoss AOP are much higher than the
ones measured with the two previous approaches and, although it is also scal-
able, the overhead increase related to the number of aspects is higher than the
measured in the previous approaches.

5 Conclusions and Future Work

We have presented an initial approach towards the definition of an AO context-
aware middleware platform to reconfigure both middleware and application ser-
vices at runtime. We focus particularly on pervasive applications running on
resource-constrained devices. In order to do that, in this paper we focus on how
to achieve a flexible, consistent and efficient approach. Our main contributions
are the use of AOSD and the definition of a service model inspired in the princi-
ples of SPLs. There are still many open questions that we plan to answer as part
of our future work. Firstly, we need to choose the AO mechanism. For that, we
need to complete the evaluation presented in this paper addressing concerns such
as consistency and reconfiguration performance before deciding the most efficient
mechanism to be used in resource-constrained environments. Another relevant
issue is the design of the reconfiguration service. There are many approaches
managing the valid configurations in different ways (graphs, set of plans, etc).
Some of them are not scalable and may negatively affect the reconfiguration ser-
vice when simultaneously managing reconfigurations from multiple middleware
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services and applications. Thus, this is a very relevant decision and we need to
analyse the different existing approaches by measuring its flexibility, scalability
and performance overhead. Also, our service model needs to be refined and auto-
mated (for instance, using Model-Driven technologies), and different application
scenarios need to be defined and implemented.
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