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Abstract. Peer-to-Peer (P2P) computing, the harnessing of idle CPU
cycles through the Internet, offers new research challenges in the domain
of distributed computing. This paper presents an incentive mechanism
based on credits, designed to operate on different types of shared com-
puting networks such as P2P, P2P Grid, Opportunistic Grid, Desktop
Grid, volunteer computing platforms, and so on. The main contribution
is a new reinvestment policy called Weighted that increases peer partici-
pation significantly. This mechanism reflects P2P user dynamics, penal-
izes free-riders efficiently and encourages peer participation. Simulation
results show that our policy outperforms alternative approaches, max-
imizing system throughput and limiting free-riding behaviour. Further-
more, a mathematical model has been proposed and analysed in order
to formalize the policy and setting up the configuration of the principal
parameters of the incentive mechanism.

Keywords: P2P, shared and distributed computing, incentive mecha-
nisms, free-riders, social welfare.

1 Introduction

Volunteer and P2P Computing has emerged as a new platform for high through-
put computing over the Internet. Such systems harness CPU idle cycles from
thousands of computers connected through Internet and aggregate their compu-
tational resources to execute huge and massively-parallel distributed applications
that cannot be executed by standard supercomputing centres due to their costs
and long execution times.

P2P and volunteer computing can potentially provide access to a huge volume
of cheap computer resources but it still has to deal with important challenges
related to cooperation, security, fault-tolerance, availability and quality of service
to widen its deployment. One of the most critical aspects in the design of such
systems is the development of incentive techniques to enforce cooperation and
resource sharing among participants. Cooperation is highly appreciated because
users in P2P networks tend to exploit the maximum resources they are able
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to obtain, offering minimum resources in response. This behaviour undermines
the goal of P2P in spreading resources and imposes the concept of free-riding.
Free-riding is a serious problem with P2P. Experience with peer-to-peer systems
shows that in the absence of incentives for donation, a large proportion of the
peers only consume the resources of the system. Free-riding leads to the need
for social and economic mechanisms to balance resource usage and efforts in
P2P systems. Tragedy of the commons is another major problem. It happens
when many users misreport their resource features to discourage others from
using them.

With no cooperation among peers, the network will reach a point where it
will be difficult to obtain resources. Therefore, because of their essence as being
autonomous and in the absence of any central authority or explicit punishment
policies, peers act in a rational selfish way causing a major difficulty in enforcing
cooperation among them. Incentive policies try to persuade peers to share their
resources. What makes incentive problem particularly difficult is the unique set of
challenges that P2P systems pose: large populations, high turnover, asymmetry
of interest, collusion, zero-cost identities, and traitors [19].

To deal with these challenges, a typical incentive system is built around two
main components: the control mechanism and the incentive techniques. The con-
trol mechanism (like trust and reputation) is essential for evaluating the trust-
worthiness of the participating peers and combating the selfish, dishonest and
malicious peer behaviour. Reputation-based systems are proposed to establish
trust among peers in P2P systems [7,14]. In a reputation system, each entity’s
behaviour is used to predict how it is going to behave in the future. Finally, there
are trust-inference mechanisms by which information about users behaviour can
be propagated throughout the system [9,21].

Incentive techniques encourage trustworthy behaviour and maximize social
welfare. However, they are vulnerable to collusion and rely heavily on the users’
history. To further efficiency, researchers extended the social mechanisms into
economic ones by applying monetary based schemes. Pricing has proved to be an
effective means to incentivate sharing and control computer networks. It helps
in recovering cost for the network operators and providing incentives for users
to cooperate [10]. Several approaches have been proposed for P2P: Flat Rate
[4,5], Auction-based [13], Micropayment and Stock-Market approaches [17,19].
A considerable amount of research has focused on the exploitation of economic
theories through a game-theoretic approach to analyse formally how selfish be-
haviour impacts the performances of P2P networks. The incentive problem is
usually modelled using the Generalized Prisoner’s Dilemma to study the prob-
lems of whitewashing (nodes that change their identities to clean their history)
and collusion. Game theory is also useful for defining the equilibrium level, the
Nash equilibrium, that optimizes the sharing capabilities of a P2P system and
reduces free-riding behaviour [4,11,18].

The incentive mechanisms for P2P Computing systems and Desktop grids
have been gaining attention recently. Andrade [1] presents an incentive mech-
anism called the Network of Favours to assemble a large grid (OurGrid P2P
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System[3]), which makes it in the interest of each participating peer to con-
tribute their spare resources. H-Trust [20] is a group trust management system
inspired by the H-index aggregation technique. It offers a robust personalized
reputation evaluation mechanism for both individual and group trusts with mini-
mal communication and computation overheads for Peer-to-Peer Desktop Grids.
In a similar way, PowerTrust [14] is also a reputation system focussed on P2P
Grids. In [12], a distributed Desktop Grid is presented which promotes fairness
and inhibits free-riding through a shared-history reputation mechanism designed
for use in dynamic Peer-to-Peer systems.

In this paper, we propose a new credit-based scheme to enforce collaboration
in P2P computing systems based on the reinvestment of resource payments to
incentivate sharing and discouraging free-riders. Our approach differs from oth-
ers, such as CompuP2P [6], in the sense that we distribute credits non-uniformly
among peers based on their contribution to the system, thus increasing system
throughput. The incentive mechanism are heavily coupled with the Job schedul-
ing policy, which is based on the reverse Vickrey auction strategy to avoid peers
to offering resources at a price lower than their real cost (dumping cheating). To
avoid ID-changing cheating, we implement a non-negative credit function sup-
ported by an historic term to differentiate between newcomers and old collabo-
rative peers. The incentive scheme is evaluated using simulation, demonstrating
its capacity to improve system throughput, i.e. reducing free-riding, for different
workloads and user behaviour. Finally, we derive a formal model of the incentive
system in order to study the most critical parameter, initial user credits, for
setting up our policy.

The remainder of the paper is organized as follows. In Section 2, our incentive
mechanism is introduced with its deployment on a P2P computing platform.
The incentive system is modelled in Section 3. We present the performance of
the incentive scheme by simulation and the model to support our assumptions
in Section 4 and finally, Section 5 contains the conclusions and future work.

2 Proposed Incentive Mechanism

This paper presents an incentive system based on credits, designed to operate on
a shared computing network. An early version of this system was designed for a
P2P computing platform with a tree topology called CoDiP2P [2,15]. This paper
presents an extension of the model designed to run over any type of structure,
provided this can be sub-grouped and managed by a super-peer, such as P2P,
P2P Grid, Opportunistic Grid, Desktop Grid, volunteer computing and so on.

The outline of the system is a set of peers, called workers, grouped in an area
and managed by a master peer called Manager. Our incentive mechanism does
not depend on the number of areas nor their interconnection overlay. An area
will be made up of one Manager and N workers, where N depends on the network
properties, bandwidth and latency. The main goal of the Manager is to manage
peers in the same area and schedule jobs to be executed over the workers. At the
same time, these workers can also submit jobs to their corresponding Manager.
In the system, the Manager is fully responsible for (see Fig. 1):
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1. Initializing the incentive system, assigning the initial number of credits to
each joining peer. Therefore it is necessary to know this number of credits in
a suitable way. A mathematical model for solving this problem is proposed
in section 3. This fact is represented in Fig. 1 by the top left peer joining
the system.

2. Managing the job queue (see label 2 in Fig. 1). Peers in a work area can
submit jobs to the system by sending their requests to the Manager, which
manages them all and determines whether such requests can be accepted.
Algorithm 1 in Section 2.1 explains the procedure for doing so.

3. Scheduling of jobs. Section 2.1 also shows the procedure that maps every
part of a job (here on called tasks) to a worker of the area optimally. Due
to the dynamism of peers, only best-effort applications can be afforded. QoS
is another concern to be developed in the future. The Manager acts as an
intermediary node between the sender and the receiving peers (those whose
are assigned the jobs tasks). In market terms, the sender should be the
buyer and the receiver should be the seller of the computational resources.
The Manager earns a commission for this function. Credits labelled with 3
in Fig. 1 represent this operation.

4. Reinvestment. In our incentive mechanism, Managers can reinvest some of
their credits, earned on each transaction, into the system to motivate the
users to collaborate even more with the network’s aim. Credits labelled with
4 in Fig. 1 represent this reinvestment function.

Fig. 1. Manager functions

2.1 System Features

First of all, it must be drawn up a sharing valuation method according to a
prioritizing criterion of resources (CPU, Memory, bandwidth. . . ) or to a com-
bination of them. Notice that in P2P Grid, a resource might even be a cluster.
If for example, only CPU and Memory were considered, peer i will have cost
Ci = Θi(CPUi, Memoryi). This assessment will be in credits and will represent
the selling price for system resources. In doing so, we need a broker to manage
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each market, or in our case, each area. For simplicity, we assign this function to
the Managers, but it could be assigned to other peers.

Once the cost of peer resources has been defined, it is time to describe the
behaviour of the Manager concerning the request for launching applications sub-
mitted by the users of the network. For this reason, two algorithms are proposed
in order to define the main features of the Manager. The first is called the Job
Admission Algorithm (Alg. 1), which takes into account the number of cred-
its of the launching peer in making decisions about accepting/rejecting of an
entering job.

Algorithm 1. Job Admission Algorithm
Require: (Job): Input parameters

1. Manager receives the Job from the Buyer
2. if (System is idle ) then
3. Manager processes the Job
4. else if (Buyer has enough credits) then
5. Manager queues the Job
6. else
7. Manager rejects the Job

Due to the volatility of the resources shared in the system, if resources are not
assigned, they are wasted. Taking this into account, if the system is underused,
a job launch request will be accepted, even if the launching peer does not have
enough credits (see lines 2-3 of Algorithm 1). Consequently, some peers receive
work and credits. These additional earned credits will encourage the possibility
of new jobs being accepted by the Manager, who will also earn more credits by
doing the job assignment. This mechanism will increase the execution of jobs in
the absence of activity and encourage the usage of the system.

Algorithm 2, called the Job Scheduling Algorithm, takes two parameters into
account, (a) antiquity, the time elapsed for the job, waiting in the Manager queue
to be served and (b) historical term, defined as the number of tasks served by
the launching peer. Both parameters are stored in the Manager and are used
to prioritize the queue. The scheduling policy is based on the reverse Vickrey
auction strategy. This method consists on always choosing the worker (Worker1)
with the lowest cost (V alue1). The selected peer is rewarded with the second
lowest offered cost (V alue2) minus its own, that is, the lowest one (V alue1).
It can be said that using the reverse Vickrey auction, the incentive mechanism
avoids peer cheating by offering values lower than their respective cost. In the
case where one peer wants to be selected and tries to drop its corresponding
value (V aluei), if the second lowest cost is above it, selecting it will cause a
negative profit. Thus cheating is discouraged. The Manager will also always
choose the best option in the scheduling algorithm, in order to maximize its
profit (in credits), defined as the difference between the highest, V aluemax, and
the lowest cost of the selected node, V aluesel.
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Another issue to consider is that, over time, Managers can become large
credit hoarders. In our incentive scheme, Managers can reinvest their credits
in the system in order to motivate the workers to collaborate with the plat-
form. Reinvestment (calculated in line 9) is the total number of credits to be
reinvested by the Manager and it depends on the reinvestment percentatge (δ).
Unlike other approaches that distribute their credits uniformly between the peers
(called Uniform policy) [6], in this study we propose a more selective distribu-
tion policy. The proposed incentive mechanism is responsible for managing rein-
vestment credits and distributing them among active and collaborative peers
(free-rider peers are not rewarded). This new policy, called Weighted, distributes
credits non uniformly among peers based on their contribution to the system
and especially their computing needs.

Algorithm 2. Job Scheduling Algorithm - Reverse Vickrey Auction Based
Require: (Job): Input parameters

1. Manager gets the next Job from its queue
2. Profit Manager := 0, Reinvestment := 0, Profit Workers := 0
3. for each Task in Job do
4. Worker1 := Free Worker with lowest V alue in area
5. V alue1 := Lowest free Worker cost in the area
6. V alue2 := Second lowest free Worker cost in the area
7. Profit Worker1 := V alue2 − V alue1

8. Profit Manager := Profit Manager + (V aluemax − V alue1) ∗ (1 − δ)
9. Reinvestment := Reinvestment + (V aluemax − V alue1) ∗ δ

10. Profit Workers := Profit Workers + Profit Worker1

11. Manager sends Task to Worker1

12. end for
13. Total Cost := Profit Manager + Profit Workers

3 Mathematical Model

The assignment of credits among peers depends on the cost of their compu-
tational resources. For this reason, the mechanism needs to know the suitable
amount of credits to be assigned to each peer. Optimal values should obtain
a maximum throughput of computing resources. For reasons of simplicity, our
first approximation does not take free-riding dynamism and user behaviour into
account and only one area is considered. Furthermore, it is designed for the
Weighted policy.

In order to find this optimal value, a mathematical model was developed. It
formalizes the proposed incentive mechanism and helps us to find that value.
First of all, some notation must be introduced:
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Π : set of peers with |Π | = N .
Ci : cost of node i.
I : initial number of credits assigned to new-coming peers.
T : total number of credits. That is, T = N · I .
M : credits of the Manager.
Li : number of tasks that node i wants to submit to the system.

Ej
i : number of tasks that node i executes for node j.

Ei
∗ : number of tasks accepted for node i.

E∗
i : number of tasks executed by node i.

γ : percentage of credits earned by Managers for each task assignment.
λ : percentage of credits that Managers will reinvest in the system.
Ri : reinvested credits by the Manager into node i.
βi : normalized function representing the benefit of node i, defined as:

βi(Li, E
i
∗, T ) =

{
Ei

∗
Li

ifLi > 0

0 ifLi = 0

Let us now put this into mathematical terms. The problem is to maximize ex-
pected system utilization (equation 1):

maximize E

[
N∑

i=0

βi(Li, E
i
∗, T )

]
≡ maximize E

[
N∑

i=0

Ei
∗

Li

]
(1)

subject to a “Non-negative constraint” (constraint 2), which says that credits
initially assigned to a peer, plus the earned ones, minus those paid and plus the
reinvested credits must be at least zero:

I +
N∑

j=0

(
(1 − γ) · Ej

i · Ci − Ei
j · Cj

)
+ Ri ≥ 0 ∀i ∈ N (2)

This constraint 2 along with the historical term, manages to prevent ID-changing
cheating because the mechanism avoids prioritizing malicious ID-changing peers
over collaborating peers who have consumed more resources than they have
contributed. In addition, the mechanism is also able to distinguish between a
malicious ID-changing peer who never sells resources and a collaborating peer
that has bought at least as many resources as it has sold.

Constraint 3 defines the total number of credits that the Manager will have
depending on the number of tasks executed in the system and on the commission
charged (γ) in each one.

M = γ ·
N∑

i=0

(E∗
i · Ci) + I (3) λ · M ≥

N∑
i=0

Ri (4)

Finally, the maximum number of credits that the Manager will reinvest in the
system is limited to λ · M (constraint 4).
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4 Performance Evaluation

In this section, the proposed incentive mechanism is evaluated through simu-
lation tests. The results obtained with this simulator are analysed statistically
and finally the results of the mathematical model are also presented.

4.1 User Behaviour

Before evaluating the incentive mechanism proposed in section 2, the user be-
haviour of P2P computing networks has to be defined. Stutzbach [16] showed
how session lengths are fitted by Weibull or log-normal distributions, but not
by the exponential or Pareto. In our experiments, the Weibull distribution was
chosen.

Two kinds of peers were taken into account, free-rider and collaborative peers,
ρ being the probability that a collaborator becomes a free-rider and σ the prob-
ability that a free-rider becomes a collaborator.

Probability ρ depends on the ratio (ColRatio) between the profit a peer ob-
tains from the system (LaunchedTasks− RejectedTasks) and the resources of
the same peer used by the system (ExecutedTasks). So, ρ probability has an
exponential behaviour with the form ρ = βColRatio, where β is a constant in the
range [0..1].

ColRatio =
LaunchedTasks− RejectedTasks

ExecutedTasks
(5)

Probability σ depends on the free-rider ratio (FreeRatio) expressed in equation
6. This ratio is the percentage of rejected jobs per peer (i.e. peer penalization).
Here, probability σ has a polynomial behaviour with the form σ = FreeRatioα,
where α is a constant in the range (0..∞).

FreeRatio =
RejectTasks

LaunchedTasks
(6)

Peer dynamism is characterized by α and β.

4.2 Simulation Results

In this section, the performance of the proposed system was evaluated through
simulations tests with the help of SimJava [8]. SimJava is a process-based discrete
event simulation api for Java. The results presented below show the percentage
of launched tasks accepted by the system according to the percentage of free-
riders, reinvestment percentage applied by the Manager (δ), the initial number
of credits assigned to each newcomer and the user behaviour. Each simulation
was carried out assuming the same number of peers and workload (100,000 peers,
the launching jobs had 500 tasks on average). The results were obtained for the
Uniform and Weighted policies. The idea was to show the gain obtained from
applying our incentive mechanism and the proposed reinvestment policy.
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(a) Uniform (0% free-riders) (b) Weighted (0% free-riders)

(c) Uniform (50% free-riders) (d) Weighted (50% free-riders)

Fig. 2. Static number of free-riders in the system

Static free-riders. Figure 2 shows the percentage of accepted tasks by fixing
the number of free-riders throughout the simulation at 0% and 50% for each
policy. In Fig. 2, initial credits must be multiplied by the Average Cost of the
system peers.

In all the cases, the Weighted policy reach the physical limits of the system
much faster (100% of the launched tasks are accepted). Differences in the policy
behaviour can be better appreciated when the system has enough resources to ac-
cept entering tasks, because the incentive mechanism still has leeway. Weighted,
with half the credits, reaches the same percentage of accepted tasks as Uniform.
The benefits achieved by applying reinvestment are also significant.

Dynamic free-riders. If the same tests are repeated by introducing the user
behaviour defined in subsection 4.1, the effects of free-riders can be appreciated.
Despite the initial percentage of free-riders, the incentive mechanism tends to
equal stabilize by reducing them significantly. This reduction depends on the
probabilities of changing the peer role, ρ and σ (from free-rider to collaborator
and vice versa). Different user behaviours were tested by varying the parameters
α and β. The most important common feature in all the cases was that the
Weighted policy achieves social benefits much faster than the Uniform one. Fig-
ure 3 shows the results obtained in a favourable situation, i.e., free-riders easily
convertible to collaborators and collaborators resistant to becoming free-riders.
In this situation, the mechanism stabilizes the free-riders at around 10%. It can
clearly be seen that the reinvestment mechanism also plays an important role.
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(a) Uniform (0% free-riders) (b) Weighted (0% free-riders)

(c) Uniform (50% free-riders) (d) Weighted (50% free-riders)

Fig. 3. Dynamic number of free-riders in the system

The Weighted policy optimizes the same number of resources better than the
Uniform one.

4.3 Statistical Analysis

The simulated results were analysed with the help of Minitab. A multivariate
linear regression equation was estimated by the ordinary least squares method
for the Dynamic case (similar results were obtained for the Static environment).
The resulting equation in a logarithmic form is:

lnA = −5.99 + 0.619lnC + 0.203lnR− 0.0166lnF + 0.333lnP (7)

where A is the number of accepted tasks, C is the total credits in the system,
R the reinvestment rate, F the number of free-riders and P indicates the Policy
used (1: Uniform and 2: Weighted). This expression has a goodness of fit 80%.
All variables are statistically significant, as their corresponding p-values are 0
and they are also linearly independent since there is a low correlation between
them. There are only a 5.37% of atypical samples.

The equation is shown in logarithmic form because the weights are the sig-
nificance (in percentage) of its variables. Thus on doubling the credits or the
reinvestment, A increases by 61.9% and 20.3% respectively. Doubling the free-
riders, A decreases 1.6%. And finally using the Weighted policy instead of the
Uniform one, A increases by an average of 33%.
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Fig. 4. Initial credits versus accepted tasks. (left) Solver. (right) Linear Regression.

4.4 Mathematical Model Results

Finally, the mathematical model described in Section 4 was implemented with
the aid of the CPLEX solver. The objective was to obtain the minimum number
of total credits for a certain profit. In the case of the optimal profit, equation

E

[
N∑

i=0

βi(Li, E
i
∗, T )

]
is equal to 1.

Fig. 4 shows the percentage of accepted tasks according to the initial credits
assigned to newcomers and for different reinvestment rates applied by the Man-
ager. Fig. 4(left) plots the results of the mathematical model obtained with the
solver and Fig. 4(right) shows the linear regression obtained by the Minitab tool
for the Static case with 0% of free-riders and for the Weighted policy, that is,
the conditions closest to the mathematical model. Taking into account that Fig.
4(right) is a linear regression, the results are quite close. This corroborates the
usefulness of our model.

It can be seen how benefits increase with the credits and reinvestment. The
more reinvestment the Manager applies, the lower the percentage of tasks re-
jected for lack of credits, so the optimum would allow the Manager to return all
profits to the system. By doing so, the Manager loses the motivation to always
choose the cheapest workers while assigning tasks, so we have to find a balance
between the Manager gains and the benefit of the system. Thus, the selection of
initial credits and the reinvestment will be in the hands of the system admin.

5 Conclusion and Future Work

In this paper, we presented a P2P credit-based incentive scheme for different
types of shared computing networks. This incentive mechanism implements a
non-negative credit function (to prevent ID-changing cheating) with an his-
toric term used to differentiate between newcomers and old collaborative peers.
Reinvestment of the credits using a Weighted policy increases peer cooperation
enormously. We also propose a user-behaviour model, taking free-riders and col-
laborator users into account. Simulation results based on this model show that
our proposed incentive mechanism outperforms alternative approaches, maximiz-
ing system throughput and limiting free-riding, being also tolerant of changes in
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user behaviour. Moreover, we have presented an accurate mathematical model
that helps the system administrator to decide some mechanism parameters, such
as the initial credits to assign to newcomers.

Future work will look into the interconnection of different areas by fixing
some exchange rate representing the cost of sending jobs (basically bandwidth
and latency) from one area to another with the aim of decreasing the number
of rejected applications due to lack of resources. Furthermore, new reinvesting
policies must be developed in order to increase the system performance even
more. Finally, bearing user behaviour in mind in the mathematical model will
be an important step towards obtaining more realistic results.
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