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Abstract. Data schemas are primary artefacts for the development and
maintenance of data intensive software systems. As for the application
code, one way to improve the quality of the models is to ensure that they
comply with best design practices. In this paper, we redefine the process
of schema quality evaluation as the identification of specific schema con-
structs and their comparison with best practices. We provide an overview
of a framework based on the use of semantics-preserving transformations
as a way to identify, compare and suggest improvement for the most sig-
nificant best design practices. The validation and the automation of the
framework are discussed and some clarifying examples are provided.

Keywords: Database schema, schema evaluation, schema improvement,
schema transformation.

1 Context and Motivation

Modeling activities are increasingly important in software engineering. Accord-
ing to the Model Driven Engineering (MDE) paradigm, database schemas are
considered first-class artefacts. Due to the increasing cost of software design
flaws, early evaluation techniques, that are quite common in software engineer-
ing, also prove necessary in the domain of database schema design. The use of
software metrics have long been adapted to schema evaluation. They provide a
synthetic measure of the quality of a schema by comparing some of its global
characteristics to those of a set of reference schemas. The authors believe that
the next step in schema evaluation should be the precise identification of schema
defects according to a set of commonly agreed best practices that are to ensure
specific requirements such as expressiveness, maintainability, evolutivity, perfor-
mance, etc. From these defects and their scaling against best practices, it should
be possible to measure the quality of a schema and to suggest improvement.

Considering these best practices, the scope of the work described in this paper
is the evaluation and the improvement of database schemas for both existing
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and under development systems. It relies on the use of semantics preserving
transformations and on the identification of schema structures that have been
defined to express specific application domain fact types. This analysis is used
for evaluating the schema by comparing its structural content to a reference
frame and the requirements of the schema context. The improvement activity
will modify the schema structure in order to increase its compliance with the
context while preserving its semantics.

In section 2, we present the conceptual background of our work, specifically
the abstraction/paradigm space, the representation of heterogeneous schemas
and the concept of schema transformation. In section 3, we define the concepts
at the basis of the framework, namely equivalence classes of constructs, best
practices, schema context and construct ranking. In section 4, we illustrate the
framework through an example of alternative representations of a common data
schema construct. In section 5, we suggest a possible application of the framework
for the evaluation and the improvement of schemas. In section 6, we provide some
hints about the limits identified so far. Section 7 shows how the framework can
alleviate the problem of quality framework validation through field case studies.
Sections 8 (Related works) and section 9 (Conclusions) are as usual.

2 Background

In this section we briefly (re)define some basic concepts and techniques that will
be used to build our framework.

2.1 Abstraction Levels, Modeling Paradigms and Semantics

Database engineering processes generally rely on a hierarchy of abstraction levels.
Currently called Model-Driven Engineering, multi-level approaches have been
described since the seventies, when the terms conceptual, logical and physical
were coined by several authors in the database realm. A formal description of
the information/data structures of a database, be it in construction or in use, is
called a schema.

A schema is positioned at a certain level of abstraction, depending on the
technical detail it provides. In addition, a schema is expressed in a specification
language, based on a definite paradigm (table 1). Entity-relationship (ER) with
its many variants, UML class diagrams, relational, object-relational, XML, IMS,
standard files and even schema-less, are some of them. The database community
calls them models (e.g., the relational model), a term we will use in this paper.
There is an agreement on which abstraction level a given paradigm best fits. For
instance, the Entity-relationship model is as its best at the conceptual level while
the object-relational model should be used at the logical level. This defines a
two-dimension space in which an arbitrary schema can be located and evaluated.
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Table 1. A part of the abstraction/paradigm space

Abstraction Paradigms
Conceptual Historical ER, rich ER, Merise (Individual model), EER, UML class diagrams,

OO, Bachman DS, NIAM, ORM, binary ER, etc.
Logical Relational, object-relational, OO, hierarchical, network, shallow, standard files,

XML DTD, UML class diagrams, XML Schema, binary ER, etc.
Physical Oracle, DB2, SQL Server, PostgreSQL, MySQL, COBOL files, IMS, IDS2, IDMS,

Caché, ZODB, ADO.NET, etc.

A schema will be considered suitable if the constructs1 it is made up of comply
with the usual way of doing according to the dimensions that define its position
in this space.

Though a paradigm is considered suitable at some, but generally not all,
abstraction levels (e.g., binary ER), we sometimes observe some cultural border
crossover when a construct of one paradigm is used at an unusual position, in
a foreign paradigm or in a non standard abstraction level. We mention three
examples. A foreign key, which typically is a relational construct, could be found
in an ER schema to avoid spaghetti-like schemas, for instance to reference DATE,
LANGUAGE or NOTE general-purpose entities from hundreds of places in the
schema. Some developers, quite familiar with XML processing tend to build
database conceptual schemas that closely resemble a collection of tree structures.
Finally, many current databases result from the straightforward migration from
an obsolete technology, so that their schemas exhibit structural idiosyncrasies
inherited from this technology.

The position of a schema construct in this space must be further refined by
considering whether the intention of the designer has been translated adequately.
In other terms, given a construct C, does C best expresses its intended seman-
tics? We will call this property semantic expressiveness. A simple example will
clarify the point. In modern ER models there is a wide agreement on representing
sub-categories C11, C12, . . . , C1n of a reference category C1 in the application do-
main by an is-a relation between supertype C1 and subtypes C11, C12, . . . , C1n.
However, there are other ways to express these subcategories, such as by dis-
tributing the supertype components among the subtype (downward inheritance),
by integrating the subtype components within the supertype (upward inheri-
tance) and by representing is-a relation by one-to-one relationship types (is-a
materialization). Therefore, there are often several ways to translate the idea of
sub-category, but some can be considered more expressive than others.

To summarize, a schema is positioned at a certain level of abstraction, is
expressed in a certain paradigm and is intended to translate the intention of the
designer. A construct C of this schema can be evaluated through three questions:
Does C naturally belong to this paradigm? Does C feel comfortable (so to speak)
at this abstraction level? Does it best translate the intention of the designer? Our
1 A construct is a distinct part of a schema considered as a whole for the purpose of the

discussion. Typically it is a data structure (entity type, foreign key, is-a relation, the
set of columns of a table, index) or a constraint. We consider in this paper constructs
whose structure can be defined formally in a generic way, that is, through a pattern.
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research consists in converting the answers to these questions into a fine-grained
evaluation of a schema and into opportunities for improvement.

2.2 Schema Expression: The GER Model

Considering the multi-dimensional framework described above, we must be able
to express non standard schemas that do not meet the ideal rule only one
paradigm at only one abstraction level. In addition, a transformation can move a
construct across abstraction levels and paradigm boundaries. Therefore, we will
base the evaluation framework on a large spectrum data model encompassing
all the abstraction levels and paradigms, namely the Generic Entity-relationship
model, GER in short [1]. The GER is an extended Entity-Relationship model
including, among others, the concepts of entity type, domain, attribute, rela-
tionship type, method, inheritance, primary and foreign keys, index, as well as
various constraints. It also serves as a generic pivot model between the major
database paradigms. In fig. 1, we illustrate the graphical notation of the GER ob-
jects used afterward. The graphical notation also supports informal notes (yellow
boxes), which will be used to provide information that is not expressed struc-
turally. For instance, a foreign key expressed informally through a note will not
be declared in SQL-DDL but will be implemented in the application code. Such
constructs are called implicit constructs [2]. For instance, in fig. 4, schema (e) in-
cludes two explicit foreign keys IdA and IdB to A, denoted by keyword ref, while
in schema (f), these attributes form implicit foreign keys, defined through two
informally noted inclusion constraints. Among both foreign key specifications,
the first one clearly is of better quality.

An operational model M , that is, a model that is actually used in the design
environment, can be described by a GER submodel, comprising a subset of the
GER constructs together with a set of assembly rules that valid schemas must
satisfy. A M-compliant schema is a GER schema that includes only constructs
allowed in M and that satisfies all the assembly rules of M.

2.3 Schema Transformation

In this paper, we will address the multiplicity of representations of a given con-
cept. The most appropriate tool to study this phenomenon is the transforma-
tional framework according to which a construct C in a schema can be replaced
with another construct C’ in a way that preserves some characteristics of C.
In particularly, we are interested in semantics preserving, or reversible, trans-
formations that produce constructs C’ that model exactly the same application
domain situations as C does. A transformation is reversible iff there exists a
function g with inverse g’ such that, for each valid instance c of C, g(c) is a
valid instance of C’ and c = g’(g(c)). Provided we have at our disposal an ap-
propriate set of reversible transformation operators, a fairly large collection of
constructs equivalent to C can be generated. The interested reader is referred to
reference [1] for a more detailed description of the transformational approach.
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Fig. 1. Sample of GER schema at the conceptual level

3 Definitions

When a designer expresses an application domain fact type in a schema, s/he
uses the data model construct that best fits its intention. The construct that
most, if not all, skilled designers would choose in this situation is called a best
practice2. Best practices are defined considering the possible alternative rep-
resentations and the context in which the schema is used.

3.1 Semantic Equivalence Classes and Best Practices

Semantic equivalence class of a construct. We consider K, the collection
of all the constructs of the GER that are pertinent in some engineering pro-
cesses and a set of transformations T . Let us also consider a construct C from
K and all the equivalent constructs that can be derived through the reversible
transformations of T . All these constructs, together with C, form an equiva-
lence class called ec(C). Since only reversible transformations have been applied,
∀C′ ∈ ec(C), ec(C′) = ec(C). We now consider the function sec : K → (K ×2K)
which associates to each construct in K its semantic equivalence class (sec).
sec(C) is an equivalence classes in which the specific element C has been tagged.
We call C the intention of this equivalence class. sec(C) provides all the con-
structs a designer can introduce in a schema to express the semantics (the appli-
cation domain fact type) of C, hence the name semantic equivalence class or sec.

The concept of best practice. Let us consider a structure comprising a cate-
gory A together with two of its sub-categories A1 and A2. It typically translates
into an is-a relation construct. However, under certain circumstances, other
equivalent constructs can be used instead as we have shown it in section 2.1.
If we call C the is-a relation, sec(C) includes all the constructs that express
2 Intuitively, a best practice is a common practice among skilled designers.
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category/sub-category structures, including C itself. C is the intention of its
semantic equivalence class. For a seasoned designer, the is-a relation is the pre-
ferred translation but others can be used instead, though with a lower preference
level. To better describe the notion of preference, we assign to each member C′ of
sec(C) a preference score expressing the extent to which an expert designer will
accept to use C′ to express the semantic of C. The higher the score, the better
C′ will be to express this semantics. The preference score can be defined by a
number or, more simply, by a partial order relation (C” < C′ if C′ is preferred
to C′′ to express the semantics of C). However, as we will discuss it later on,
the preference scoring of sec is context dependent. We will call best practices of
sec(C) the constructs with the highest preference score. It must be noted that,
depending on the context, C may not be the best practice in sec(C).

Generation of SEC. The equivalence class of a construct C can be obtained
by recursively applying the transformations of T until no new construct can be
produced. However, this naive approach can lead to a very large (and, depending
on T , possibly infinite) set of constructs of which only a small subset would be of
interest. Appropriate meta-rules are necessary to keep the process into reason-
able limits. Considering the is-a pattern, one can adopt a regularity of treatment
meta-rule according to which each sub-category of a given category must be
expressed in the same way. For example, a construct obtained by applying the
upward inheritance transformation to one sub-category and the materialization
transformation to another one would be rejected. Another example: when an en-
tity type EA results from the transformation of an attribute A, the attribute(s)
of the latter cannot be further transformed through the same transformation
(figure 2).
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Fig. 2. Infinite transformation of an attribute

3.2 Context and Best Practices

The context of a schema S under evaluation is the external conditions that de-
fines its intended use. S has been designed for the abstraction level A, according
to the paradigm P and to meet design criterion D3. We call (A, P, D) the context
of S. Given a construct C that can appear in schema S, a scoring function is
assigned to sec(C) for a given context.

3 For simplicity, we consider that a schema is to meet one design criterion only.
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Fig. 3. (a)Relational schema with functional dependency. (b) Normalized schema. (c)
Optimized schema.

Any model M is a point in the abstraction/paradigm space illustrated in
table 1 (e.g., (conceptual, “binaryER”), (logical, “SQL3”)). The members of
sec(C) comply with the GER, but, being independent of any abstraction level
and paradigm, they may not all comply with M . So, we introduce the concept
of projection of a set of constructs on a model. Let us consider KM ⊆ K and
model M , such that KM is the set of constructs that are valid in M . KM is the
projection of K on M . The projection can be applied to semantic equivalence
classes. We note secM (C) the subset of constructs in sec that are M-compliant,
i.e., secM (C) = sec(C) ∩ KM .

Now, we classify the members of secM (C), (∀C ∈ KM ) according to the
evaluation criterion D. We assign (in a way that will be discussed later) each
member of secM (C) an order number, or, best, a numeric score in the range
[0− 1]. The first member(s) being the most appropriate according to D and the
last one(s) the worst one(s). As we have said above, the intention can be, but
need not be, the first member. For instance, in the sec of a foreign key at the
conceptual level, the one-to-many relationship type will probably be assigned
the highest score for D = Expressivity. Figure 3 describes a simple sec of
unnormalized relation R for the SQL2 logical model. Considering access time
optimization criterion, schema (c) can be assigned the highest score, since it is
optimized for R∗S join while being easy to implement through a (non minimal)
foreign key4. It is followed by schema (a), itself followed by schema (b). Of
course, the Normalization criterion would have yielded quite different scores.

Considering construct C, the bestpractice for C in a given context (A, P, D)
is the member (or members) of sec(C) with the highest score.

4 Illustration

In this section, we illustrate the concepts of semantic equivalence class and
schema context.

Figure 4 represents eight typical constructs that translate the category/subca-
tegory structure where subcategories are pairwise disjoint. In these subschemas,
AttX stands for a set of attributes of the entity type X ; AttX[0-1] means that
all these attributes are optional; tag id in the 3rd compartment declared a
4 This pattern is known as the Elementary Key Normal Form.
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Fig. 4. SEC representing the category/subcategory with a partition constraint

primary key; coex means that the attributes must all be null or all not null;
exact-1 means that exactly one attribute must be not null; ref declared a for-
eign key. Since constructs (b) to (h) can be derived from construct (a) through
semantics-preserving transformations, this set can be considered the sec of any
of its members, in particular (a). The constructs (b), (c) and (d) are com-
mon alternative representations of is−a relations that are obtained respectively
with the materialization, downward inheritance and upward inheritance trans-
formations. (e) and (f) are derived from (b). In (e), the primary/foreign keys
translate the relationship types of (b). In (f), the foreign keys are not declared
but the referential constraints are expressed informally. (g) and (h) are obtained
by the transformation of (d). In ER-like models, (b) will be considered the most
expressive construct.

Let us now project this set of constructs on some point in the (A,P) space,
namely: conceptual extended entity-relationship, logical IMS, logical relational
(SQL2) and logical object-relational (SQL3). In table 2, we indicate the results of
the projections on these four models. For convenience, we consider that models
EER, SQL2 and SQL3 each include a language or a mechanism (OCL-like, check,
triggers) to express coex and exact-1 constraints.
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Table 2. Suitability of the structures of fig. 4 in 4 projections

(a) (b) (c) (d) (e) (f) (g) (h)
Conceptual EER X X X X - X X X
Logical IMS - X X - - X - X
Logical Relational - - X - X X X X
Logical Object-relational X - X - X X X X

One can observe that nearly all structures of the sec are compatible with the
EER model. The only exception is the foreign key. The IMS model is the most
restrictive, as it imposes a strongly constrained tree-like structure between entity
types (called segment types in IMS vocabulary). The relational model accepts
five constructs. Its restrictions come from unsupported object types: relationship
types, is-a relations and complex attributes. Finally the object-relational model
is able to represent all sec constructs but relationship types and compound
attributes.

We can classify the constructs of the four sec resulting from these projections
according to a fitness criterion combining expressivity (specially for EER) and
ease of implementation (specially for logical models). The goal of such ranking
is to associate a score to the constructs, that will help for the evaluation of
the schema and in the choice between alternatives. There are different ways
to determine the scores. Among them, we are turning toward the collection of
expert opinions. It aims at placing the structure on a quality scale. We apply the
fitness criterion after a projection on the logical relational model. As a rough
guide, we place the remaining structures in a 5 grades ordinal scale (very bad,
bad, average, good and very good) as follow: (h) < (f) < (c) < (g) < (e).
Obviously, the quality rating can be based on a numerical scale, in order to
provide a more precise classification.

5 Framework Application

An important issue in software engineering is the evaluation of the quality of a
system. Software metrics have long been the favourite techniques to evaluate this
quality. Though they are not always easy to interpret, metrics are easy to com-
pute and they provide an immediate quantitative result [3,4,5]. However, when
applied to database schemas, they are generally based on counting atomic ob-
jects such as entity types, tables, attributes, etc. independently of their intended
meaning.

The approach described in this paper makes it possible to integrate seman-
tic aspects in qualitative and quantitative evaluations. A qualitative evaluation
requires a classification based of a simple order relation among the members of
each sec. Such classification is easy to achieve. However it will neither provide
a global score for the schema quality, nor allow one to quantify the difference
between two schemas. It allows one to identify construct instances, that are not
a best practice and that can be improved, together with the possible changes.
The quantitative evaluation requires a classification based on a more or less pre-
cise numeric scale. The grading will obviously require more effort from experts.
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Though defining metrics, their computation and their interpretation are beyond
the scope of this paper, we will suggest two metrics to develop quantitative
evaluations based on this framework.

The first suggested metrics is the Individual sec evaluation. It computes
the average quality score of a schema S for a particular sec, defined by its
intention I. We note sec(I) the semantic equivalence class, M the model of S
and D the criterion according to which secM (I) has been classified. The metrics
is defined as follows:

IndividualScoresecM (S, I) =
∑

c∈secM (I) �{inst(c,S)}×scoreD(c)
∑

c∈secM (I) �{inst(c,S)}

where inst(c, S) is the set of all instances of the construct c in the schema S and
scoreD(c) is the score of c according to criterion D.

The second metric is the Global sec evaluation. It evaluates the average
score of a schema in a particular context using the sec of the most significant
constructs of M . We note II the set of these significant constructs. We associated
a weight to each construct I (and its corresponding sec) in order to define their
importance. We define normalized weights weight(I) in the range [0− 1] so that
their sum is equal to 1. The metric is defined as:

GlobalScoreM(S) =
∑

I∈II weight(I) × IndividualScoresec(M)(S, I)

The evaluation of the schema through the identification of deviations from best
practices naturally leads to its improvement according to a definite criterion D.
The improvement process takes into account the classification of the sec of the
most significant constructs (II) in order to maximize the schema quality. Though
the specification of a complete improvement method is beyond the objective
of this paper, we will sketch a tentative heuristics: for a specific I ∈ II, we
transform each instance of I into the instance of secM (I) that has the highest
score. Figure 5, represents the sec of is-a relation expressions of fig. 4 projected
on the SQL2 model, that is, secSQL2(Cis−a). Edges represent standard reversible
transformations, acting as improvement paths, and scores translate numerically
from 1 to 5 the very bad to very good scale of section 4. In some cases, the
improvement path uses transformations that lead out of secM . In this case, the
transformation chain has to form a path that goes back in the projected sec
(e.g., transform (c) into (e)).

In the remainder of this section, we apply this approach on a small schema.
In fig. 6, we represent 2 equivalent EER schemas. We identify in schema (a)
two significant constructs which, considering the expressiveness criterion, are
of poor quality (they have a low quality score in their respective sec). The
optional attribute DiscontinuedDate is the date from which the product has
been discontinued. Its sec contains, among others, a representation based on
an is-a relation, suggesting that the attribute represents a specific category of
product. We note CAtt the attribute construct and Cisa its is-a alternative. The
construct comprising entity types DETAIL, DET_ORD and DET_PRO, together with
their relationship types, is a complex but valid expression of a single many-to-
many relationship type very common in some legacy IMS databases. We note
CRTs this complex construct and CMM the many-to-many relationship type.
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Fig. 6. Evaluation and improvement of a conceptual EER schema

For the purpose of the example, we consider the same 1 to 5 coarse-grained
classification as above. The classification assigns the score 2 to CAtt and 5 to
Cisa. CRTs receives the score 1, while CMM gets a 5. Cisa and CMM are the
only constructs in their sec with the maximum score. These scores allow to
compute the IndividualScore metric. The results are trivial since they correspond
to the score of the only construct of the sec present in the schema. As a rough
guide, we assign CAtt and CRTs respectively scores 0.4 and 0.6. The results are
the following: GlobalScore(EER,expressiveness)(a) = 0.4 × 2 + 0.6 × 1 = 1.4 and
GlobalScore(EER,expressiveness)(b) = 0.4× 5+0.6× 5 = 5. The expressiveness of
(a) tends to be very bad while the score of (b) is maximum. The improvement
process transforms (a) into (b).

6 Limits

The framework described in this paper is under evaluation through a collection
of case studies. Though is is too early to draw definitive conclusions and to
specify precisely its application domain, we have identified some issues that will
be addressed in the near future. We will mention two of them.

Interactions are possible between the constructs of two distinct sec. We distin-
guish two types of interactions. In the first one, a construct appears in different
SEC. In this case, an in-depth analysis has to be done in order to determine the
very purpose of the structure. This can be performed using reverse engineering
methods, and particularly the conceptualization step, through which the seman-
tics of a technical construct is elicited. This implies that the identification of
some sec construct instances may not be fully automated and requires human
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Fig. 7. Relations between constructs of different semantic equivalence classes

intervention. This problem is illustrated in the Fig. 7, where the 1-to-1 rela-
tionship type can be involved in an category/subcategory relation, a relation
between two different concepts (employee-car) or a concept fragmentation.

The second type of interactions concerns structures that have a common part
or structures included in others. We use the structure (a) in the fig. 4 in order
to illustrate the problem. The attribute AttsA can be transformed into an entity
type independently of entity type A and the is-a relation. Such transformation
is used to extract a concept included in an other. The construct involved in this
transformation should only take into account entity type A and its internal com-
ponents (excluding the is-a relation) and is included in (a). As in the previous
case, such problems may require some interactions with a designer.

As a second example of challenge already identified, it appears that addressing
several criteria may lead to a conflicting situation. For example, the minimality
criterion may contradict “expressivity". Normalization versus optimization is
another popular example.

7 Validation of the Framework

The validation and tuning of an evaluation framework is such a complex, costly
and time-consuming task that it is seldom carried out according to standard
validation methodologies. Ideally, one should collect dozens of real schemas of
realistic size, that is, including at least 40-50 entity types or tables, and submit
them to dozens of experts in data modeling who are asked to evaluate them
according to various quality criteria such as expressivity, readability (for differ-
ent stakeholders), maintainability, evolvability, time/space performance, DBMS-
independence, etc. Considering that good experts are both scarce and very busy,
proceeding in this way is quite unrealistic. As a consequence, many proposals are
tested on closed systems comprising a teacher in IS design together with his/her
students, a procedure sometimes considered unreliable.

The framework described in this paper makes it possible to lower the cost of
the validation process.
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1. First, the framework relies on the concept of sec, the generation of which
can be, to a large extent, automated. However, the ordering of their mem-
bers must be performed by experts. We can formulate two observations. (1)
Though K can be an infinite set of patterns (depending on T), practice has
shown that only a subset of about 20 constructs is sufficient to built most
real schemas. (2) This provides us with about 20 sec, most of them com-
prising from 5 to 10 members. Ordering these sets of constructs is much
easier and more deterministic than evaluating complete schemas. According
to a first experiment involving four high level industrial experts5, assigning
value scores to one sec according to one criterion (e.g. expressiveness) takes
about 15 minutes and the results show very little variation among experts.
Processing the most useful sec for one major criterion requires less than one
day per expert, so that the complete parametrization of the framework can
be performed in a matter of one or two weeks.

2. Evaluating a schema according to a set of ordered sec is an automatic task.
Identifying constructs and their intention depends on the (still unknown)
quality of the schema, so that a conceptualization step may be necessary.
This process is automatic to a large extent6.

3. It remains to check the validity of the framework. Here, relying on teach-
ers and students makes sense. (Last year) students form a realistic sample
of designers of various skills, ranging from desperately inapt to experienced
and ingenious. On the other hand, teachers are expected to be expert in
evaluating the quality of medium size schemas. Therefore, comparing and
aligning academic and automated evaluations allow the tuning of the eval-
uation framework. These validation and alignment processes still are under
investigation.

8 Related Work

In the context of data schemas, very few authors seem to have explored the use
of reversible transformations to deal with schema quality. Among them, Codd
proposed the concept of relational normalization [6]. The normalization process
relies on the use of transformations in order to eliminate problematic functional
dependencies. Compared with our framework, it deals with a no redundancies cri-
terion. An early synthesis of the existing normal forms was proposed by Kent [7].
Another proposal was made by Assenova and Johanesson [8], who used reversible
transformations to increase the understandability of the conceptual models, a cri-
terion they decomposed into smaller quality criteria. In their work, a qualitative
quality indicator is associated to transformations for each criterion. In our frame-
work, we choose to relate the quality to the structure itself and develop more
precise indicators. Burton and Weber [9] realized a study on the use of attributes
in relationship types and its impact on schema clarity. Their observations were
5 From the ReveR company, specialized in database reengineering.
6 The DB-MAIN CASE tool we have been developing since 1993 includes pro-

grammable assistants that support this process.
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based on equivalent schemas. A similar work was carried out by Gemino and
Wand [10] on the use of mandatory properties and subtypes on ER schemas.
Both proposals deal with schema quality and propose solutions to increase it,
but none highlights the use of reversible transformations. Outside the context
of data schemas, Bouhours et al. proposal focuses on the transformation of soft-
ware architecture according to quality requirements [11]. Their transformations
consist in applying design patterns that best satisfy the requirements (another
name for design criteria). Finally, Kurtev [12] uses the concept of transformation
space for dealing with schema quality. Such space represents a transformation
by its initial and resulting structures and allows to link it with quality indica-
tor. However, studied objects are atomic, while we consider semantically richer
constructs.

9 Conclusion

The framework described in this paper intends to improve the precision and the
automation of the evaluation of a database schema according to a definite crite-
rion. Built on the transformational paradigm, it provides a sound and rigorous
basis to develop evaluation strategies (including metrics-based ones) and im-
provement techniques. In particular, it makes explicit and implements the idea
that a designer chooses, among a collection of candidate constructs (semantic
equivalence class), which best fits its intention, that is, the fact type from the
application domain. A defect in a schema occurs when this choice does not prove
to be optimal. The framework makes it possible to identify this collection and
the best choice, called best practice.

The framework also shows the importance of the three components of the
context of a schema: the level of abstraction, the paradigm (that both form the
data model) and the design criterion.

At the present time, we are parameterizing and validating the framework
through practical case studies and with the help of a community of expert
designers. We intend to compare the results of our framework with synthetic
metrics-based approaches. In addition, we are developing a tool, built on the
DB-MAIN platform, to identify significant patterns in a schema, to associate
with each of them a quality score according to a definite criterion and to suggest
improvement transformations.

References

1. Hainaut, J.L.: The transformational approach to database engineering. In: Läm-
mel, R., Saraiva, J., Visser, J. (eds.) GTTSE 2005. LNCS, vol. 4143, pp. 95–143.
Springer, Heidelberg (2006)

2. Cleve, A., Lemaitre, J., Hainaut, J.L., Mouchet, C., Henrard, J.: The role of implicit
schema constructs in data quality. In: Proc. of the International Workshop on
Quality in Databases and Management of Uncertain Data, Auckland, New Zealand,
pp. 33–40 (2008)



Transformation-Based Framework 331

3. Genero, M., Piattini, M., Manso, M.E.: Finding “early" indicators of uml class
diagrams understandability and modifiability. In: ISESE, pp. 207–216. IEEE Com-
puter Society, Los Alamitos (2004)

4. Manso, M.E., Genero, M., Piattini, M.: No-redundant metrics for uml class dia-
gram structural complexity. In: Eder, J., Missikoff, M. (eds.) CAiSE 2003. LNCS,
vol. 2681, pp. 127–142. Springer, Heidelberg (2003)

5. Si-Said Cherfi, S., Akoka, J., Comyn-Wattiau, I.: Perceived vs. measured quality
of conceptual schemas: An experimental comparison. In: ER (Tutorials, Posters,
Panels & Industrial Contributions), pp. 185–190. Australian Computer Society
(2007)

6. Codd, E.F.: Normalized data structure: A brief tutorial. In: SIGFIDET Workshop,
pp. 1–17. ACM, New York (1971)

7. Kent, W.: A simple guide to five normal forms in relational database theory. Com-
mun. ACM 26(2), 120–125 (1983)

8. Assenova, P., Johannesson, P.: Improving quality in conceptual modelling by the
use of schema transformations. In: Thalheim, B. (ed.) ER 1996. LNCS, vol. 1157,
pp. 277–291. Springer, Heidelberg (1996)

9. Burton-Jones, A., Weber, R.: Understanding relationships with attributes in entity-
relationship diagrams. In: ICIS 1999: Proc. of the 20th international conference on
Information Systems, Atlanta, GA, USA, pp. 214–228 (1999)

10. Gemino, A., Wand, Y.: Complexity and clarity in conceptual modeling: comparison
of mandatory and optional properties. Data Knowl. Eng. 55(3), 301–326 (2005)

11. Bouhours, C., Leblanc, H., Percebois, C.: Alternative models for a design review
activity. In: Proc. of the 2nd workshop on Quality in Modeling, Nashville, TN
(USA), pp. 65–79. Springer, Heidelberg (2007)

12. Kurtev, I.: Adaptability of model transformations. PhD thesis, University of
Twente, Enschede (2005)


	Transformation-Based Framework for the Evaluation and Improvement of Database Schemas
	Context and Motivation
	Background
	Abstraction Levels, Modeling Paradigms and Semantics
	Schema Expression: The GER Model
	Schema Transformation

	Definitions
	Semantic Equivalence Classes and Best Practices
	Context and Best Practices

	Illustration
	Framework Application
	Limits
	Validation of the Framework
	Related Work
	Conclusion



<<
  /ASCII85EncodePages false
  /AllowTransparency false
  /AutoPositionEPSFiles true
  /AutoRotatePages /None
  /Binding /Left
  /CalGrayProfile (Gray Gamma 2.2)
  /CalRGBProfile (sRGB IEC61966-2.1)
  /CalCMYKProfile (ISO Coated v2 300% \050ECI\051)
  /sRGBProfile (sRGB IEC61966-2.1)
  /CannotEmbedFontPolicy /Error
  /CompatibilityLevel 1.3
  /CompressObjects /Off
  /CompressPages true
  /ConvertImagesToIndexed true
  /PassThroughJPEGImages true
  /CreateJobTicket false
  /DefaultRenderingIntent /Perceptual
  /DetectBlends true
  /DetectCurves 0.1000
  /ColorConversionStrategy /sRGB
  /DoThumbnails true
  /EmbedAllFonts true
  /EmbedOpenType false
  /ParseICCProfilesInComments true
  /EmbedJobOptions true
  /DSCReportingLevel 0
  /EmitDSCWarnings false
  /EndPage -1
  /ImageMemory 1048576
  /LockDistillerParams true
  /MaxSubsetPct 100
  /Optimize true
  /OPM 1
  /ParseDSCComments true
  /ParseDSCCommentsForDocInfo true
  /PreserveCopyPage true
  /PreserveDICMYKValues true
  /PreserveEPSInfo true
  /PreserveFlatness true
  /PreserveHalftoneInfo false
  /PreserveOPIComments false
  /PreserveOverprintSettings true
  /StartPage 1
  /SubsetFonts false
  /TransferFunctionInfo /Apply
  /UCRandBGInfo /Preserve
  /UsePrologue false
  /ColorSettingsFile ()
  /AlwaysEmbed [ true
  ]
  /NeverEmbed [ true
  ]
  /AntiAliasColorImages false
  /CropColorImages true
  /ColorImageMinResolution 149
  /ColorImageMinResolutionPolicy /Warning
  /DownsampleColorImages true
  /ColorImageDownsampleType /Bicubic
  /ColorImageResolution 150
  /ColorImageDepth -1
  /ColorImageMinDownsampleDepth 1
  /ColorImageDownsampleThreshold 1.50000
  /EncodeColorImages true
  /ColorImageFilter /DCTEncode
  /AutoFilterColorImages true
  /ColorImageAutoFilterStrategy /JPEG
  /ColorACSImageDict <<
    /QFactor 0.40
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /ColorImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /JPEG2000ColorACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /JPEG2000ColorImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /AntiAliasGrayImages false
  /CropGrayImages true
  /GrayImageMinResolution 149
  /GrayImageMinResolutionPolicy /Warning
  /DownsampleGrayImages true
  /GrayImageDownsampleType /Bicubic
  /GrayImageResolution 150
  /GrayImageDepth -1
  /GrayImageMinDownsampleDepth 2
  /GrayImageDownsampleThreshold 1.50000
  /EncodeGrayImages true
  /GrayImageFilter /DCTEncode
  /AutoFilterGrayImages true
  /GrayImageAutoFilterStrategy /JPEG
  /GrayACSImageDict <<
    /QFactor 0.40
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /GrayImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /JPEG2000GrayACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /JPEG2000GrayImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /AntiAliasMonoImages false
  /CropMonoImages true
  /MonoImageMinResolution 599
  /MonoImageMinResolutionPolicy /Warning
  /DownsampleMonoImages true
  /MonoImageDownsampleType /Bicubic
  /MonoImageResolution 600
  /MonoImageDepth -1
  /MonoImageDownsampleThreshold 1.50000
  /EncodeMonoImages true
  /MonoImageFilter /CCITTFaxEncode
  /MonoImageDict <<
    /K -1
  >>
  /AllowPSXObjects false
  /CheckCompliance [
    /None
  ]
  /PDFX1aCheck false
  /PDFX3Check false
  /PDFXCompliantPDFOnly false
  /PDFXNoTrimBoxError true
  /PDFXTrimBoxToMediaBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXSetBleedBoxToMediaBox true
  /PDFXBleedBoxToTrimBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXOutputIntentProfile (None)
  /PDFXOutputConditionIdentifier ()
  /PDFXOutputCondition ()
  /PDFXRegistryName ()
  /PDFXTrapped /False

  /CreateJDFFile false
  /Description <<

    /BGR <>
    /CHS <FEFF4f7f75288fd94e9b8bbe5b9a521b5efa7684002000410064006f006200650020005000440046002065876863900275284e8e9ad88d2891cf76845370524d53705237300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c676562535f00521b5efa768400200050004400460020658768633002>
    /CHT <FEFF4f7f752890194e9b8a2d7f6e5efa7acb7684002000410064006f006200650020005000440046002065874ef69069752865bc9ad854c18cea76845370524d5370523786557406300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c4f86958b555f5df25efa7acb76840020005000440046002065874ef63002>
    /CZE <>
    /DAN <>
    /ESP <>
    /ETI <>
    /FRA <>
    /GRE <>

    /HRV (Za stvaranje Adobe PDF dokumenata najpogodnijih za visokokvalitetni ispis prije tiskanja koristite ove postavke.  Stvoreni PDF dokumenti mogu se otvoriti Acrobat i Adobe Reader 5.0 i kasnijim verzijama.)
    /HUN <>
    /ITA <>
    /JPN <FEFF9ad854c18cea306a30d730ea30d730ec30b951fa529b7528002000410064006f0062006500200050004400460020658766f8306e4f5c6210306b4f7f75283057307e305930023053306e8a2d5b9a30674f5c62103055308c305f0020005000440046002030d530a130a430eb306f3001004100630072006f0062006100740020304a30883073002000410064006f00620065002000520065006100640065007200200035002e003000204ee5964d3067958b304f30533068304c3067304d307e305930023053306e8a2d5b9a306b306f30d530a930f330c8306e57cb30818fbc307f304c5fc59808306730593002>
    /KOR <FEFFc7740020c124c815c7440020c0acc6a9d558c5ec0020ace0d488c9c80020c2dcd5d80020c778c1c4c5d00020ac00c7a50020c801d569d55c002000410064006f0062006500200050004400460020bb38c11cb97c0020c791c131d569b2c8b2e4002e0020c774b807ac8c0020c791c131b41c00200050004400460020bb38c11cb2940020004100630072006f0062006100740020bc0f002000410064006f00620065002000520065006100640065007200200035002e00300020c774c0c1c5d0c11c0020c5f40020c2180020c788c2b5b2c8b2e4002e>
    /LTH <>
    /LVI <>
    /NLD (Gebruik deze instellingen om Adobe PDF-documenten te maken die zijn geoptimaliseerd voor prepress-afdrukken van hoge kwaliteit. De gemaakte PDF-documenten kunnen worden geopend met Acrobat en Adobe Reader 5.0 en hoger.)
    /NOR <>
    /POL <>
    /PTB <>
    /RUM <>
    /RUS <>
    /SKY <>
    /SLV <>
    /SUO <>
    /SVE <>
    /TUR <>
    /UKR <>
    /ENU (Use these settings to create Adobe PDF documents best suited for high-quality prepress printing.  Created PDF documents can be opened with Acrobat and Adobe Reader 5.0 and later.)
    /DEU <>
  >>
  /Namespace [
    (Adobe)
    (Common)
    (1.0)
  ]
  /OtherNamespaces [
    <<
      /AsReaderSpreads false
      /CropImagesToFrames true
      /ErrorControl /WarnAndContinue
      /FlattenerIgnoreSpreadOverrides false
      /IncludeGuidesGrids false
      /IncludeNonPrinting false
      /IncludeSlug false
      /Namespace [
        (Adobe)
        (InDesign)
        (4.0)
      ]
      /OmitPlacedBitmaps false
      /OmitPlacedEPS false
      /OmitPlacedPDF false
      /SimulateOverprint /Legacy
    >>
    <<
      /AddBleedMarks false
      /AddColorBars false
      /AddCropMarks false
      /AddPageInfo false
      /AddRegMarks false
      /ConvertColors /ConvertToCMYK
      /DestinationProfileName ()
      /DestinationProfileSelector /DocumentCMYK
      /Downsample16BitImages true
      /FlattenerPreset <<
        /PresetSelector /MediumResolution
      >>
      /FormElements false
      /GenerateStructure false
      /IncludeBookmarks false
      /IncludeHyperlinks false
      /IncludeInteractive false
      /IncludeLayers false
      /IncludeProfiles false
      /MultimediaHandling /UseObjectSettings
      /Namespace [
        (Adobe)
        (CreativeSuite)
        (2.0)
      ]
      /PDFXOutputIntentProfileSelector /DocumentCMYK
      /PreserveEditing true
      /UntaggedCMYKHandling /LeaveUntagged
      /UntaggedRGBHandling /UseDocumentProfile
      /UseDocumentBleed false
    >>
  ]
>> setdistillerparams
<<
  /HWResolution [2400 2400]
  /PageSize [595.276 841.890]
>> setpagedevice




