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Abstract. Emotion recognition is a relevant task in human-computer
interaction. Several pattern recognition and machine learning techniques
have been applied so far in order to assign input audio and/or video
sequences to specific emotional classes. This paper introduces a novel
approach to the problem, suitable also to more generic sequence recog-
nition tasks. The approach relies on the combination of the recurrent
reservoir of an echo state network with a connectionist density estimation
module. The reservoir realizes an encoding of the input sequences into a
fixed-dimensionality pattern of neuron activations. The density estima-
tor, consisting of a constrained radial basis functions network, evaluates
the likelihood of the echo state given the input. Unsupervised training
is accomplished within a maximum-likelihood framework. The architec-
ture can then be used for estimating class-conditional probabilities in
order to carry out emotion classification within a Bayesian setup. Pre-
liminary experiments in emotion recognition from speech signals from
the WaSeP c© dataset show that the proposed approach is effective, and
it may outperform state-of-the-art classifiers.

Keywords: Emotion recognition, echo state network, radial basis func-
tions, maximum likelihood, density estimation.

1 Introduction

In the last few years, human-machine interaction (HMI) has been taking a more
and more important position in our everyday life. However, up to date expressive
and emotional conversation is a matter of human-human communication (HHC)
only. Current machines are not capable of neither understanding nor expressing
subjective states or emotional expressions. Since this second, implicit channel of
communication (containing information about the speaker himself, the situation,
and the ongoing interaction) is so important for natural and efficient HHC, it is
believed that the only way to render HMI more natural and efficient is to imple-
ment the capabilities to recognize, understand, and express these conversational
elements in machines. In the present work a novel approach towards recognizing
emotional expressions is introduced. The model relies on the combination of an
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echo state network (ESN) [8] and a constrained radial basis functions (RBF)-like
network [1] suitable for density estimation. The basic idea is that the recurrent
reservoir of the ESN realizes an encoding of an input sequence (e.g., an acoustic
observation sequence obtained from the speech signal of the user whose emo-
tional state has to be recognized) by means of the pattern of activation of its
state neurons. The RBF is trained in order to estimate the probability density
function (pdf) which characterizes the distribution of the reservoir activation
patterns within the encoding space. The model is trained according to an algo-
rithm aimed at the maximization of the likelihood of the encoding (i.e., of the
echo-state) given the input sequence. For these reasons, we refer to the overall
machine as the maximum echo-state-likelihood network (MESLiN). The training
scheme is inherently unsupervised and non-discriminative, along the line of sta-
tistical parametric pdf estimation techniques relying on the maximum-likelihood
(ML) criterion [2]. Nonetheless, it can be applied in emotion recognition tasks
by using a separate MESLiN for estimating the class-conditional pdf [2] for each
of the classes involved in the problem. In order to proof the concept of this ap-
proach, experiments based on a corpus containing pseudo words spoken in six
different emotional prosodies, WaSeP c© [17], have been conducted.

The remainder of the paper is organized as follows. In Section 2 the approach is
presented, introducing the echo state encoding and the ML estimation algorithm.
Section 3 introduces the utilized dataset, the feature extraction process, and
reports the performance of humans in a large scale perception test. Sections
4 and 5 report on the achieved classification results for the experiments and
conclude the paper, respectively.

2 The Maximum Echo-State-Likelihood Network

The model is introduced in the framework of emotion recognition from speech
signals, although it can be applied to several sequence recognition tasks using
different feature spaces. As we stated in the previous section, a separate, class-
specific, and independent MESLiN is used for each emotion involved in the task.
In so doing, in the following we will focus on a generic machine, trained over the
corresponding, emotion-specific training sample, with the understanding that the
algorithm has to be subsequently applied to as many MESLiNs as the number
of classes at hand.

In this perspective, suppose that a sample T = {Y1, . . . ,Yn} of n acoustic
observation sequences has been observed. The pdf estimation problem faced
in this paper can be stated as follows: assuming that all the sequences in T
have been independently drawn from a certain pdf p(Y), how can the dataset
be used in order to estimate a “reasonable” model of p(Y)? We assume that
p(Y) is a function having fixed and known parametric form, being determined
uniquely by the specific value of a set of parameters θ = (θ1, . . . , θk). To render
this dependency on θ in a more explicit manner, we will modify our notation
slightly by writing p(Y) as p(Y|θ). Given the assumption, the formulation of the
question posed above can be restated as: how can we use the sample T in order
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to obtain estimates for θ that are meaningful according to a certain “optimality”
criterion? A sound answer to the question may be found in the adoption of the
ML criterion, along with a suitable method for maximizing the likelihood p(T |θ)
of the parameters given the sample. Since Y1, . . . ,Yn are assumed to be i.i.d., the
likelihood p(T |θ) can be written as p(T |θ) =

∏n
i=1 p(Yi|θ). Before attempting the

maximization of the likelihood, it is necessary to specify a well-defined form for
the pdf p(Y|θ). Let us assume the existence of an integer d and of two functions,
φ : {Y} → �d (where {Y} is the universe of all possible observation sequences)
and p̂ : �d → �, s.t. p(Y|θ) can be decomposed as:

p(Y|θ) = p̂(φ(Y)). (1)

It is seen that there exist (infinite) choices for φ(.) and p̂(.) that satisfy Eq. (1),
the most trivial being φ(Y) = p(Y|θ), p̂(x) = x. We call φ(.) the encoding, while
p̂(.) is simply referred to as the “likelihood”. Again, we assume parametric forms
φ(Y|θφ) and p̂(x|θp̂) for the encoding and for the likelihood, respectively, and
we set θ = (θφ, θp̂). For notational convenience, we will sometimes write p(Y) as
a shortcut for p(Y|θ).

We propose a two-block connectionist/statistical model for p(Y|θ) as follows.
The function φ(Y|θφ) is realized via an echo state network, suitable to map
sequences Y into real vectors x. The weights of the ESN become the parameters
θφ. A radial basis functions (RBF)-like neural net is then used to model the
likelihood function p̂(x|θp̂), where θp̂ are the parameters of the RBF. In order
to ensure that a pdf is obtained, constraints have to be placed on the hidden-
to-output connection weights of the RBF (assuming that normalized Gaussian
kernels are used).

First, let us focus on the ESN-based model for φ(Y|θφ). An ESN [8] is a par-
ticular, recent type of recurrent neural network (RNN). Among the advantages
of an ESN over common RNNs are the stability towards noisy inputs [14] and
the efficient method to adapt the weights of the network [7]. ESNs are applicable
in many different tasks such as classification, pattern generation, or controlling
tasks [14,15,8,7]. However, in this application the ESN is used to encode the
input data sequence within its current state, i.e. the pattern of activation of
the neurons in its reservoir. A schematic representation of an ESN is shown in
Figure 1. The most important part of the network is the so called reservoir. It
is a collection of neurons (typically, from around ten to a few thousand in num-
ber), that are loosely connected to each other. Typically, the probability of a
connection between neuron ai and neuron aj (to be set in the connection matrix
W ) is around 2% − 10% and usually decreases with a rising number of neurons
within the reservoir, whereas the connections between the input and output layer
with the reservoir are all set. This loose connectivity leads, in turn, to several
small cliques of neurons that are recursively connected to each other, sensitive
to a certain dynamic within the data received through the input and from other
connected neurons. If observed as separated from the rest of the network, an
individual clique may appear to follow a seemingly random pattern. However, if
observed along with all the competing and supporting cliques within the large
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k Input Neurons l Output NeuronsReservoir (n Neurons)

W
WoutWin

Fig. 1. Schematics of an echo state network with k input neurons, l output neurons,
and n neurons in the reservoir. The input is fully connected to the reservoir via W in as
well as the reservoir with the output via W out. The topology of the connections within
the reservoir, as well as their weights W , are set randomly.

reservoir, the reactions of the clique to the inputs are anything but random.
Since there are feedback and recursive connections within the reservoir, not only
the input is taken into account for the output but also the current state of each
of the neurons, and the history of all previous inputs. Therefore, ESNs are an
ideal candidate for encoding dynamic processes, such as emotional expressions
or non-verbal utterances [14,15].

In contrast to standard feedforward neural networks, such as multi-layer per-
ceptrons, the ESN incorporates previous features and states into its current state,
rendering it an ideal approach for encoding tasks, possibly including the model-
ing of typical dynamics found in the speech signals (e.g., prosody of emotional
expressions). The encoding of an acoustic observation sequence Y = y1, . . . ,yT

(where T is not fixed, but sequence-specific) for a generic ESN in the system is
accomplished as follows:

1. Initialize the states of the ESN randomly.
2. Feed the ESN with the first L acoustic feature vectors Y1, . . . ,YL (to mini-

mize the influence of the random initialization)1.
3. Save the current state x̂ of the ESN as the starting state.
4. Set the ESN in x̂, and sequentially feed the ESN with inputs Y.
5. Let x denote the encoding of Y, i.e. the state of the reservoir at the end of

sequence Y.
6. Feed the RBF with x.

1 In this paper we used L = 5.
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Given the fact that the weights θφ of the ESN are not optimized, the ML esti-
mation of the RBF parameters θp̂ given T requires now to find parameters that
maximize the quantity

p(T |θp̂) =

n∏

i=1

p̂(φ(Yi|θφ)|θp̂). (2)

A hill-climbing algorithm to carry out ML estimation of the parameters θp̂ can be
obtained as an instance of the gradient-ascent method over p(T |θp̂) in two steps:
(i) initialization, i.e., start with some initial, e.g. “random”, assignment of values
to the RBF parameters; (ii) gradient-ascent, i.e., repeatedly apply a learning rule
in the form Δθp̂ = η∇θp̂

{
∏n

i=1 p̂(φ(Yi|θφ)|θp̂)} with η ∈ �+. This is a batch
learning setup. In practice, neural network learning may be simplified, yet even
improved, with the adoption of an on-line training scheme that prescribes Δθp̂ =
η∇θp̂

{p̂(φ(Y|θφ)|θp̂)} upon presentation of each individual training sequence Y.
Two distinct families of adaptive parameters θ have to be considered:

(1) Mixing parameters c1, . . . , cn, i.e. the hidden-to-output weights of the
RBF network. Constraints have to be placed on these parameters during the
ML estimation process, in order to ensure that they are in [0, 1] and that they
sum to one. A simple way to satisfy the requirements is to introduce n hidden
parameters γ1, . . . , γn, which are unconstrained, and to set

ci =
ς(γi)∑n

j=1 ς(γj)
, i = 1, . . . , n (3)

where ς(x) = 1/(1 + e−x). Each γi is then treated as an unknown parameter θ
to be estimated via ML.

(2) d-dimensional mean vector μi and d × d covariance matrix Σi for each
of the Gaussian kernels Ki(x) = N(x; μi, Σi), i = 1, . . . , n of the RBF, where
N(x; μi, Σi) denotes a multivariate Normal pdf having mean vector μi, covari-
ance matrix Σi, and evaluated over the random vector x. A common (yet effec-
tive) simplification is to consider diagonal covariance matrices, i.e. independence
among the components of the input vector x. This assumption leads to the fol-
lowing three major consequences: (i) modeling properties are not affected sig-
nificantly, according to [10]; (ii) generalization capabilities of the overall model
may turn out to be improved, since the number of free parameters is reduced;
(iii) i-th multivariate kernel Ki may be expressed in the form of a product of d
univariate Normal densities as:

Ki(x) =

d∏

j=1

1√
2πσij

exp

{

−1

2

(
xj − μij

σij

)2
}

(4)

i.e., the free parameters to be estimated are the means μij and the standard
deviations σij , for each kernel i = 1, . . . , n and for each component j = 1, . . . , d
of the input space.

In the following, we will derive explicit formulations for ∂p̂(φ(Y|θφ)|θp̂)
∂θ for the

two families of free parameters θ within the proposed model. As regards a generic
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mixing parameter ci, i = 1, . . . , n, from Eq. (3), and since p(Y) =
∑n

k=1 ckKk(x),
we have

∂p̂(φ(Y|θφ)|θp̂)

∂γi
=

n∑

j=1

∂p(Y)

∂cj

∂cj

∂γi
(5)

=

n∑

j=1

Kj(x)
∂

∂γi

(
ς(γj)∑n

k=1 ς(γk)

)

= Ki(x)

{
ς ′(γi)

∑
k ς(γk) − ς(γi)ς

′(γi)

[
∑

k ς(γk)]2

}

+
∑

j �=i

Kj(x)

{
−ς(γj)ς

′(γi)

[
∑

k ς(γk)]2

}

= Ki(x)
ς ′(γi)∑
k ς(γk)

−
∑

j

Kj(x)
ς(γj)ς

′(γi)

[
∑

k ς(γk)]2

= Ki(x)
ς ′(γi)∑
k ς(γk)

−
{

∑

j

cjKj(x)

}
ς ′(γi)∑
k ς(γk)

=
ς ′(γi)∑
k ς(γk)

{Ki(x) − p(Y)} .

For the means μij and the standard deviations σij we proceed as follows. Let
θij denote the free parameter, i.e. μij or σij , to be estimated. It is seen that:

∂p̂(φ(Y|θφ)|θp̂)

∂θij
= ci

∂Ki(x)

∂θij
(6)

where the calculation of ∂Ki(x)
∂θij

can be accomplished as follows. First of all, let us
observe that for any real-valued, differentiable function f(.) this property holds
true: ∂f(.)

∂x = f(.)∂log[f(.)]
∂x . As a consequence, from Eq. (4) we can write

∂Ki(x)

∂θij
= Ki(x)

∂logKi(x)

∂θij
(7)

= Ki(x)
∂

∂θij

d∑

k=1

{

−1

2

[

log(2πσ2
ik) +

(
xk − μik

σik

)2
]}

.

For the means, i.e. θij = μij , Eq. (7) yields

∂Ki(x)

∂μij
= Ki(x)

xj − μij

σ2
ij

. (8)

For the covariances, i.e. θij = σij , Eq. (7) takes the form:

∂Ki(x)

∂σij
= Ki(x)

∂

∂σij

{

−1

2
log(2πσ2

ij) −
1

2

(
xj − μij

σij

)2
}

(9)

=
Ki(x)

σij

{(
xj − μij

σij

)2

− 1

}

.
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3 Dataset Description and Feature Extraction

The experiments in this work are based on the “Corpus of spoken words for
studies of auditory speech and emotional prosody processing” (WaSeP c©) [17],
which consists of two main parts: a collection of German nouns and a collection
of phonetically balanced pseudo words, which correspond to the phonetical rules
of German language. For this study the pseudo words have been chosen as the
basis. This pseudo word set consists of 222 words, repeatedly uttered by a male
and a female actor in six different emotional prosodies: neutral, joy, sadness,
anger, fear, and disgust. Furthermore, a perception test has been conducted
with 74 native German listeners, who were asked to rate and name the category
or prosody that they were just listening to, resulting in an overall accuracy of
78.53%. It was also observed that the most confused emotion is “disgust”, which
is conform with the assumptions of Scherer [13].

In the dataset, each of the pseudo words consists of a concatenation of two
syllables, including for instance: “hebof”, “kebil”, or “sepau”. The average dura-
tion of the speech signals depends on the specific emotion, ranging from 0.75 sec.
in the case of the “neutral” prosody, to 1.70 sec. in the case of “disgust”. Figure
2 shows a sample waveform (and, spectra) of a signal from the dataset, corre-
sponding to the emotion “joy”. The data was recorded using a Sony TCD-D7
DAT-recorder and the Sennheiser MD 425 microphone in an acoustic chamber
with a 44.1 kHz sample rate and later down-sampled to 16 kHz with a 16 bit res-
olution. Relative Spectral Perceptual Linear Predictive Coding (RASTA-PLP)
acoustic parameters were used as acoustic features. In [4] perceptual linear pre-
dictive speech analysis (PLP) was first introduced as a method to represent
speech signals with respect to human perception and with as few parameters
as possible. However, PLP is sensitive to steady-state spectral factors caused
by transmission channels, e.g. different transducers [6,5]. Therefore, [6] proposes
the relative spectral methodology (RASTA) for PLP, rendering it more robust
without increasing the computational burden significantly.

The PLP analysis is based on two perceptually and biologically motivated
concepts, namely the critical bands, and the equal loudness curves, shown in
Figure 3. One line represents the sound pressure (dB) that is required to per-
ceive a sound of any frequency as loud as a reference sound of 1 kHz. The critical
band filtering is analogous to the popular Mel frequency scaled cepstral coeffi-
cients (MFCC) triangular filtering, but the 21 filters are equally spaced along
the Bark scale (instead of applying the Mel scale). The equal loudness curve is
approximated by

E(w) = 1.151 ·

√
(w2 + 144 · 104) · w2

(w2 + 16 · 104) · (w2 + 961 · 104)
,

according to [12], and it is applied to the filtered signal. The next steps are
specific to the RASTA processing, and they follow the implementation recom-
mendations in [6]. After transforming the spectrum to the logarithmic domain
and the application of RASTA filtering, the signal is transformed back using
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Fig. 2. Original waveform (top), spectrum after RASTA processing (middle), and
RASTA-PLP cepstral coefficients (bottom)

Fig. 3. Equal loudness curves

the exponential function. The last steps are comprised by an estimation of
the linear predictive coding (LPC) coefficients as introduced by [11], and by
the transformation of the LPC coefficients to cepstral values. In Figure 2 a
comparison between the original waveform, the spectrum after RASTA process-
ing and the RASTA-PLP cepstral coefficients are shown.
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4 Experiments

Preliminary experiments were carried out using female speech signals from the
WaSeP c© dataset, for a total of 1386 variable-length acoustic observation se-
quences (231 sequences per each class of emotion). A 10-fold crossvalidation
procedure has been adopted for evaluating the classification performance. Each
fold was defined by splitting the overall dataset, at random, into a training sam-
ple (1254 sequences) and a test sample (132 sequences). The folds were created
such that (i) the 10 test sets did not overlap with each other (i.e., no sequences
could appear more than once in a test set), and (ii) a uniform prior distribu-
tion of individual classes was granted (namely, 22 sequences per class in each
test set). Unfortunately, no direct competition from related work is available for
the dataset used in this experiment. A qualitative baseline is the result from
the human perception test mentioned in Section 3 (average accuracy of 78%).
Furthermore, similar results (around 70%) are available in the literature. For
example, 70% accuracy was achieved in a seven category experiment using three
feature sets in a multi classifier system [16]. In the earlier work by Lee et al.,
similar frame-based features, as in this approach, were used as input to hidden
Markov models (HMM). MFCC-based features were extracted and the classifica-
tion task was to identify four different emotions. The HMMs reached an overall
accuracy of around 76% [9].

Table 1 reports the recognition accuracies (averaged over the 10 folds) ob-
tained with MESLiN, and other traditional classifiers, in the present setup. All
the traditional classifiers were trained at the acoustic frame level. Classification
on test set was accomplished by averaging over the class-specific scores yielded
by the classifier along the whole observation sequence. The nearest neighbor clas-
sifier [2] was used first, in order to fix a baseline. Then, Multi-layer Perceptron
(MLP) networks were trained, having 2-layer topology featuring a hidden layer
with 14 units, sigmoid activation functions in both hidden and output layers.
Training was accomplished by applying 500 training epochs with a learning rate
of 0.3, and a momentum rate equal to 0.2 (these parameters were selected via
preliminary cross-validation). The same MLP architecture, and training param-
eters, were also applied within a 10-iterations AdaBoost strategy [3], Support
vector machine (SVM) with RBF kernels were used, having γ = 0.1, ε = 0.001
(tolerance of the termination criterion.), and ν = 0.5.

Table 1. Average recognition accuracy of sequences from the WaSeP c© dataset

Method Average accuracy (%)

Nearest Neighbor 33.90
MLP 39.32
AdaBoost 45.87
SVM 48.01
MESLiN 86.39
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Finally, MESLiN was evaluated. Due to the intrinsically non-discriminative,
ML training setup used in this paper, separate class-specific MESLiNs were
trained independently over the training sequences belonging to the correspond-
ing class. Classification was accomplished according to the usual maximum-a-
posteriori (MAP) framework, via Bayes decision rule [2]. Since the class prior
probabilities are identical in the present setup, the MAP criterion reduces to a
direct maximum class-conditional pdf decision rule, i.e. assign a sequence to the
emotion whose MESLiN model yields the highest likelihood. The MESLiNs are
initialized as follows. Since the output of the feature extraction process described
in Section 3 is 21-dimensional, k = 21 input neurons are used for the reservoir.
Furthermore, they are connected to all the n = 100 state neurons (with tanh as
transfer function) in the reservoir, featuring randomly initialized topology and
values of the connection weights. An overall 10% of the possible unit-to-unit
connections in the reservoir are taken, and the weight matrix W is normalized
with a spectral width of α = 1 [7]. The RBF-like network features n = 3 ker-
nels, having mean, covariances, and mixing parameters initialized as follows. The
components of the mean vectors were initialized at random (uniformly) over the
range I = (−0.5, 0.5); the components of the diagonal covariance matrices were
initialized to a fixed value, namely

√
| I | /n; the mixing parameters were ini-

tialized at random over the interval (0.0, 1.0) such that they sum to 1. Training
of the MESLiN was accomplished for 20 epochs, using different, quantity-specific
learning rates for the mixing parameters (ηγ = 1.0e−06), the means of the Gaus-
sians (ημ = 1.0e−10), and the corresponding variances (ησ = 1.0e−11). All the
parameters were set during a preliminary cross-validation stage. Results confirm
the approach is effective. A concise discussion is given in the next section. Table
2 shows the confusion matrix yielded by MESLiN. It is seen that “disgust” is
the most confusable class. This is in line with the same phenomenon reported
above for the human listeners. In this case, it is confused with “neutral” most
of the times.

Table 2. Confusion matrix (MESLiN)

neutral joy sadness anger fear disgust

neutral 21.90 0.10 0.00 0.00 0.00 0.00
joy 0.50 18.70 0.20 0.00 2.50 0.10

sadness 0.50 0.00 21.40 0.10 0.00 0.00
anger 0.00 1.10 0.30 18.90 0.30 1.40
fear 0.00 0.60 1.60 0.20 19.60 0.00

disgust 14.80 0.90 0.60 0.10 2.00 3.60

5 Conclusions

The paper introduced a novel connectionist approach to the task of sequence
modeling and classification. The model combines the reservoir of an ESN with
a constrained RBF-like architecture. The former realizes a recurrent encoding
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of the observation sequence into a pattern of activation of the neurons (i.e., the
state of the ESN), whilst the RBF estimates the pdf of such encodings. A ML-
based training scheme was developed, which ensures satisfaction of probabilistic
axioms (i.e., the estimated model turns out to be a proper pdf). Training is
inherently unsupervised (the pdf of the overall training sample is estimated).
Nonetheless, the machine can be successfully applied to supervised classification
tasks over sequences, by training separate class-conditional models for each one
of the classes involved in the problem. In so doing, each class features its own
recurrent encoding ESN, and its own pdf model. The algorithm was applied
to emotion recognition in speech signals from the WaSeP c© dataset. Prelimi-
nary results confirm the approach is effective, yielding the highest recognition
accuracies over a number of state-of-the-art classifiers. Surprisingly enough, the
performance of the proposed classifier is even higher than the average accuracy
yielded by humans on a similar task. We argue this is due to the following rea-
sons: (i) the system was trained on data having the same nature as the data
used for test, whilst humans do not undergo any data-specific training, but they
assign test utterances to an emotional class according to generic, prior knowl-
edge of their (subjective) concept of specific emotions; (ii) in particular, from
the humans’ point if view, no hard distinctions can be made between certain
emotions; and (iii) the audio recordings in the dataset are not real-world utter-
ances, since they were performed by actors. It is likely that this introduces a
significant bias, such that humans cannot easily recognize the emotion from the
acted expression, while the machine learns from the training sample how actors
tend to give a certain interpretation of the same emotion (e.g., affecting specific
features) that, later, can be easily recognized in the test data. In the light of
these considerations, future work is focusing on a fully unsupervised applica-
tion of the proposed model: sequences belonging to all classes are merged in a
single training set, and the ML training is applied in order to let the machine
discover its own “clusters” of emotions (i.e., how the emotions are distributed
and concentrated in the encoding space yielded by the ESN).
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