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Abstract. Clustering and visualization constitute key issues in computer-
supported data inspection, and a variety of promising tools exist for such
tasks such as the self-organizing map (SOM) and variations thereof. Real
life data, however, pose severe problems to standard data inspection: on
the one hand, data are often represented by complex non-vectorial objects
and standard methods for finite dimensional vectors in Euclidean space
cannot be applied. On the other hand, very large data sets have to be dealt
with, such that data do neither fit into main memory, nor more than one
pass over the data is still affordable, i.e. standard methods can simply not
be applied due to the sheer amount of data. We present two recent exten-
sions of topographic mappings: relational clustering, which can deal with
general proximity data given by pairwise distances, and patch processing,
which can process streaming data of arbitrary size in patches. Together,
an efficient linear time data inspection method for general dissimilarity
data structures results. We present the theoretical background as well as
applications to the areas of text and multimedia processing based on the
generalized compression distance.

1 Introduction

The availability of electronic data increases dramatically in nearly every aspect of
daily life, and it is estimated that the amount of electronic data doubles roughly
every twenty months. At the same time, the quality and information content
of modern data is constantly improving, and, often, data are represented in
dedicated structures such as XML files, sequences, or graph structures. While
both aspects allow the access to detailed and specialized information according
to the current need of the user, this access is far from trivial and often buried
in the sheer amount of information. Because of these problems automatic data
mining tools play a major role to visualize and customize data such that humans
can more easily access the relevant information at hand.

A multitude of different techniques has been developed in the context of in-
teractive information visualization and data mining [23,33]. One very popular
technique is offered by the self-organizing map (SOM) [18]: a lattice of neurons
is arranged according to the data similarity such that clustering, browsing, and
visualization become possible. This way, SOM can serve as data inspection tool
or as preprocessing step for further information processing. In consequence, SOM
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has successfully been applied to diverse areas such as robotics, telecommunica-
tion, web and text mining, bioinformatics, etc. [18].

With increasing quality and availability of electronic data, new challenges
arise: data sets become larger and larger and, often, data are not available a
priori, rather, data are stored in a distributed way and can be accessed only in
sequential order. This property makes it infeasible to keep all data items in main
memory at once or to sift through the data more than once. In consequence, many
standard data mining methods cannot be applied in such situations, such as e.g.
standard SOMs with online or batch training. Due to this fact, data mining
for very large or streaming data has become one central issue of research. Sev-
eral approaches have been proposed including extensions of k-means clustering
and variants with approximation guarantees, heuristics which rely on sampling
and according statistical guarantees or grid based methods, such as e.g. CURE,
STING, and BIRCH, or iterative compression approaches which process only a
fixed subset of the given data at a time [6,10,1,2,20,9,12,32,35].

Another challenge is the fact that more and more electronic data are stored
together with dedicated structures such as XML files, temporal or spatial se-
quences, trees, or graph structures. These data are typically not represented as
standard Euclidean vectors and a comparison of data by means of the Euclidean
metric is often not appropriate. Rather, problem-adapted specific choices should
be used such as alignment distances, tree or graph kernels, etc. Most classi-
cal statistical data mining tools such as SOM have been proposed for vectorial
data and, hence, they are no longer applicable in such situations. A variety of
methods which extend SOM to more general data structures has been proposed:
Statistical interpretations of SOM as considered in [11,17,30,31] allow to change
the generative model to more general data. The approaches are very flexible
but computationally quite demanding. For specific data structures such as time
series, recursive models have been proposed [3,14]. Online variants of SOM have
been extended to general kernels [34]. However, these versions have been derived
for (slow) online adaptation only. The approach [19] provides a fairly general
method for large scale application of SOM to non-vectorial data: batch opti-
mization is extended to general proximities by means of the generalized median.
Thereby, prototype locations are restricted to data points which restricts the
flexibility of the approach compared to the original setting.

Note that large data sets constitute a particular problem for SOMs for general
data structures: if data are characterized by pairwise dissimilarities instead of
Euclidean vectors, squared complexity is already necessary to store the relevant
information in a dissimilarity matrix. In consequence, training algorithms display
at least quadratic complexity which is infeasible for large data sets. Only few
proposals address this problem such as [4,5]. Here, information is approximated
by a small representative subset of the matrix and extended to the full data
afterwards. The drawback of this approach is that a representative subset of the
dissimilarity matrix has to be available prior to training, which is commonly not
the case for streaming data without direct random access.
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In this contribution, we present two ideas which extend SOMs to large dis-
similarity data sets such that a method with linear time and constant memory
results. On the one hand, we extend SOM to data given by pairwise dissim-
ilarities in a way which is similar to relational fuzzy clustering as derived in
[15,16]. We transfer these settings to SOM together with an investigation of the
underlying mathematics for general data sets. On the other hand, we rely on
extensions of clustering to large data sets by means of patch clustering as pro-
posed in [1,10,6]. We extend this scheme to the relational approach resulting in
a constant memory and linear time method. We demonstrate two applications
to text files and symbolic musical data.

2 Relational Self-Organizing Maps

2.1 Standard Batch SOM and Corresponding Cost Function

Topographic maps constitute effective methods for data clustering, inspection,
and preprocessing. Classical variants deal with vectorial data x ∈ R

n which are
distributed according to an underlying distribution P in the Euclidean space.
The goal of prototype-based clustering algorithms is to distribute prototypes
wi ∈ R

n, i = 1, . . . , k among the data such that they represent the data as accu-
rately as possible. A new data point x is assigned to the winner I(x) which refers
to the prototype with smallest averaged distance

∑k
l=1 hλ(nd(i, l)) · ‖x − wl‖2.

Here, hλ(t) = exp(−t/λ2) denotes an exponential function with neighborhood λ
and nd(i, l) denotes a priorly chosen neighborhood structure of neurons, often
induced by a low dimensional lattice in a low-dimensional Euclidean or hyper-
bolic space, to achieve greater flexibility of the lattice structure [24]. Prototypes
are adapted such that SOM optimizes the cost function [17]

ESOM(w) =
1
2

k∑

i=1

∫

δi,I(x) ·
k∑

l=1

hλ(nd(i, l)) · ‖x − wl‖2 P (dx)

Often, this cost function is optimized by means of an online stochastic gradient
descent. Alternatively, if data x1, . . . , xm are available priorly, batch optimiza-
tion can be done. The corresponding discrete cost function is given by

ESOM(w, x) =
1
2

k∑

i=1

m∑

j=1

δi,I(xj) ·
k∑

l=1

hλ(nd(i, l)) · ‖xj − wl‖2 .

This is optimized by an iterative optimization of assignments and prototypes
until convergence in Batch SOM, see Algorithm 1. The neighborhood cooperation
is usually annealed to λ → 0 during training such that the quantization error is
optimized in the limit of small neighborhood size. It has been shown in [8] that
this procedure converges after a finite number of steps to a local optimum of the
SOM cost function for fixed λ. In the following theoretical considerations, we will
always assume a fixed and small neighborhood parameter λ. This consideration
approximately corresponds to final stages of training.
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Algorithm 1. Batch SOM

input

data {x1, . . . , xm} ⊂ R
n;

begin

init wi randomly;

repeat

set I(j) = argmini

∑k
l=1 hλ(nd(i, l)) · ‖xj − wl‖2;

set wi =
∑

j hλ(nd(I(j), i))xj/
∑

j hλ(nd(I(j), i));

until convergence;

return wi;

end.

2.2 Pseudo-Euclidean Embedding of Dissimilarity Data

In the following, we restrict the presentation to an overview of the key ingre-
dients, omitting a few details and all proofs, which can be retrieved from [13].
Here, we deal with the application of SOM to settings where no Euclidean em-
bedding of the data points is known. We will more generally deal with data points
xi which are characterized by pairwise dissimilarities dij = d(xi, xj) which are
symmetric and 0 if xi = xj . D denotes the corresponding matrix of dissimilari-
ties. It can hold that no isometric Euclidean embedding can be found, i.e. SOM
for Euclidean data is not applicable in this case. Discrete data such as DNA
sequences or strings and alignment of those constitute one example.

For every matrix D, the so-called pseudo-Euclidean embedding exists, i.e.
a vector space with symmetric bilinear form 〈·, ·〉 (which need not be positive
definite) and embeddings xi of the points xi can be found such that d(xi, xj) =
〈xi − xj , xi − xj〉 [26]. More precisely, define the centering matrix J = I −
1/m11t with identity matrix I and the vector 1 = (1, . . . , 1) ∈ R

m. Define the
generalized Gram matrix associated to D as G = − 1

2 · JDJ . Obviously, this
matrix is symmetric and, thus, it can uniquely be decomposed into the form
G = QΛQt with orthonormal matrix Q and diagonal matrix of eigenvalues Λ
with p positive and q negative entries. Taking the square root of Λ allows the
alternative representation in the form

G = XIpqX
t = Q|Λ|1/2

(
Ipq 0
0 0

)

|Λ|1/2Qt

where Ipq constitutes a diagonal matrix with p entries 1 and q entries −1, i.e.
X = Qp+q|Λp+q|1/2 where only p + q nonzero eigenvalues of Λ are taken into
account. We can define the symmetric bilinear form in R

p+q

〈x, y〉pq =
p∑

i=1

xiyi −
p+q∑

i=p+1

xiyi .
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Then, the columns of X constitute vectors xi with pairwise dissimilarities dij =
〈xi−xj , xi−xj〉pq. This embedding is referred to as pseudo-Euclidean embedding
of the data points. The values (p, q, m − p − q) are referred to as signature.

Since the algorithm of Batch SOM (Algorithm 1) relies on vector operations
and the computation of dissimilarities only, this algorithm can directly be used
for arbitrary dissimilarity data embedded in pseudo-Euclidean space: given D,
we can compute corresponding vectors x such that 〈xi, xj〉pq = dij holds for all
data points. For these vectors and the corresponding dissimilarities, Batch SOM
can directly be applied whereby the bilinear form 〈x − w, x − w〉p,q takes the
role of the squared Euclidean norm ‖x − w‖2 in the algorithm.

However, there are two drawbacks of this naive procedure: on the one hand,
we rely on the pseudo-Euclidean embedding the computation of which is costly
(cubic complexity) and the interpretation of which is not clear. The prototypes
are points in this pseudo-Euclidean space and probably depend on the chosen
embedding, i.e. another vectorial embedding which shares the properties of the
pseudo-Euclidean one could probably lead to fundamentally different prototypes.
On the other hand, a connection of the SOM algorithm in pseudo-Euclidean
space to the SOM cost function or, more desirable, a cost function which is inde-
pendent of the concrete embedding is not clear as well as connected properties
such as convergence of the algorithm.

Now we first reformulate batch SOM in pseudo-Euclidean space such that
it becomes independent of the concrete pseudo-Euclidean embedding and it is
based on the dissimilarity matrix D only. Afterwards, we discuss a connection
to a cost function and questions concerning the convergence of the algorithm.

2.3 Relational SOM

The key observation to reformulate batch SOM independent of a concrete em-
bedding of points consists in the fact that prototypes are located on special
positions of the vector space only. Prototypes have the form

wi =

∑
j hλ(nd(I(j), i))xj

∑
j hλ(nd(I(j), i))

=
∑

j

αijx
j

where
∑

j αij = 1. Further, one can compute that for every linear combinations
∑

j αijx
j and

∑
j α′

ijx
j with

∑
j αij = 1 and

∑
j α′

ij = 1 and symmetric bilinear
form 〈·, ·〉 with dij = 〈xi − xj , xi − xj〉 the following is valid:
〈

∑

i

αix
i −

∑

i

α′
ix

i,
∑

i

αix
i −

∑

i

α′
ix

i

〉

= (α′)tDα− 1
2
·αtDα− 1

2
·(α′)tDα′

These observations immediately allow us to reformulate batch SOM in pseudo-
Euclidean space independent of the concrete vector embedding of points. The
key issues are to substitute prototype locations wi =

∑
ij αijx

j by coefficient
vectors αi = (αi1, . . . , αim) and to substitute the computation of dissimilarities
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Algorithm 2. Relational SOM

input

symmetric dissimilarity matrix with zero diagonal D ∈ R
m×m;

begin

init αij ≥ 0 such that
∑

j αij = 1;

repeat

compute distij = [Dαi]j − 1
2
· αt

iDαi;

set I(j) = argmini

∑k
l=1 hλ(nd(i, l)) · distjl;

set αij = hλ(nd(I(j), i)))/
∑

j hλ(nd(I(j), i)));

until convergence;

return αij ;

end.

of prototypes and data points by means of the above formula. The resulting
algorithm, Relational SOM, is displayed as (Algorithm 2).

This algorithm is equivalent to vectorial SOM under the identity wi =∑
ij αijx

j whereby it does not rely on an explicit embedding but on the pair-
wise dissimilarities only. This shows that the winner assignments of SOM in
pseudo-Euclidean space are independent of the concrete embedding.

2.4 Convergence

Since relational SOM is equivalent to batch SOM in pseudo-Euclidean space,
it follows immediately that the algorithm converges towards a fixed point of
the algorithm whenever the embedding is in fact Euclidean: in this situation,
standard SOM is implicitly performed in the (Euclidean) space and the corre-
sponding guarantees of the standard batch SOM as e.g. revisited in [8] hold.
If the pseudo-Euclidean embedding is a non-Euclidean embedding, i.e. negative
eigenvalues occur, the guarantees of standard batch SOM do not hold and one
can indeed find situations where divergence of the algorithm is observed, i.e. the
algorithm ends up in cycles. Batch SOM in Euclidean space relies on a subse-
quent optimization of the underlying cost function with respect to prototype
locations and winner computations. Since an optimum is picked at both steps,
the cost function decreases in every epoch in the Euclidean setting and because
of the finite number of different possible winner assignments, convergence of the
algorithm can be observed after a finite number of epochs.

For the non-Euclidean setting, it turns out that the subsequent computation
of prototypes and winner assignments does not necessarily compute optima in
the two steps. While it can easily be seen that the winner assignment as given in
SOM is optimal, the choice of prototypes as generalized mean of the data points
according to the winner assignment is not: it can happen that a saddle point
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eigenvalue 1

eigenvalue −1 cluster 1
cluster 2

Fig. 1. Example of points in pseudo-Euclidean space for which relational clustering
does not converge to a fixed point. It is indicated by arrows which points cyclically
change their cluster assignments.

with worse cost function value instead of an optimum is picked if the negative
directions of the bilinear form are dominant in this situation. Then an optimum
would lie at the borders of the solution space since it would be beneficial to
push prototypes away from the data with respect to the negative directions of
the pseudo-Euclidean space. An efficient determination of the global optimum,
however, is not possible because non-convex quadratic programming is NP hard
[29,25]. Further, even if optima at the borders of the solution space could be
computed easily in this setting, their usefulness can be doubted and numerical
problems are likely to occur. Thus, the choice of the prototypes as generalized
mean, which optimizes the problem only with respect to the positive directions
of the pseudo-Euclidean space, seems a reasonable compromise in this situation.

Due to this fact, divergence can occur. Consider, for example, pseudo-Euclidean
space with signature (1, 1, 0) and the points as displayed in Fig. 1. For small enough
neighborhood rangeλ, the cluster assignment of four points changes in every epoch
as indicated by the arrows. Note, however, that this setting heavily relies on a large
contribution of the negative axes to the bilinear form. In practice, the positive di-
rections usually by far outweigh the negative directions such that this problem
seems unlikely in practice: we did not observe divergence of the algorithm for real
life data sets in a single experiment so far.

2.5 Dual Cost Function

The SOM cost function as introduced above constitutes a reasonable evaluation
measure of batch SOM in pseudo-Euclidean space, albeit cases exist at least in
theory where no local optimum of this cost function is actually found by batch
SOM in this setting as discussed above. This cost function relies on the pseudo-
Euclidean embedding and has no meaning if only the dissimilarity matrix D is
available. Fortunately, one can substitute the SOM cost function by a so-called
dual function for every fixed point of relational SOM which does not depend on
the concrete pseudo-Euclidean embedding but which relies on D and the win-
ner assignments only. More precisely, the following equality holds: assume a fixed
point of relational SOM and batch SOM in pseudo Euclidean space, respectively,
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is found, characterized by winner assignments I(j) and corresponding prototypes
wi. Then, we find ESOM(w, x) = E∨

SOM(I, x) where

E∨
SOM(I, x) :=

∑

i

1
4

∑
j hλ(nd(I(j), i))

∑

jj′
hλ(nd(I(j), i)))hλ(nd(I(j′), i)))djj′

The dual SOM cost function relies on winner assignments only and it measures
the dissimilarities of data points within clusters as defined by the winner assign-
ments, averaged over the prior topological neighborhood structure. As such, it is
independent of a vectorial embedding of data but constitutes a valid cost func-
tion for clusterings based on dissimilarity data only. Since it coincides with the
standard SOM cost function for fixed points of the algorithm, we can conclude
that also the value of the standard batch SOM cost function is independent
of the concrete vectorial embedding of data for fixed points of the algorithm.
Further, for the euclidean case, also the overall structure of these two cost func-
tions coincides in the sense that a one-one correspondence of global optima of
the SOM cost function and its dual holds. For non-Euclidean settings, winner
assignments can correspond to saddle points of the SOM cost function.

We would like to mention that the identification of the dual SOM cost function
gives rise to another (at least theoretical) possibility to deal with non-Euclidean
dissimilarities D. In analogy to relational k-means clustering as discussed e.g. in
[28,21], the shape of the dual SOM cost function is approximately independent
of constant shifts of off-diagonal elements of D for small neighborhood λ and
common lattice structures nd. More precisely, if d̃ij = dij + d0 · (1 − δij), d0

denoting a positive constant and δij the Kronecker delta, one can find for any
fixed winner assignment I

E∨(I, d̃ij) − E∨(I, dij) =
1
4

⎛

⎝
∑

ij

h(I(j), i) − k

⎞

⎠

where k denotes the number of prototypes. If we assume that the neighborhood
function nd(i, j) is nonnegative and it equals 0 if and only if i = j, then the
term

∑
ij h(I(j), i) converges to m for small λ, i.e. the difference of the two cost

functions becomes a constant, and hence local optima can be observed at exactly
the same places. Since I is discrete, this already holds for approximations of the
limit setting.

Since every symmetric dissimilarity measure becomes Euclidean for large
shifts of the off-diagonal elements, one could in principle first use the minimum
shift which is necessary to make data Euclidean, and apply standard SOM in
Euclidean space or its relational counterpart, afterwards, whereby convergence
is guaranteed. Unfortunately, as demonstrated in [13], the numerics can become
more difficult for shifted data, since differences in the dissimilarities are more
and more annihilated such that relational SOM for non-Euclidean data can lead
to better results than relational SOM for the corresponding shifted Euclidean
data. Hence, the direct application of relational SOM might be advisable albeit
convergence is not guaranteed in general.
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3 Patch Processing

The time and space complexity of relational SOM constitutes one major draw-
back of the method: space complexity is linear, and time complexity is quadratic
with respect to the number of data points (assuming a constant number of pro-
totypes and epochs of the method). Note that the information which represents
the data, the dissimilarity matrix D, itself is quadratic with respect to the num-
ber of data, i.e. every method which is linear necessarily has to pick only subsets
of the full matrix D, neglecting possible relevant information of D.

Obviously, its complexity makes relational SOM unsuitable for large data
sets. Therefore, we propose an approximative method which yields to an intuitive
linear time and constant space algorithm, using patch clustering as introduced for
Euclidean SOM in [1]. Our assumption is that single data points are available in
consecutive order. Further, we assume the existence of a method to compute the
pairwise dissimilarity of data on demand. These assumptions are quite reasonable
if a very large (possibly distributed) data set is dealt with for which some problem
specific dissimilarity measure is used. It is in general infeasible to precalculate
the full dissimilarity matrix D in this case, such that methods which reduce
the necessary information on demand to only a linear part of matrix D are
favourable.

The main idea of the proposed method is to process data in patches which
fit into main memory. Every patch is compressed by means of the resulting
prototypes and their multiplicities resp. a limited-space approximation thereof.
This information serves as additional input for the next patch computation such
that all already seen data are implicitly taken into account in every step.

More precisely, we process m data points in np patches of priorly fixed size
p = m/np. We assume divisibility of m by np for simplicity. A patch Pt is
represented by the corresponding portion of the dissimilarity matrix D:

Pt = (dsl)s,l=(t−1)·p+1,...,t·p ∈ R
p×p

which represents the dissimilarities of points (t − 1) · p + 1, . . . , t · p. For every
patch, the prototypes of the former patch are added with multiplicities according
to the size of their receptive fields, and relational SOM is applied to this extended
patch. Thereby, it is no longer possible to represent prototypes by means of the
full coefficient vectors αi since this would require linear space for storage and,
in addition, computing the dissimilarity of prototypes and data points would
eventually require the full (quadratic) dissimilarity matrix D - both demands
are infeasible for large data sets. Therefore, we use an approximation of the
prototype representation by a finite number K of coefficients with maximum
contribution and (since these can be more than K) which are closest to the
respective prototype. Formally, a K-approximation refers to the K indices j1,
. . . , jK corresponding to points xj1 , . . . , xjK with smallest dissimilarity to wi.

This definition gives rise to a formalization of extended patches which are
processed in turn in patch processing and which specify the parts of the matrix D
necessary for the algorithm. Assume the current patch Pt is considered. Assume
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Nt−1 refers to the index set of the K-approximation of all prototypes obtained in
the previous step. When considering k prototypes, the size of this set is |Nt−1| =
k ·K. For the next round of patch processing, dissimilarity clustering is applied
to the points corresponding to the indices in Nt and the data from the current
patch, i.e. we need the following part of the dissimilarity matrix

P ∗
i =

⎛

⎝
d(Nt−1) d(Nt−1, Pt)

d(Nt−1, Pt)t Pt

⎞

⎠

where d(Nt−1) = (duv)u,v∈Nt−1 denotes the inter-dissimilarities of points from
the K-approximation, and d(Nt−1, Pt) = (Duv)u∈Nt−1,v=(t−1)·p+1,...,t·p denotes
the dissimilarities of points in the K-approximation and the current patch. We
refer to P ∗

i as extended patches.
Based on these data handling techniques, patch relational SOM can be defined

as iterative processing of patches enriched by the K-approximation of prototypes
from the previous patch. The prototypes contribute to the new clustering task
according to the sizes of their receptive fields Ri, i.e. a prototype wi is counted
with multiplicity |Ri|. Correspondingly, every point xj in Nt−1 contributes with
multiplicity mj = |Ri|/K. It is straightforward to extend relational SOM to deal
with multiplicities mj of point xj . The only change concerns the update of the
coefficients αij , which is enriched by the multiplicities. Taking this as subroutine,
patch relational SOM can be performed as shown in Algorithm 3.

After processing, a set of prototypes together with a K-approximation is ob-
tained which compresses the full data set. An inspection of prototypes is easily
possible by looking at the points which are closest to these prototypes.

Note that the algorithm runs in constant space if the size p of the patches is
chosen independently of the data set size m. Similarly, under this assumption,
the fraction of the distance matrix which has to be computed for the procedure
is of linear size O(m/p · p) = O(m) and the overall time complexity of patch
clustering is of size O(m/p · p2) = O(mp) = O(m), assuming constant p. Hence,
a linear time and constant space algorithm for general dissimilarity data results
which is suited for large data sets, if constant patch size is taken according to
the available space. Note that this algorithm, unlike alternatives such as [4,5],
does not require a representative subpart of the matrix D prior to training,
rather, data can be processed in the order as they are accessed, i.i.d. and non
i.i.d. cases leading to virtually the same final result of the algorithm due to the
incorporation of the statistics of all already seen data in every patch.

4 Experiments

We present two applications of relational SOM with underlying hyperbolic lat-
tice structure [24]. In both cases, data are treated as symbolic strings, for which
general dissimilarity measures such as alignment or n-gram kernels are available.
In this contribution we rely on a dissimilarity measure which has been derived
from information theoretic principles and which can be considered as an efficient
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Algorithm 3. Patch Relational SOM

begin

cut the first patch P1;

apply relational NG to P1 → prototypes W1;

compute the K-approximation N1 of W1;

update multiplicities mi of N1;

set t = 2;

repeat

cut the next patch Pt;

construct extended patch P ∗
t using Pt and Nt−1;

set multiplicities of points in Pt to mi = 1;

apply relational NG with multiplicities to P ∗
t → prototypes Wt;

compute K-approximation Nt of Wt;

update multiplicities mi of Nt;

t → t + 1;

until t = nP

return prototypes WnP ;

end.

approximation of a universal dissimilarity measure which minorizes every reason-
able dissimilarity. The normalized compression distance (NCD) [7] is defined as

NCD(x, y) =
C(xy) − min{C(x), C(y)}

max{C(x), C(y)}
where x and y are strings, xy its concatenation, and C(x) denotes the size of a
compression of the string x. For our experiments, bzip2 was used.

4.1 Mapping MIDI Files

In this application, classical music represented in the MIDI format should be
mapped. The data set consists of a selected subset of 2061 classical pieces from
the Kunst der Fuge archive. To extract relevant strings which represent the
MIDI files, a directed graph was extracted based on pitch differences and rel-
ative timings as intermediate step. As discussed in [22], the representation is
widely invariant to shifts of the overall pitch and scalings of the overall tempo,
thereby emphasizing on the melody underlying the musical piece and abstracting
from the specific orchestration. The paths of the graph are then concatenated
and represented in byte code, leading to a string representation suited for NCD.
A relational hyperbolic SOM with 85 neurons was trained. Figure 2 shows the
projection of the hyperbolic grid into the Euclidean plane. Obviously, the com-
posers sharing a common style or epoch are mostly situated close to each other.
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4.2 Mapping Newsgroups

The goal of this applications is to map 183,546 articles from 13 different news-
groups in a semantically meaningful way by means of a relational HSOM. The
texts were preprocessed by removing stop words and applying word stemming
[27]. Patch processing was applied using relational HSOM with 85 neurons and
a 3 approximation of the prototypes. Since the full dissimilarity matrix would
occupy approx. 250 GB space, it is no option to process the data at once or
precalculate the full dissimilarity at once. Instead, 183 patches of around 1000
texts were taken and the distances of these patches were precalculated, resulting
in only around 12 MB space. In addition, since patch processing requires the
dissimilarities of the extended patches, around 1000 · 85 · 3 dissimilarities had
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Fig. 2. Relational Hyperbolic Self-Organizing Map for 2061 classical pieces which are
compared by symbolic preprocessing and NCD. Labeling of the neurons is based on
majority vote.
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alt.atheism
comp.os.ms-windows.misc

comp.windows.x

rec.motorcycles

sci.crypt

talk.politics.guns

talk.politics.misc

Fig. 3. Visualization of 183,546 newsgroup articles using patch relational HSOM, dis-
playing the topographic arrangement of the biggest newsgroups on the map. In this
case, patch processing reduces the required space of the full dissimilarity matrix from
approx. 251 GB to only around 13 MB.

to be computed on demand for every patch. This way, the whole computation
could be performed on a common desktop computer in reasonable time.

The outcome is depicted in Fig. 3. Clearly, the data arrange on the lattice ac-
cording to their semantic meaning as mirrored by the corresponding newsgroup,
such that visualization and browsing become possible.

5 Conclusions

We have presented an extension of SOM which is capable of mapping huge dis-
similarity data sets in constant space and linear time such that visualization
and data inspection become possible for the user. The main ingredients are an
extension of SOM to a relational setting which corresponds to the implicit ap-
plication of SOM in pseudo-Euclidean space, and a decomposition of the full
clustering procedure into separate pieces by means of patch processing. Inter-
estingly, the method is quite intuitive and can be linked to the standard SOM
cost function or its dual, such that extensions such as supervision [13] are easily
possible.
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