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Abstract. The continuous increase in electrical and computational
power in data centers has been driving many research approaches un-
der the Green IT main theme. However, most of this research focuses
on reducing energy consumption considering hardware components and
data center building features, like servers distribution and cooling flow.
On the contrary, this paper points out that energy consumption is also a
service quality problem, and presents an energy-aware design approach
for building service-based applications. To this effect, techniques are pro-
vided to measure service costs combining Quality of Service (QoS) re-
quirements and Green Performance Indicators (GPI) in order to obtain a
better tradeoff between energy efficiency and performance for each user.

1 Introduction

Considering the arising amount of energy consumed in IT and the arising prices
of electrical energy, strategies to achieve energy efficiency have been seen more
attractive than ever as a way of cutting costs [1]. The US Department of Energy
(DOE), for instance, reported that data centers consumed 1.5% of the total
electricity in 2006 and it’s projected to double up until 2011 [2]. Furthermore, it
is expected that energy costs will exceed the hardware costs by 2015 according
to the Efficient-Servers project (www.efficient-servers.eu).

In the last years, IT systems and Data Centers are moving towards the adop-
tion of a Service-based Model, in which the available computing resources are
shared by several different users or companies. In such systems, the software is
accessed as-a-service and computational capacity is provided on demand to many
customers who share a pool of IT resources. The Software-As-A-Service model
can provide significant economies of scales, affecting to some extent the energy
efficiency of data centers. Services and their composition, both at the providers’
side (to provide new value-added services), and at the users’ side (with mash-
ups of services composed by the users themselves), are becoming more and more
widespread in a variety of application domains. Hence, since the service-oriented
approach is steadily increasing for many application domains, its impact on data
and service centers will become more and more significant.

In order to develop and use computer resources efficiently, a new research
field is growing under the denomination of Green Computing (GC). Essentially,
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GC focuses on sustainable computer resources development and usage through
using less hazardous materials, maximizing energy efficiently, and promoting
recyclability [3]. The Natural Edge Project (www.naturaledgeproject.net),
for instance, presents an overall seven-step process to create and maintain data
centers using minimal energy consumption with high quality, which includes
airflow optimization and virtualization techniques.

Despite the substantial research work already performed in GC, most of this
work relies on a very generic approach, trying to provide a holist view on the
problem, or focuses only at the infrastructure layer, especially on hardware is-
sues. This paper, on the other hand, tackles the data center energy efficiency
problem at the service level as a nonlinear Service Concretization (SC) problem,
taking into account infrastructure characteristics and service requirements. To
this end, a new approach to design service-based processes in huge data centers
is devised that takes into account both Key Performance Indicators (KPIs) and
Green Performance Indicators (GPIs), expressed as user preferences, in order to
obtain a better tradeoff between performance and energy efficiency. A new GPI
metric is defined, namely service energy efficiency (ee), and its computation is
based on classical service quality attributes like execution time (et) and physical
energy measures like energy consumption (ec).

By being able to compute both quality and energy metrics for each service, a
service-based process is designed by executing a novel constraint-based quality
and energy-aware service composition algorithm that advances the state-of-the-
art by: a) taking into account not only single (average or minimum) values of
independent quality and energy metrics but a range of values, while also depen-
dency functions are used in order to express tradeoffs between these metrics; b)
using loop peeling [4] to transform an abstract execution plan into several exe-
cution paths and trying to satisfy all of the global constraints in every execution
path and not in specific ones; c) producing a concrete execution plan even if the
requirements set by the user are over-constrained through the use of appropriate
normalization functions; d) allowing for the use of non-linear functions in the
optimization (QoS-based Service Composition) problem to be solved.

The rest of this paper is organized as follows. Section 2 introduces the ser-
vice energy efficiency metric, proposes a way to compute it, and correlates it
with other known quality and energy attributes. Section 3 introduces our novel
constraint-based quality and energy-aware service composition approach for the
design of energy-aware Service-Based Applications (SBAs). Section 4 provides a
motivating example that highlights the benefits of our approach. Finally, Section
5 concludes the paper and draws direction for further research.

2 Service Energy Efficiency Computation

Green IT techniques have to be taken in a holistic approach, in which the whole
data center is considered, such as layout, airflow, cooling techniques, power man-
agement, eco-friendly IT equipments, virtualization, and service requirements.
Although efforts have been performed to measure and control these items (mainly
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to measure energy efficiency on IT equipments), there is no widely accepted met-
ric, which makes it difficult to compare the results of these efforts [5].

Even though metrics to measure data center electrical efficiency proposed
by Green Grid, Uptime Institute, Lawrence Berkeley National Laboratory, and
Greenpeace are quite similar, the comparison of their results should be made with
caution. For instance, one of the most used metric to measure electrical efficiency
is the Data Center infrastructure Efficiency (DCiE), in which a percentage ex-
presses how much power consumed by the data center is being delivered to IT
loads. In this way, higher percent number means higher energy efficiency, where
100% is the perfect efficiency.

Considering that energy efficiency is directly proportional to IT loads and
most data center servers remain running at low utilization rates or in idle mode
for a considerable amount of time, it seems consistent to balance their workload
in such way to increase the utilization of low power servers, whenever is possible.
Indeed, this impact will be reflected into all the other facility components, since
less power will be needed to cooling, for example. Some crucial issues come up,
the most important of which are the way service efficiency is measured and which
standards are used to classify both services and servers.

Real data centers use many different IT equipments, where each equipment
has different characteristics concerning electrical and computational power. For
this reason, each server can be classified into a certain class, from the slowest
to the fastest, at different energy consumption levels. For instance, Zenker [6]
assumes that by using a multi-dimensional coefficient it is possible to compare
results among different environments.

Based on the aforementioned fact, the first important assumption adopted
during this paper is that energy consumption is directly proportional to com-
putational power performance [7]. Although this is not true in all cases - e.g.
very old equipments with low computational and high electrical power - we sus-
tain that all the heterogeneous servers considered are new and are therefore
homogeneous with respect to this aspect. According to this basic assumption,
three classes of servers have been created that can be separated according to
their performance and electrical power. This partition of servers into classes
was inspired from Koomey’s report [8], in which, servers were divided into: vol-
ume, mid-range, and high-end according to their overall system costs. Table 1
presents theses classes of servers (slow, average, high) and their weighs with re-
spect to electrical power during three different utilization periods (idle, normal,
and burst) that were measured in Watts. The latter numbers were derived from
measurements performed by [9,10,11,8].

By inspecting the data shown in Table 1, the energy efficiency (ee) metric of
a single service is computed based on which server class the service is executed,
taking into account possible server modes during a fixed time period. Despite the
fact that Table 1 presents the burst column with the maximum power, we will not
consider these values for the following reasons: (a) the usage of a simple admis-
sion control scheme [12] is assumed, which is responsible to maintain the number
of execution services under the normal utilization level by dropping the overload
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Table 1. Classes of servers and their power for each utilization period

Server Class Idle Normal Burst
(0–0.12) (0.13–0.67) (0.68–1)

Slow 178 222 266
Average 486 607 728

High 6,485 8,106 9,727

requests; (b) beyond the normal utilization limit, although the energy efficiency
will increase, the boundary of accepted performance, which involves execution
time for example, will be exceeded. Energy efficiency can be computed by formula
(1). According to this formula, the ee eeΔt

j of the service sj executing in server class
class(j) is computed by dividing the amount of energy consumption of the real ex-
ecution of the service (i.e., when server is in normal mode) with the total energy
consumed by the server in our specific unit of time reference.

eeΔt
j =

ecnormal
class(j) · tnormal

j

ecidle
class(j) · tidle

j + ecnormal
class(j) · tnormal

j

(1)

For example, suppose we want to calculate the energy efficiency of service s1

that is executed in a slow server in one specific time unit, where 45 percent of
the time is executed in normal mode and 55 percent in idle mode. Then, from
formula (1) and Table 1 we will have that : eeΔt

1 = 222·0.45
178·0.55+222·0.45 = 0.505.

As can be easily seen from formula (1), there is a direct relationship between
energy consumption, service execution time, and energy efficiency. The object
of research is how to exactly compute this quantitative dependency based on
formula (1). After a small analysis, formula (2) was derived from formula (1) by
relying on the fact that the execution time of the service is measured according
to our time unit reference and that the service is executed in a specific server
class. The numerator of formula (2) calculates a service’s total energy consumed
in normal mode by multiplying the power in this mode (ecnormal

class(j)) with the total

time spent by this service in this mode (
ecj−ecidle

class(j)·etj

ecnormal
class(j)−ecidle

class(j)
) with respect to its

total execution time etj . The denominator of formula (2) is the total energy
consumed ecj by this service. In other words, formula (2) has the same physical
meaning as formula (1), as it calculates the percentage of energy consumed by a
service in normal mode with respect to the total energy consumed by this service.
Moreover, this new formula expresses our inquired quantitative dependency as
it dictates the way the energy efficiency of a single service can be computed by
measuring its execution time and its total energy consumption. The latter two
metrics can be computed for each service through a monitoring layer [13], which
provides information on the fly about application workload, resource utilization
and power consumption. As far as a composite service is concerned, its energy
efficiency can be computed by taking the average from the energy efficiency of
all its service components.
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eej =

⌈
ecnormal

class(j) ·
ecj−ecidle

class(j)·etj

ecnormal
class(j)−ecidle

class(j)

ecj
· 100

⌉
(2)

In addition to the aforementioned dependency, other types of dependencies and
constraints can be derived from a service’s past execution (in all classes of
servers) and from its specification in a service profile. Without considering other
quality attributes like availability and reliability, we can have constraints (3) and
(4) on execution time and energy consumption defining the range of admissible
values of these two dimensions. Equality constraint (5) defines how the price of
the service is produced from a cost model that takes into account the service’s
execution time and energy consumption. We assume that the cost of a service
depends linearly on the time it needs to execute and on the amount of energy
consumed, where the first partial cost depends also on the server class (see con-
stant αclass(j)). Of course, apart from linear, other types of functions could be
used instead [14].

etmin
class(j) ≤ etj ≤ etmax

class(j) (3)

ecmin
class(j) ≤ ecj ≤ ecmax

class(j) (4)
prj = αclass(j) · etj + β · ecj (5)

Based on the above analysis, a service can operate in different quality and energy
levels and constraints can be used to capture the service’s performance and
energy efficiency in all these levels. Then, according to the application domain
that this service is used, user preferences can be issued in the form of constraints
and a service discovery process can be executed in order to select those services
that satisfy the user needs.

3 Service-Based Application Design

While in the previous section the problem of energy and quality-aware selec-
tion of single services was analyzed, we consider now the case of composite
services, for which a service is built from other services at runtime when the
user’s requirements are issued to a broker or service composition engine. The
composite service construction is separated into two sequential phases: a) an
abstract execution plan is built; b) one service is selected for each abstract task
of the execution plan. Various techniques have been proposed for automatically
or semi-automatically creating an abstract execution plan of a composite service
based on the functional needs of the user and the functional capabilities of avail-
able services in the system’s registry. This paper does not deal with this phase
and regards that the execution plan is already in place as an outcome of the first
phase or as a product of an expert that designs the process (e.g., in the form of
Abstract BPEL).

In the second phase, based on the abstract execution plan, for each abstract
service a set of functionally-equivalent services are selected as candidate services
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which implement the same functionality but differ in their non-functional char-
acteristics, i.e, quality (and energy in our case). The functional selection of these
candidate services is a very well known problem that has been efficiently solved
with approaches like the one of Pernici and Plebani [15]. The final goal of this
phase is achieved by solving the well-known Service Concretization (SC) or QoS-
based Service Composition problem and is the focus of our paper. According to
this problem, the best service available at runtime has to be selected among all
candidate ones for each abstract service, taking into consideration the global and
local quality (and energy in our case) constraints given by the user. It must be
noted that by a user we mean specialized users like a service designer or provider
or Data Center administrator and not simple users, as energy is usually not a
concern of them. However, we do not rule out the fact that in the near future
even simple users will be more concerned about energy issues and may provide
energy constraints apart from those given for QoS and cost.

In order to guarantee the fulfilment of global constraints, SC approaches use
optimization techniques like MIP [16,17] or Genetic Algorithms (GAs) [18]. How-
ever, most of these approaches usually consider the worst or most common case
scenario for the composite service (that concerns the longest or hottest execution
path, respectively) [16,18] or they satisfy the global constraints only statistically
(by reducing loops to a single task) [19]. So they are either very conservative or
not very accurate.

Moreover, most of these approaches present the following disadvantages, which
will be solved by the approach proposed below: a) they do not allow non-linear
constraints like the ones we have outlined in the previous section; b) they do not
produce any solution when the requirements of the user are over-constrained,
while we adopt soft constraints in order to allow constraint violations in less
likely compositions; c) they are very conservative concerning the fact that all
execution paths have to satisfy the global constraints – even the longest ones
that are not so probable have to satisfy all of the global constraints so some
good solutions are removed when these constraints are very tight – while we
allow constraint violations for the improbable execution paths; d) they take into
account only the worst or average value of a metric for each service and they
also regard that all metrics are independent, while we allow ranges of possible
values and metric dependencies; e) they do not take into account energy metrics,
while we do.

Our proposed approach is analyzed in the following two subsections. Sub-
section 3.1 provides the main definitions and assumptions we make on the SC
problem, while Subsection 3.2 defines our approach for solving this problem.

3.1 Main Definitions and Assumptions

The first main assumption is that a composite service is characterized by a single
initial and end task and that the composition of tasks follows a block structure.
In this way, only structured loops can be defined, i.e., loops with only one entry
and exit point. We name each abstract service of the composite service with
the term task (ti), while the set of services Si to be executed for this task are
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called candidate services (sj). We symbolize with I the total number of tasks of
the composite service specification and with J the number of candidate services
retrieved from the system’s registry. The goal of the process that solves the SC
problem is to find the optimum execution plan OEL∗ of the composite service,
i.e., the set of ordered couples {(ti, sj)}, indicating that task ti is executed by
invoking service sj for all tasks of the composite service, such as that the overall
trade-off between energy and quality is achieved by satisfying all the global con-
straints set by the user. The latter constraints are either explicitly specified by
the user or can be implicit in the user profile. We assume that these constraints
are expressed by the following upper or low bounds (depending on the mono-
tonicity of the attribute) ET , PR, EE, and EC for the four quality dimensions
under consideration, respectively.

Based on the past execution of the composite service stored in system logs
or from the designer’s experience, the following two types of information can be
derived and evaluated [16,18,17]:

– Probability of execution of conditional branches. For every switch s, we sym-
bolize with NBs the number of disjoint branch conditions of s and with ps

h

the probability of execution of each disjoint conditional branch. For all these
probabilities, the following constraint must hold:

∑NBs

h=1 ps
h = 1.

– Loop constraints. For every loop l, we define the expected maximum number
of iteration IN l as well as the probability pl

h for every number of iteration
h of the loop. For all these probabilities, the following constraint must hold:∑IN l

h=0 pl
h = 1. A loop cannot have infinite number of iterations, otherwise

the composite service could not be optimized since infinite resources might
be needed and consequently global constraints cannot be guaranteed [16].

These two types of information can be used to transform the abstract execution
plan of a composite process to a Directed Acyclic Graph (DAG) through the
use of loop peeling [4]. The latter method is a form of loop unrolling in which
loop iterations are represented as a sequence of branches whose branch condition
evaluates if loop l has to continue with the next iteration (with probability {pl

h})
or it has to exit.

After loop peeling, from the transformed DAG, we can derive a set of K
execution paths epk that identify all possible execution scenarios of the composite
service. An execution path is a set of tasks {t1, t2, . . . , tl} where t1 and tI are the
initial and final tasks, respectively, and no tasks ti1 and ti2 belong to alternative
branches. Every execution path epk has an associated probability of execution
freqk that can be evaluated as the product of the probability of execution of
the branch conditions included in the execution path. Moreover, we associate to
each execution path epk a set Ak of the indices of the tasks included in it. In
addition, each execution path epk has a set of subpaths that are indexed by m
and denoted by spk

m. A subpath of an execution path contains those tasks of the
execution path, from the initial to the end task, so that it does not contain any
parallel sequence. For every possible concrete execution plan CEP (including
the optimum one), we evaluate the quality dimensions under consideration under
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the hypothesis that the composite service is executed along the corresponding
execution path using the aggregation patterns that will be analyzed below.

Every service sj is selected as a candidate service based on its advertised
service profile spj that is stored in the system’s registry. In this service profile,
the functional, quality and energy capabilities of the service are defined based
on information submitted by the service provider and the past execution of the
service. Moreover, this service profile specifies the server class class(j) on which
the service sj executes. If the service runs also in a different server class class(j

′
),

then it is considered as a different service sj′ and its capabilities are stored in a
different service profile spj′ . It must be noted that each service profile will contain
an attribute run indicating if the corresponding service is currently running on
the designated service class. In this way, our proposed SC approach will fetch
only those services from the service profiles stored in the system’s registry that
run on their corresponding server classes at that time. Thus, we accommodate
for the case where the resources are dynamically allocated in a hosting site, as if
a service stops running on a service class and starts running on a different class,
then the corresponding service profiles of this (abstract) service will be updated
according to their run attribute.

According to our approach described in Section 2, a service profile does not
advertise only one quality and energy level of a service performance in a specific
service class by storing only one (average or minimum) value for every possible
quality and energy dimension but all the possible levels through the use of the
constraint set we have introduced in the previous section. Thus, in our approach,
the service profile spj of a service sj contains a set of constraints that involve
variables qdn

j that are associated to the quality and energy dimensions qdn (N
is the total number of dimensions).

In this paper, we have considered two of the most representative quality di-
mensions, namely execution time and price, and two energy dimensions, namely
energy efficiency and energy consumption. For these four dimensions, we consider
the following information as relevant for them:

– Execution time is the expected duration in time that a service spends to fulfill
a service request. For each service sj it is represented as an integer variable
etj that takes values from the following domain of values: [etmin, etmax]. It
is measured in a specific time unit like seconds.

– Price is the fee/cost that a service requester has to pay to the service provider
for the service invocation. For each service sj it is represented as an in-
teger variable prj that takes values from the following domain of values:
[prmin, prmax]. It is measured in euros. This dimension depends both on the
execution time and energy consumption dimensions, as it was highlighted in
Section 2.

– Energy efficiency is a measure of how efficiently a service uses energy (an-
alyzed in the previous section). For each service sj it is represented as an
integer variable eej that takes values from the following domain of values:
[eemin, eemax]. It depends on both execution time and energy consumption
dimensions.
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– Energy consumption is a measure of the total energy consumed by the service
during its execution. For each service sj it is represented as an integer vari-
able ecj that takes values from the following domain of values: [ecmin, ecmax].
It is usually measured in Watts-hours or Kilowatts-hours.

The aggregation pattern for each of these four dimensions for every execution
path is given in Table 2. Execution time of a composite service is computed by
the maximum execution time calculated in all possible subpaths of the execution
path. For each subpath, the execution time is calculated as the sum of all the
execution times of the services that are contained in it. The price of a composite
service is computed by the sum of prices of all component services contained in
the execution path. The energy efficiency of a composite service is computed by
the average of the energy efficiency value of each component service contained
in the execution path. Finally, the energy consumption of a composite service is
computed by adding the energy consumption of all component services contained
in the execution path.

Table 2. Aggregation patterns for each considered dimension

Dimension Aggregation Function

Execution Time etk (CEP ) = maxspk
m∈ epk

∑
ti∈ spk

m

(ti,sj)∈ CEP

etj

Price prk (CEP ) =
∑

ti∈ epk

(ti,sj)∈ CEP

prj

Energy Efficiency eek (CEP ) = 1
|Ak|

∑
ti∈ epk

(ti,sj)∈ CEP

eej

Energy Consumption eck (CEP ) =
∑

ti∈ epk

(ti,sj)∈ CEP

ecj

3.2 Proposed Approach

In this subsection, we formulate the SC problem as a Constraint Satisfaction
Optimization Problem (CSOP) [20]. The main decision variables of our problem
are the following:

zi,j := equals 1 if the task ti is executed by service sj, j ∈ Si; 0 otherwise

The goal of the SC problem is to maximize the aggregated quality and energy
value by considering all possible execution paths epk of the abstract execution
plan and their corresponding probability of execution freqk. To this end, we
have used the following optimization function for defining our problem:

max
K∑

k=1

freqk · sck

In this way, we try to find the solution that is the best at least for the most
frequent execution paths.
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According to the above optimization function, a score sck is produced from
the aggregated quality and energy value for each execution path. This score is
obtained by applying the Simple Additive Weighting (SAW) technique [21] to the
list of considered dimensions. According to this technique, the raw aggregated
values for each dimension are first normalized through the use of a corresponding
evaluation function that is specific for each dimension and then multiplied by the
weight (i.e., the impact) of this dimension. This weight is either given explicitly
by the user or is obtained from his profile. So by denoting the aggregated value of
each dimension along a specific execution path epk with qk

n and the user-provided
weights of this dimension as wn, the score of epk is obtained from the following
equation:

sck =
N∑

n=1

wn · fn

(
qk
n

)
Based on the above equation, different evaluation functions can be used to nor-
malize the values of different dimensions. We have carefully chosen a specific type
that allows the use of soft instead of hard global constraints for restricting the
aggregated values for each dimension and for each execution path. Depending
on the monotonicity of the dimension, we have used the following two (denoted
by (6) and (7)) evaluation functions for negative and positive dimensions, re-
spectively:

fn (x) =

⎧⎪⎪⎨
⎪⎪⎩

an + qmax
n −x

qmax
n −qmin

n
· (1 − an) , qmin

n ≤ x ≤ qmax
n

max
(
an − qmin

n −x
qmax

n −qmin
n

· (1 − an) , 0
)

, x < qmin
n

max
(
an − x−qmax

n

qmax
n −qmin

n
· (1 − an) , 0

)
, x > qmax

n

(6)

fn (x) =

⎧⎪⎪⎨
⎪⎪⎩

an + x−qmin
n

qmax
n −qmin

n
· (1 − an) , qmin

n ≤ x ≤ qmax
n

max
(
an − qmin

n −x
qmax

n −qmin
n

· (1 − an) , 0
)

, x < qmin
n

max
(
an − x−qmax

n

qmax
n −qmin

n
· (1 − an) , 0

)
, x > qmax

n

(7)

where qmin
n is either the minimum domain value for this dimension or a user-

provided bound, qmax
n is either the maximum domain value for this dimension

or a user-provided bound, x is the value to be normalized, and an is a number
between 0.0 and 1.0 given by the user or the composite service designer in order to
allow values outside the ranges specified within the constraints. In order to give
a more specific example, the evaluation function of the execution time quality
dimension is given by the following formula:

fet (x) =

⎧⎪⎪⎨
⎪⎪⎩

aet + ET−x
ET−qmin

et
· (1 − aet) , qmin

et ≤ x ≤ ET

max
(
aet − qmin

et −x

ET−qmin
et

· (1 − aet) , 0
)

, x < qmin
et

max
(
aet − x−ET

ET−qmin
et

· (1 − aet) , 0
)

, x > ET

In this case, we can have that: qmin
et = etmin, or the user also provides another

bound for the highest level (lowest value) of this dimension that is: qmin
et = ET

′
.
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As it can be observed from the latter equation, the aggregated dimension’s
value is allowed to take values outside the user requested bound or range of values
but the produced normalized value decreases and gets to zero when the aggre-
gated value’s distance from the bound increases. Actually, from which starting
normalized value and how quickly this value decreases depends on both the de-
sign parameter an and the distance between the two bound values. For instance,
if aet = 0.8, ET − qmin

et = 5 and ET = 7, then if x ∈ (12, 17], it will get a nor-
malized value in [0.0,0.4); otherwise if x ∈ (7, 12], it will get a normalized value
in [0.4, 0.8); and if x ∈ [2, 7], it will get a normalized value in (0.8, 1.0]. So if we
want to allow a very small amount of values outside the user requested bound,
we have to use small values of the an parameter, depending also on the min
and max bound values and their distance. It must be noted that the value of an

can be predefined or produced from a predefined table that maps the distance
between the min and max values of a dimension to the value of an. Similarly, the
weights given to each dimension can be all equal. In this way, the user quantifies
only the bounds of the dimensions and not any other parameter, so there is no
cognitive overload for him.

The reason for using the above type of evaluation functions is because we
do not want to rule out solutions that do not violate in a significant way the
user’s global constraints. In this way, if the SC problem is over-constrained,
a solution can be found that violates in the smallest possible way the least
number of global constraints. Of course, in the way the SC problem is formed,
if this problem is not over-constrained, then violating solutions will always get
a lower score than the correct solutions. Moreover, as the approach [17] we are
extending is very conservative concerning the fact that all execution paths, even
the longest non-probable ones, have to satisfy the global constraints, we relax this
assumption by allowing solutions that violate some of the global constraints of
the SC problem for the non-probable execution paths. In this way, solutions that
satisfy the global constraints only for probable execution paths are not ruled out
from the result set but they get a smaller score with respect to those solutions
that satisfy the global constraints for all execution paths. We achieve this goal
by using appropriate evaluation functions that return a zero normalized value
for undesired aggregated dimension values and the following set of constraints:
[sck > 0, ∀k] that rule out those solutions that have a zero score for at least one
execution path.

Based on the above analysis, the SCOP that has to be solved in order to
determine the optimum execution plan OEP ∗ is the following:

max
K∑

k=1

freqk · sck (8)

sck = wet · fet (etk) + wpr · fpr (prk) + wee · fee (eek) + wec · fec (eck) , ∀k (9)

sck > 0, ∀k (10)
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fet (x) =

⎧⎪⎪⎨
⎪⎪⎩

aet + ET−x
ET−qmin

et
· (1 − aet) , qmin

et ≤ x ≤ ET

max
(
aet − qmin

et −x

ET−qmin
et

· (1 − aet) , 0
)

, x < qmin
et

max
(
aet − x−ET

ET−qmin
et

· (1 − aet) , 0
)

, x > ET

(11)

fpr (x) =

⎧⎪⎪⎪⎨
⎪⎪⎪⎩

apr + PR−x
PR−qmin

pr
· (1 − apr) , qmin

pr ≤ x ≤ PR

max
(
apr − qmin

pr −x

PR−qmin
pr

· (1 − apr) , 0
)

, x < qmin
pr

max
(
apr − x−PR

PR−qmin
pr

· (1 − apr) , 0
)

, x > PR

(12)

fee (x) =

⎧⎪⎪⎨
⎪⎪⎩

aee + x−EE
qmax

ee −EE · (1 − aee) , EE ≤ x ≤ qmax
ee

max
(
aee − EE−x

qmax
ee −EE · (1 − aee) , 0

)
, x < EE

max
(
aee − x−qmax

ee

qmax
ee −EE · (1 − aee) , 0

)
, x > qmax

ee

(13)

fec (x) =

⎧⎪⎪⎨
⎪⎪⎩

aec + x−EC
qmax

ec −EC · (1 − aec) , EC ≤ x ≤ qmax
ec

max
(
aec − EC−x

qmax
ec −EC · (1 − aec) , 0

)
, x < EC

max
(
aec − x−qmax

ec

qmax
ec −EC · (1 − aec) , 0

)
, x > qmax

ec

(14)

∑
j∈Si

zij = 1 , ∀i (15)

eti =
∑
j∈Si

zij · etj , ∀i (16)

xi2 − (eti1 + xi1) ≥ 0, ∀ti1 → ti2 (17)∑
i∈spk

m

eti ≤ etk , ∀k (18)

prk =
∑
i∈Ak

∑
j∈Si

zij · prj , ∀k (19)

eek =
1

|Ak| ·
∑
i∈Ak

∑
j∈Si

zij · eej , ∀k (20)

eck =
∑
i∈Ak

∑
j∈Si

zij · ecj , ∀k (21)

etmin
class(j) ≤ etj ≤ etmax

class(j) , ∀j (22)

ecmin
class(j) ≤ ecj ≤ ecmax

class(j) , ∀j (23)

eej =
ecnormal

class(j) ·
ecj−ecidle

class(j)·etj

ecnormal
class(j)−ecidle

class(j)

ecj
, ∀j (24)

prj = αclass(j) · etj + β · ecj , ∀j (25)
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etmin ≤ etj ≤ etmax , ∀j (26)
etmin ≤ etk ≤ etmax , ∀k (27)
etmin ≤ eti ≤ etmax , ∀i (28)

prmin ≤ prj ≤ prmax , ∀j (29)
prmin ≤ prk ≤ prmax , ∀k (30)
eemin ≤ eej ≤ eemax , ∀j (31)
eemin ≤ eek ≤ eemax , ∀k (32)
ecmin ≤ ecj ≤ ecmax , ∀j (33)
ecmin ≤ eck ≤ ecmax , ∀k (34)

The optimization function (8) and the constraints (9) and (10) have already been
explained. The equation set from (11) to (14) defines the evaluation functions
of the four quality and energy dimension under consideration. Constraint set
(15) enforces the fact that only one candidate service should be selected for each
task. Constraint set (16) expresses that the execution time for each task is the
execution time of its selected service. Constraint set (17) represents precedence
constraints for subsequent tasks in the abstract execution plan. To explain, if
ti1 → ti2 , i1, i2 ∈ I, then the task ti2 is a direct successor of task ti1 so the execu-
tion of the former should start after the termination of the latter. The variable xi

denotes the starting time point of task ti. Constraint set (18) expresses that the
execution time of every execution path is obtained by calculating the maximum
execution time of all corresponding execution subpaths of this path. Constraint
sets (19-21) express the price, energy efficiency, and energy consumption of every
execution path, respectively, based on the aggregation rules highlighted in Ta-
ble 2. Constraints sets (22-25) express the constraints obtained from the service
profile of every candidate service for the four considered dimensions. Finally,
constraints sets (26-34) define those variables of the problem that are related to
the considered dimensions and are specific for each service, task and execution
path.

Local constraints can be easily added in the above definition of the SC problem
as they predicate on properties of a single task. For instance, if the ee for a task
ty has to be greater than or equal to a specific given value v, then the following
constraint should be added to the above definition:∑

j∈Sy

zyj · eej ≥ v

Based on the above analysis, we have shown that the SC problem for a composite
process with a block structure can be mapped to a SCOP. Unfortunately, solving
SCOP is NP-hard. Thus, we have to experimentally evaluate our approach in
order to discover if the solving time is very big in most of the cases. If this is
true, then we may have to relax this problem, use heuristics or investigate if only
linear constraints can be used in the problem so as to use MIP that is better than
CSOP in problems with linear constraints. If this is not true, then our approach
is appropriate for solving the energy-aware SC problem. Even if the solving time
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is big and we cannot find a way to reduce it, our approach can be used in the
case of relatively stable compositions that are very resource demanding and for
which any delta in optimization could have a benefit.

4 Motivating Example

In this section, we provide a proof-of-concept example that highlights the sig-
nificance of our approach. In this example, our service-based process, under
consideration, consists of six tasks, namely t0, t1, t2, t3, t4 and t5. According to
this process, task t0 runs first, then there is a split where tasks t1 and t2 run
in parallel. After t1 is executed, then we have a conditional branch, where t3 is
executed with probability 0.8 or t4 is executed with probability 0.2. In the end,
when either t3 or t4 and t2 are executed, there is a join and the last task, t5 is exe-
cuted. Thus, this process has two execution paths, namely ep1 = {t0, t1, t2, t3, t5}
and ep2 = {t0, t1, t2, t4, t5}, that have the corresponding probabilities of execu-
tion freq1 = 0.8 and freq2 = 0.2, respectively. Execution path ep1 has two
subpaths, namely sp1

1 = {t0, t1, t3, t5} and sp1
2 = {t0, t2, t5}. Similarly, execution

path ep2 has two subpaths, namely sp2
1 = {t0, t1, t4, t5} and sp2

2 = {t0, t2, t5}.
As can be easily seen, we have that sp1

2 = sp2
2.

Moreover, for the sake of simplicity, we assume that there are three ser-
vices that can be used to execute any of the six tasks, where service s1 runs
in the slow server class (class(1) = slow), s2 runs in the average server class
(class(2) = average), and s3 runs in the fast server class (class(3) = fast). For
service s1 we assume that we can derive the following information from its pro-

file: 7 ≤ et1 ≤ 10, 1275.4 ≤ ec1 ≤ 2088, ee1 =

⌈
222· ec1−178·et1

222−178
ec1

· 100

⌉
. Similarly,

for services s2 and s3 we have the following information: 4 ≤ et2 ≤ 7, 1992.4 ≤
ec2 ≤ 3994.9, ee2 =

⌈
607· ec2−486·et2

607−486
ec2

· 100

⌉
and 1 ≤ et3 ≤ 4, 6647.1 ≤ ec3 ≤

30478.8, ee3 =

⌈
8106· ec3−6485·et3

8106−6485
ec3

· 100

⌉
, respectively. In addition, we assume the

following information: αclass(1) = 10, αclass(2) = 50, αclass(3) = 250, β = 0.5,
so the cost models of the services will be: pr1 = 10 ∗ et1 + 0.5 ∗ ec1, pr2 =
50 ∗ et2 + 0.5 ∗ ec2, and pr3 = 100 ∗ et1 + 0.5 ∗ ec3, respectively.

The last assumptions made in this example concern the value domain of the
quality and energy variables, the normalization functions and their weights, and
the user constraints. Concerning the variables, we assume that all execution time
variables etx have the domain [1, 10], all price variables prx have the domain
[500, 20000], all energy efficiency variables eex have the domain [0,100], and all
energy consumption variables ecx have the domain [1000, 31000]. Moreover, we
assume that all dimensions are equally important and should be evaluated in
the same way, so we have that: aet = apr = aee = aec = 0.4, wet = wpr = wee =
wec = 0.25. Finally, we assume that the user provides the following constraints:
ET = 27, PR = 2400, EE = 0.55, EC = 6000.
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Based on the user-supplied information, it is easy to see that the problem
is over-constrained, so all of the current approaches would fail and not return
any solution. However, our approach does not fail and produces the following
solution z0,1 = z1,1 = z2,1 = z3,1 = z4,1 = z5,1 = 1, which has the highest
score (0.2825) and violates in the least possible way the user constraints. In
other words, all tasks of the process have been assigned to the first service,
which is the cheapest and less energy consuming. Based on this solution, both
execution paths will have the following values for their aggregated dimensions:
et = 28, pr = 3770, ee = 0.45, ec = 6840.

5 Concluding Remarks

Approaching the problem to find out the best tradeoff between performance and
energy consumption, this paper presents a novel energy-aware and quality-based
technique in order to solve the SC problem taking into account non-functional
characteristics through a global approach. Hence, a new energy efficiency metric
for a single service is introduced, which maps directly the relationship between
energy consumption and execution time. The energy dimension requires to con-
sider novel aspects for service quality evaluation. In particular, the proposed
method considers soft constraints, nonlinear relationships among quality dimen-
sions, and ranges for quality values.

As future work, we intend to develop a more detailed and easy-to-use frame-
work tool for data centers, in which possible burst periods have to be taken
into consideration, adding, thus, new elements into our energy efficiency metric.
Furthermore, techniques to measure real electrical power consumed by a single
server according to its workload will be used as well.
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