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Abstract. Currently available products only provide some support in
terms of Intrusion Prevention and Intrusion Detection, but they very
much lack Intrusion Diagnosis features. We discuss the limitations of cur-
rent Intrusion Detection System (IDS) technology, and propose a novel
approach - which we call Intrusion Detection & Diagnosis System (ID2S)
technology - to overcome such limitations. The basic idea is to collect in-
formation at several architectural levels, using multiple security probes,
which are deployed as a distributed architecture, to perform sophisti-
cated correlation analysis of intrusion symptoms. This makes it possible
to escalate from intrusion symptoms to the adjudged cause of the in-
trusion, and to assess the damage in individual system components. The
process is driven by ontologies. We also present preliminary experimental
results, providing evidence that our approach is effective against stealthy
and non-vulnerability attacks.

Keywords: Intrusion Detection and Diagnosis, Information Diversity,
Ontologies, Stealthy and non-vulnerability attacks.

1 Rationale and Contribution

By Diagnosis, we mean the capability of: i) clearly identifying the causes of the at-
tacks, and ii) accurately estimating their consequences on individual system com-
ponents. Currently available products only provide some (indeed limited) support
in terms of Intrusion Prevention and Intrusion Detection, but they very much lack
Intrusion Diagnosis capabilities. We strongly believe that this technology trend
should be subverted, and that more efforts should be put in the development of
effective techniques for implementing Intrusion Diagnosis features.

We propose a novel approach, which extends Intrusion Detection System (IDS)
technology to what we call Intrusion Detection & Diagnosis System (ID2S) tech-
nology, to overcome this limitation. The basic idea is to collect information at
several architectural levels (namely: Network, Operating System, Data Base, and
Application), using multiple security probes which are deployed as a distributed
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architecture, and use Complex Event Processing (CEP) technology to perform
sophisticated correlation analysis of intrusion symptoms. The idea of collecting
information from different sources to gain more insight into attack/intrusion re-
lated phenomena is not new. A (far from complete) list of remarkable works is: [3],
[4], and [5]. While the presented works exploit the concept of correlation and mul-
tilayer analysis, they do not address the issue of diagnosing the kind of anomaly
or attack the system is experiencing. In our approach, the escalation process from
intrusion symptoms to the adjudged cause of the intrusion and to an assessment
of the damage in individual system components is driven by ontologies. More pre-
cisely, we have developed two sets of ontologies: the first one allows us, given that
a particular symptom has been observed, to identify which are the attacks that
have possibly generated that symptom; the second one can be used to infer an
estimate of the damage to specific system components from knowledge of the at-
tack. The output of the process can then be used to drive remediation actions,
and ultimately replenish system resources. To demonstrate the effectiveness of
our approach, we have conducted preliminary experiments on a testbed consist-
ing of a web server running Joomla, the well known open source Content Manage-
ment Systems (CMSs) written in PHP. The experiments exposed vulnerabilities to
SQL injection (SQLi) and Cross Site Scripting (XSS) attacks of the target applica-
tions, which are described in the Bugtraq repository. The experimental tests have
demonstrated that our approach leads to better detection results, both in terms of
improved accuracy of the classification process and of enhanced reliability of the
decision-making process. Also importantly, we were able to clearly identify the na-
ture of the attack, as well as the specific system components which are affected by
it. We emphasize that the proposed approach is effective against an emerging class
of new attacks, which is referred to in the literature [1] as “stealthy”. These attacks
represent a major threat, since not only they have a dramatic impact in terms
of economic losses [2], but (i) they also are invisible to current State-Of-The-Art
IDSs, and (ii) current Intrusion Prevention Systems are ineffective against them.
Instead, since such attacks have clear symptoms at architectural levels other than
the network, by collecting information also at multiple architectural levels using
diverse security probes, and performing sophisticated correlation analysis of at-
tack symptoms, we are able to detect them. The rest of the paper is organized as
follows. Sect. 2 describes the approach we propose, and how it is currently imple-
mented in the framework of the INTERSECTION and INSPIRE projects. Sect.
3 describes the ontology-based detection and diagnosis process. Sect. 4 provides
a description of the case study and presents preliminary experimental results. Fi-
nally, Sect. 5 gives some concluding remarks, along with information concerning
the directions of our future work.

2 Conceptual Architecture of the ID2S Technology

In order to effectively assess the security status of a networked system, the re-
sults of the monitoring activities performed at different observation points need
to be correlated. Such observation points are distributed throughout the network
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Fig. 1. Conceptual architecture of the ID2S technology

as well as throughout the system to be protected. The more diverse the infor-
mation sources and the processing methods, the more effective the correlation
process. The deployment of probes at different observation points located in the
networked system and at different architectural levels (network level, operating
system level, application level, etc.), allows to fulfill the requirement of diversity
of the information sources. By exploiting information diversity, it is possible to
improve the accuracy of the detection process, as well as to implement diagnostic
capabilities.

Fig. 1 shows the architecture of the proposed Intrusion Detection and Diag-
nosis System, which comprises the following functional blocks:

– Event Collection - Collecting security-related events from a wide range of
detection probes implies dealing with heterogeneous data sources. To cope
with heterogeneity, a promising solution is the use of Adaptable Parsers
(APs). APs extract security-related information from multiple data feeds,
and convert it to IDMEF (Intrusion Detection Message Exchange Format)
standard messages, which are then routed to the Event Distribution Channel.
A system component, called Decision Engine (DE), is in charge of processing
data available on the Event Distribution Channel, and of correlating them,
in order to take a decision on whether the collected symptoms represent an
actual attack or not. The current implementation of AP components relies
on Java Compiler Compiler (JavaCC) technology. More details on adaptable
parsers are available in [8].

– Stream Mapping - This function converts IDMEF messages describing the
symptoms of a possible intrusion to streams of tuples, which are then fed to
a Complex Event Processing (CEP) engine. CEP technology enables the De-
cision Engine to perform sophisticated correlations on information gathered
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from the multiple security probes. The current implementation of the CEP
engine is based on Borealis [10].

– Detection - This phase consists in the extraction of higher level knowledge
from situational information. This is done in real-time or near real-time.

– Diagnosis - An ontology-based hierarchical organization of event patterns is
used to automate the process of deriving the queries which implement the
diagnostic analysis. The knowledge formalized by the ontology is used by the
diagnostic process to identify which intrusions/attacks are the possible cause
of the observed symptoms, and which part of the system has been affected
by the malicious activity.

3 Ontology-Based Detection and Diagnosis

The Decision Engine is in charge of detecting ongoing attacks by analyzing and
correlating the security-related events which have been conveyed to the Event
Distribution Channel. The queries are formulated based on the information and
knowledge contained in the threat ontology.

Fig. 2 presents a high level view of such an ontology. Properties of concepts
and sub-concepts (denoted by ellipses) are not shown because they would make
the ontology unwieldy.

An event generated by a probe is considered as a potential symptom of an
attack against a specific target. Each kind of attack is associated to a set of
symptoms. An attack is described by using a number of indicators that assess
the trustworthiness of the probe used to detect it.

Attack has the isEvaluatedBy property, which is defined by the AttackIndica-
tor concept. AttackIndicator has the following properties: (i) hasTrustworthiness-
Value, which is defined by the Trustworthiness concept; (ii) isAssociatedTo, which
is defined by the Probe concept, and (iii) indicates, which is defined by the Symp-
tom concept. Symptoms are classified into Abuses, Misuses and Suspicious Acts.

Fig. 2. The Threat Ontology
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Abuses are actions which change the state of an asset. They are further divided
into Anomaly-based and Knowledge-based Abuses. The first category of abuses
includes anomaly behaviors (e.g., unusual application load, anomalous input re-
quests, etc.), while the second category relies on the recognition of signatures of
well-known attacks (e.g., brute force attacks). Misuses are out-of-policy behaviors
which do not affect the state of the system components (e.g., authentication fail-
ures, query failures). Suspicious Acts do not violate any policy. They are events of
interest to the probes (e.g., execution of commands providing information about
the system state). The Symptom concept has the following properties: (i) isDetect-
edBy, which is defined by the Probe concept; (ii) isCausedBy, which is defined by
the Attacker concept, and (iii) isDirectedTo, which is defined by the Target con-
cept. Each Symptom is characterized by the hasDetectionTime property, which
specifies the detection time of the symptom, and the hasIntensityScore property,
which measures the probability of occurrence of the symptom with reference to
the specific probe detecting it. Targets are classified in 4 categories, i.e. Network,
Operating System, Data Base and Application.

A software tool, named Query Generator, browses the threat ontology, extracts
the properties characterizing an attack, and generates the queries to be executed
by the Complex Event Processor.

Since the events feeding the distribution channel encompass information about
both the attack symptom and the detection probe, the Symptom and the Probe
concepts of the threat ontology can be used to build the query which drives the
correlation process performed by the CEP engine. More precisely, the structure
of the threat ontology shows that the Attack Indicator (AI) concept indicates a
symptom and is AssociatedTo a probe. Therefore, events on the Event Distribu-
tion Channel can be considered as AI instances. While generating the queries,
the Query Generator uses the Attack Indicator properties to define the query
parameters which help detect the specific attack.

Fig. 3 shows the main functions that compose the process, namely: Classifi-
cation, Aggregation, and Filtering.

Classification. The purpose of the classification function is to create a separate
stream for each possible attack (i.e. every Attack described in the ontology), in
order to make the subsequent aggregation function more efficient. Every attack is
associated to a stream containing the Attack Indicators, i.e. the attack informa-
tion, which should be used to detect the attack according to the IsEvaluatedBy
relationship in the threat ontology.

The Classifier is implemented as a set of concatenated filter and map queries.
A filter query extracts from the event descriptions on the Event Distribution
Channel only the attack details that concern specific attack, while a map query
converts the selected information to a stream of attack indicators.

Aggregation. Once, for every class of Attack, a stream has been created con-
taining only relevant AIs, such indicators are aggregated in order to formulate
hypothesis about the ongoing attacks. The aggregation is performed by combin-
ing subsets of AIs. The aggregation process scales with the number and the type
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Fig. 3. The query generation process

of matching patterns, thanks to the use of the ontology, which enables to filter out
the most relevant information (for the specific domain). The implemented aggre-
gation patterns include temporal proximity and Source and/or Target matching
of the Symptoms. Event aggregation is performed by making join queries which
generate meta-events containing hypothesis on the possible results of the diag-
nostic activity. In order to discriminate among such hypothesis, a confidence
degree is associated to every meta-event by using the HasConfidenceLevel prop-
erty. The confidence degree is computed through a weighted combination of the
HasIntensityScore values of the aggregated Symptoms where the weight of every
Symptom is given by the hasTrustworthinessValue of the AI.

Filtering. The filtering function performs the crucial task of selecting the At-
tacks instances that have a HasConfidenceLevel value exceeding a configurable
threshold. This threshold-based filtering enables to lower the number of false
positives as only the aggregated events showing a robust detection pattern will
be considered as an actual diagnosis of an attack and raise an alert.

The diagnostic process aims to extract a higher level of knowledge from the
aggregated symptoms of an ongoing Attack. This process is not performed in off-
line mode on the aggregated AIs. Conversely, it is performed during all the phases
of the correlation process. The goal of the diagnostic process is to characterize
the ongoing attack in terms of:

– Attack Type - The Attack Type indicates the class of the ongoing attack. It
is determined during the classification phase, by discriminating AIs based
on the detectable types of Attack. The aggregation performed on a given
class of AIs will result in the detection of that kind of Attack.
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– Attack Targets - Information about the attack target(s) is inferred by looking
at the Target concepts of the aggregated AIs. In most cases, not all aggre-
gated Symptoms are DirectedTo the same Target. For example, when detect-
ing an attack against an application server it is required that the behavior
of both the application server and the database is monitored, and in case of
an ongoing attack the Event Distribution Channel will be fed with different
events. Some events are raised by probes monitoring the application server,
while others are generated by probes observing the database. The generated
events correspond to symptoms having a different target, and therefore the
event correlation would result unfeasible. The information allowing the CEP
to identify the relationships and dependencies between the different system
components is inferred by the Attack Indicators concepts. This approach en-
ables the correlation of the different symptoms and the identification of the
system components affected by the attack. These components are considered
as potentially violated targets, and as such they should not be considered
trusted.

– Attack Latency - Basically, the Attack Latency (AL) parameter is the amount
of time that an ongoing attack against to a system has been undetected. More
precisely, it represents an upper bound estimate of the amount of time during
which the system has been manipulated by the attacker. Given t1, t2, .. , tN

the timestamps of the aggregated AIs, and tD the instant when the attack is
detected, (i.e. the instant of the generation of the alert), AL can be evaluated
as: AL= tD - min(t1, t2, .. , tN ) with N being the number of the available AIs.

4 Case Study and Experimental Results

In this section we present preliminary results attained by applying the proposed
approach in a laboratory experimental testbed. The testbed includes a mySQL
database and an Apache web server running an open-source Content Manage-
ment System (CMS) written in PHP, namely Joomla (v.1.5). We carried out
experimental tests in order to assess the capability of the proposed system to de-
tect and diagnose two common attacks, namely SQL injection (SQLi) and Cross
Site Scripting (XSS). Attacks were modeled and injected in the normal traf-
fic profile. The following probes have been deployed throughout the networked
system: (i)Apache Scalp[11], a host-level signature-based analyzer of Apache
web server access logs, which uses a set of rules to spot malicious requests; (ii)
ACDM (Anomalous Character Distribution Monitor)[6], a host-level anomaly-
based probe which analyzes character distribution in HTTP requests and gives a
score to every anomalous request; (iii) AQFM (Anomalous Query Failures Mon-
itor), a database-level probe that monitors the rate of failed queries in a SQL
database.

4.1 SQL Injection: Assumptions and Experimental Setup

Assuming that the system administrators apply security patches to the web
application components in order to prevent attacks exploiting well-known vul-
nerabilities, any attacker will have to proceed by trial and error in order to find a
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way to exploit new and unknown vulnerabilities. For this reason the SQLi attack
was modeled as composed of a set of unsuccessful attempts possibly followed by a
successful exploitation of the vulnerability. The preliminary attempts performed
by the attacker will leave a trace in the web server access log. These requests
will look increasingly similar to the successful one as the attacker learns more
about the internal mechanisms of the application and increasingly different from
the requests in the “normal” traffic. Moreover these blind attempts will at first
result in the injection of syntactically wrong queries leaving more traces of the
ongoing attack as normal traffic usually does not generate errored queries.

Given this attack model, both the application server and the database are
monitored in order to detect SQLi attacks. The application server is monitored
by using two complementary probes: Scalp, which uses a signature based ap-
proach, and ACDM, that uses an anomaly-based approach. The database is
monitored by using the AQFM probe. From an ontology point of view the
SQLi Attack isEvaluatedBy three AIs : (i) SQLi attack detection performed by
Scalp; (ii) Anomalous Character Distribution detected by ACDM; (iii) Anoma-
lous Query Failures detected by the AQFM. The proposed Intrusion Detection
and Diagnosis system collects such AIs and merges them in a separate event
stream. Afterward, the AIs are aggregated in order to group the traces of the
same ongoing attack. Since both Scalp and ACDM analyze the Apache access
logs events raised by the two probes are aggregated on the basis of the access
log entry they refer to. Subsequent attack attempts are correlated by using time
proximity and source matching patterns. Once aggregation has been performed
a set of meta-events is produced. Each meta-event contains a global, multi-level
evidence of an attack and can be considered as a preliminary attack diagnosis.
The diagnostic process provides further information which is deduced by looking
at the aggregated AIs. For example, the starting and ending time of the attack
are obtained by evaluating the lowest and the highest timestamp values.

4.2 Cross Site Scripting: Assumptions and Experimental Setup

Strategies for the detection of Cross Site Scripting (XSS) attacks and SQLi
attacks are very similar since both approaches rely on the analysis of HTTP
requests performed by the attacker in order to find attack traces. Cross Site
Scripting is modeled as composed of a sequence of attempts which reflect the fact
that initially the attacker has no information about how to inject the malicious
code. The difference between SQLi attacks and XSS attacks is that no query
failure is detected by monitoring the database in case the XSS code injection is
not exploited to trigger the injection of SQL commands. This happens as the
attacker usually injects client side code (like JavaScript) in web pages accessed
by other users so as to steal sensitive information (i.e. cookies or session tokens)
from their browsers without modifying the server side code of the application.
This kind of Attack isEvaluatedBy Scalp XSS and ACDM probes. Thanks to the
use of the ontology attack type, target and latency are correctly diagnosed.
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4.3 SQLi and XSS: Experimental Results

In this section, we discuss the results of the experimental campaign, with respect
to SQLi and XSS attacks.

Fig. 4a shows the performance of the detection process when a single AI is
used. With respect to detection, experiments show that:

– Scalp has good performance when detecting SQLi attacks (72%), while the
detection rate of XSS attacks is lower (63%);

– ACDM provides a very high detection rate (94%), at the cost of a rather
high false positive rate (36% of the normal traffic is erroneously perceived
as malicious);

– AQFM never fails to report database level traces of SQLi attacks (100%),
but normal traffic and XSS attacks may generate failing queries, too.

As to diagnosis, it is worth noting that:

– Due to their intrinsic nature, the anomaly-based probes, namely ACDM
and AQFM, have the drawback of being only capable of raising alarms upon
detection of anomalous requests, but they are not able to provide any in-
formation about the specific threat which has originated the alarm neither
they are able to provide further diagnostic info, e.g. detection latency, parts
of the system under attack;

– Since SQLi and XSS attacks share similar patterns, they can be easily con-
fused. Even Scalp, although being a signature-based probe, marks many
SQLi requests as XSS (44% of the SQLi attacks, with 20% mapped to both
kinds of attack).

Fig. 4b shows the performance of the detection process when complex correla-
tion rules are applied to symptoms detected by probes which monitor different
architectural levels, and use diverse detection approaches. Results show that
the detection rate increases significantly, and the accuracy of the diagnosis is
improved. In particular, the wrong marking performed by Scalp is eliminated.
Furthermore, the false positives produced by the ACDM probes are drastically

Fig. 4. (a) Detection performances using a single AI ; (b) Detection performance cor-
relating multiple AIs
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reduced. Basically, even though Scalp does not detect all the malicious requests
and, even worse, sometimes it gives wrong hints, the system almost always de-
tects the SQLi attacks by adding to the Scalp detections those obtained via
correlation with symptoms detected by ACDM and AQFM. In this way, the
rate of correctly diagnosed SQLi attacks rises from the 73% achieved by Scalp
to the 91% of our ID2S. When application-level symptoms are aggregated with
ACDM and AQFM symptoms, the successfull diagnosis of XSS attacks rises
from 63% achieved by Scalp to 71% of the correlation-based approach.

The cases in which our ID2S fails can be associated to two main scenarios:
(i) wrong diagnoses are performed when query failures are generated by an XSS
attack which leads to an incorrect SQLi diagnosis (4%); (ii) False Positives are
raised by normal traffic that triggers a false detection by the ACDM (36%).
When this detection is incorrectly aggregated with query failures generated by
an overlapping SQLi attack, it produces a false SQLi diagnosis (5%), otherwise
it can produce a false XSS diagnosis (11%). It should be emphasized that the
false positives generated by ACDM are halved (16%) by means of the correlation
with other symptoms.

5 Conclusions and Future Work

In this work, we have discussed the limitations of current Intrusion Detection Sys-
tems (IDS) technology, and proposed a novel approach, which we call Intrusion
Detection & Diagnosis System (ID2S) technology, to overcome such limitations.
The basic idea is to collect information at several architectural levels (namely:
Network, Operating System, Data Base, and Application), using multiple secu-
rity probes which are deployed as a distributed architecture, and use Complex
Event Processing (CEP) technology to perform sophisticated correlation analysis
of intrusion symptoms. The escalation process from intrusion symptoms to the
adjudged cause of the intrusion and to an assessment of the damage in individual
system components is driven by ontologies.

We have conducted preliminary experiments on a testbed consisting of web
servers running a well-known open-source Content Management System (CMS)
written in PHP, namely Joomla. The experimental tests have demonstrated that
our approach is effective against an emerging class of new attacks, which is
referred to in the literature [1] as “stealthy”. These attacks represent a major
threat, since not only they have a dramatic impact in terms of economic losses
[2], but (i) they also are invisible to current State-Of-The-Art IDSs, and (ii)
current Intrusion Prevention Systems are ineffective against them.

Experiments conducted so far indicate that the proposed approach has three
important advantages:

– It improves the performance of the detection process;
– It provides diagnostic features;
– It reduces the false positive rates.

Future work will follow two main directions. The first objective will be to con-
duct a thorough experimental analysis, in order to collect more evidence of the
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effectiveness of the approach. The second objective will be the implementation
of more sophisticated correlation approaches, and the development of more de-
tailed ontologies, so to allow finer grain estimation of the consequences of attacks
on individual system components.
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