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Abstract. This work shows how concepts from the electromagnetic field theory 
can be efficiently used in clustering with constraints. The proposed framework 
transforms vector data into a fully connected graph, or just works straight on the 
given graph data. User constraints are represented by electromagnetic fields that 
affect the weight of the graph's edges. A clustering algorithm is then applied on 
the adjusted graph, using k-distinct shortest paths as the distance measure. Our 
framework provides better accuracy compared to MPCK-Means, SS-Kernel-
KMeans and Kmeans+Diagonal Metric even when very few constraints are 
used, significantly improves clustering performance on some datasets that other 
methods fail to partition successfully, and can cluster both vector and graph 
datasets. All these advantages are demonstrated through thorough experimental 
evaluation. 
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1   Introduction 

The goal of clustering is to provide useful information by organizing data into groups 
(referred to as clusters). The use of labeled data is often important for the success of 
the clustering process and for the evaluation of the clustering accuracy. Consequently, 
learning approaches which use both labeled and unlabeled data have attracted the in-
terest of the research community [3, 4, 6, 12, 20]. Such approaches incorporate user 
knowledge in the clustering technique, thus improving the clustering result. There are 
several ways to incorporate user knowledge in the clustering process. In this work we 
focus on the Clustering with User Constraints paradigm, where the user specifies con-
straints on groups of objects (typically pairs), and the goal is to produce a clustering 
that satisfies these constraints as much as possible. 

In this paper, we present a novel way of applying user constraints for clustering; 
our approach is inspired by the Electromagnetic Field Theory in physics. We trans-
form the dataset  into  a graph by linking k-nearest neighbors for each instance in the 
dataset, if the data are given as vectors. If the input is a distance matrix, no transfor-
mation is needed. Must-link and cannot-link constraints are then expressed naturally  
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Fig. 1. The simulation of an EMF in a graph. (a)Like charges induces repulsive properties 
while (b) opposite charges induces attractive properties of other objects. 

as magnetic fields between the nodes that are involved in the constraint. These fields 
impact edge weights based on the alignment of each edge compared to the magnetic 
field and its distance to the constraint axis. Using a graph representation yields the ad-
vantage that the edge weights can be adjusted without limitations, in contrast to Euclid-
ean space where pairwise distances need to satisfy the triangle inequality. We exploit 
this liberty through a probabilistic model based on the nature of the constraint edges.  

Contributions: We present a framework, called EMC, for clustering with constraints 
inspired by Electromagnetic Field Theory. The framework is general and assumes 
only that a distance function is available. The distance function does not need to sat-
isfy the triangle inequality. If vector data is given, we transform it into a graph with 
minimal information loss; else if graph data is given we work directly on the given 
graph. We adjust the edge weights according to their proximity to the constraints in a 
probabilistic manner and run any clustering algorithm compatible with graphs. In our 
study, we use the K-Medoids algorithm [10], since it is less sensitive to outliers. For 
the distance metric to be used by the clustering algorithm, we propose k simple-and-
distinct shortest paths, described in section 4.3. It allows for accurate clustering even 
with small number of constraints. Our method avoids the use of an objective function 
that strictly adheres to the given constraints, or a distance metric that is weighted ac-
cording to the constraints and is applied globally. 

Our experimental results confirm that our approach outperforms in accuracy cur-
rent techniques including MPCK-Means [4], SS-Kernel-KMeans [12] and KMeans+ 
Diagonal Metric [20] even using very few constraints. Also, it can work on both vec-
tor and graph datasets. 

2   Related Work 

COP-KMeans [18] uses must-link and cannot-link constraints in an objective function 
to avoid incorrect assignment of data instances. It performs hard constrained clustering 
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and computes the transitive closure of the constraints, thus suffering greatly from noisy 
constraints sensitivity. On the contrary, Xing et al. [20] proposed a distance metric 
learning algorithm which places a distance metric over the input space with the inten-
tion of assigning small distances between similar pairs. Distance metric learning aims 
to satisfy the maximum number of constraints by specifying different weights for dif-
ferent axes. The RCA algorithm [2] learns a Mahalanobis distance metric by using 
only must-link constraints. However, both approaches find one global metric which 
must be applied to all clusters.  

MPCK-KMeans [4] integrates the strengths of both metric-based and constraint-
based approaches in a principal manner. It learns individual distance-metrics for each 
cluster utilizing both unlabeled data and constraints. This allows different clusters to 
define their own space and have arbitrary boundaries. Its drawback: it suffers from 
noisy constraints. 

HMRF-KMeans [3] is a probabilistic framework based on Hidden Markov Ran-
dom Fields. Basu et al. have taken advantage of the available constraints in several 
ways. First, they estimate initial centroids using the constraints as the initialization 
step is crucial to accuracy of the KMeans algorithm. The model integrates constraint-
based and distance-based approaches to maximize the joint likelihood of data and 
constraints while penalizing violated constraints. One weakness of the method is that 
it is applicable only to vector data, like all of the other mentioned so far. 

Kulis et al. [12] extended HMRF-KMeans to a kernel-based framework which can 
handle both vector-based and graph-based data. They have established a connection 
between unweighted Kernel-KMeans, HMRF-KMeans and penalties for violated con-
straints. SS-Kernel-KMeans optimizes the kernel by preprocessing the similarity ma-
trix with must-link and cannot-link constraints. Kernel methods are sensitive to the 
manual selection of the kernel’s parameters. Yan and Domeniconi [22] proposed an 
adaptive method that estimates the optimal parameters. Our method adjusts edge 
weights more intuitively since it considers edges nearby the constraints as well, and 
this leads better performance. This model is based on the homophily concept [8], –
nearby nodes tend to share same characteristics.  Although the attraction/repulsion is 
practiced in unsupervised clustering [15], exploiting their use in semi-supervised clus-
tering via the concept is completely new to our best knowledge. 

Klein et al. [23] has based his algorithm on the same homophily intuition as our 
work, but can be applied only to vector data. Also, our method deals in a more com-
prehensive way with constraint satisfaction and triangular inequality restrictions. 

3   Magnetically Affected Paths (MAP) 

In this section, we describe the basic idea behind our approach in an intuitive way. 
We want to cluster a dataset of n points. We assume that a function defining the dis-
tance between any two points and a set of user defined constraints are given. Our goal 
is to cluster the points so that the constraints are satisfied as much as possible. We 
make no assumptions on the distance measure, but we assume that the constraints are 
on pairs of points, either Must-Link (the two points must be in the same cluster) or 
Cannot-Link (the two points cannot be in the same cluster). We use the user-defined 
constraints to “stretch” the space around the object that are accumulated around the 
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constraints. Since we are dealing with graphs, our goal is to increase the weight of the 
paths connecting the objects that are in the neighborhood of a cannot-link constraint, 
and to decrease the weight of the paths connecting the objects that are in the 
neighborhood of a must-link constraint. 

We realize the idea via the interesting analogy between electromagnetic field the-
ory and graphs. We focus on the graph representation of a given dataset and assume 
that this graph has the characteristics of an electromagnetic field (EMF). In physics, 
an electric field is the property of the space in the vicinity of electric charges or in the 
presence of a time-varying magnetic field. The charges produce an electric field in 
space. This electric field exerts a force on other charged objects [14]. Opposite 
charged objects induce attractive properties, whereas like charged objects induce re-
pulsive properties. To simulate these characteristics, we add charges to the nodes that 
take part in a pair-wise constraint. For must-link constraints, we add opposite charges 
to the node pair. The generated magnetic field decreases the weight of the affected 
edges. Cannot-link constraints (like charges) increase the weights of affected edge. 
The situation is illustrated in Figure 1, where must-link constraints are {e(2,3), e(6,7), 
e(14,15)} and the cannot-link constraints are {e(9,10)}. 

We explore imaginary magnetic fields surrounding the pair of charged nodes. 
We check the nearby edges in the graph and identify the graph edges that are in-
fluenced by the magnetic field. Then, we reduce the weight of the affected edge 
or escalate it according to the constraint type. The magnitude of readjustment de-
pends on the distance of the edge in regard to the magnetic field and its alignment 
in the field.  

Before we proceed to the MAP, some definitions are necessary: 

• Constraint axis. The straight line between the pair of nodes involved in a constraint 
• Reduction ratio rRatio(u,v) is the decrement amount in edge weight w(u,v) due to a 

must-link constraint. 
• Escalation ratio eRatio(u,v) is the increment amount in edge weight w(u,v) due to a 

cannot-link constraint. 
• Vertical distance vd(u,v). The average distance of edge e(u,v) to the constraint axis. 
• Horizontal distance hd(u,v) is defined as distance of edge e(u,v) to the mid-point of  

the constraint axis. 

The effect of an EMF decreases as we get further away from the constraint axis (ver-
tical distance). For must-link constraints, the horizontal distance has no effect on the 
reduction ratio. Cannot-link constraints utilize the horizontal distance of an edge to 
determine its probability of being in the separation region of two clusters. Intuitively, 
the closer a regular edge e(u,v) is to the mid-point of a negative edge constraint, the 
higher the probability of it being an inter-cluster edge. Based on this intuition, we 
apply the highest penalty to the edges overlapping with the mid-point of a constraint 
axis. The penalty is reduced as we go further away from the mid-point. 

To summarize, MAP increases or decreases the weights of regular edges based 
on a probabilistic approach. Even though it classifies some of the edges incor-
rectly, overall re-adjustment of edge weights defines better distances in the graph 
domain. 



 Applying Electromagnetic Field Theory Concepts to Clustering with Constraints 489 

s t

e(u,v)

axis

vd(u,v)

Vertical Distance
s t

e(u,v)

axis

vd(u,v)

s t

e(u,v)

axis

vd(u,v)

Vertical Distance           

s te(u,v) axis

Mid-point

hd(u,v)

Horizontal Distance
s te(u,v) axis

Mid-point

hd(u,v)

Horizontal Distance  

Fig. 2. Horizontal and vertical distances relative to the constraint axis (s and t are two nodes of 
a constraint) 

4   EMC Framework 

Here we describe our clustering framework that unifies MAP and clustering algo-
rithms. The algorithm uses 3 steps to apply the MAP concept and cluster a given data-
set: 1) Graph Construction: If given a vector-based dataset, it is converted into a 
graph by connecting k-nearest-neighbors. Must-link and cannot-link constraints are 
addressed as same or opposite charged nodes respectively. 2) Weight Adjustment: 
Identifies the edges that are affected by the given constraints and adjusts the edge 
weights accordingly. 3) Clustering: Runs an appropriate clustering algorithm to parti-
tion the adjusted graph.  

4.1   Graph Construction 

If the input is not a graph but a vector of data points Ds, our framework builds a graph 
reflecting the data with minimal loss of information. We list k nearest neighbors Li for 

each object xi∈Ds, according to their Euclidean distance, and add an edge between xi 

and each v∈Li. We assign the Euclidean distance ||xi-v||2 as the edge weight of e(xi,v). k 
can be easily estimated from the graph size. Experiments show that k should be pro-
portional to the dataset size |Ds| for better accuracy.  

We take all node pairs (si,ti) involved in some constraint and charge si and ti so that 
the force between them is equal to ||si-ti||2. Remember, opposite charged pair of nodes 
create an attractive force (must-link constraint), whereas same charged pair of nodes 
create a repulsive force (cannot-link constraint). 
 

Disconnected Components. Even if we set k to its optimal value, disconnected com-
ponents might still exist. We identify all disconnected subgraphs, explore k nearest 
neighbors between subgraphs, and add an edge for each nearest neighbor connecting 
the disconnected components. This approach is similar to [12]. 

4.2   Weight Adjustment Algorithm 

The weight adjustment phase applies the MAP concept to the graph in order to in-
crease or decrease the edge weights. For each constraint c(s,t) , we extract a list L of 

edges e(u,v)∈E which are affected by the constraint. Affected edges are labeled ac-
cording to the following definition: 
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DEFINITION. If an edge e(u,v) is in between nodes s and t of constraint c(s,t) and is 
not perpendicular to the constraint axis, then it is affected by constraint c(s,t). 

 

In our model, perpendicularity and betweenness is defined based on hop-count dis-
tance to the constraint pair nodes s and t. We run two breadth-first search algorithms 
starting at s and t separately and for each node we store entries hc(u,s) and hc(u,t), the 
hop-count distance to s and to the t respectively. For a given edge e(u,v), we check the 
hop-count entries of u and v to see whether the edge is affected by a constraint or not. 
Perpendicularity and betweenness is defined as the inverse behavior on hc(u,s), 
hc(u,t) and hc(v,s), hc(v,t) values for nodes u and v. In other words, if hc(u,s)>hc(v,s) 
and hc(u,t)<hc(v,t) or vise versa, then the edge is perpendicular to the constraint axis 
and between nodes s and t. 

Once we identify the affected edges, we compute the escalation ratio for the can-
not-link constraints or reduction ratio for the must-link constraints. In line with the 
main idea, we expect the effective escalation/reduction ratio on an affected edge to 
decrease as we get away from the constraint axis (vertical distance). For a cannot-link 
constraint, we expect an inversely proportional weight increase in regard to the dis-
tance of the edge to the mid-point of the constraint axis. To express this, we use a 
method similar to the validation process. Instead of hop counts, we find the shortest 
path distance to all edges starting at node s and t. Shortest path dist(u,v) is the sum of 
the weights of all edges that compose the shortest path. We compute the reduction 
ratio of e(u,v) for must-link constraints as follows: 

)(),(
r

q
normvurRatio r=  (1) 

Here, qr is the weight for the must-link constraint and r=(dist(u,s) + dist(u,t) + 
dist(v,s) + dist(v,t)) / w(s,t) which is the dispersion ratio from the constraint c(s,t). 
norm() is the normalizing function. To prevent extremely low values, normalization 
function maps the output to a higher interval. 

Similarly, we can write the following equation to compute the escalation ratio due 
to a cannot-link constraint: 
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where qe is the weight of the cannot-link constraint, ∆=(|dist(u,s)-dist(u,t)|+|dist(v,s) -
dist(v,t)|)/w(s,t)+c, which is the average distance approximation function to the mid-
point of the constraint axis to reflect the effect of horizontal distance as seen in Figure 
2. The value of |dist(u,s)-dist(u,t)| becomes zero if node u has equal distances to the s 
and t. We add a constant value c=1 to the ∆ so that in this case, no penalty is applied 
to eRatio(u,v). If ∆ increases, the effect of eRatio(u,v) reduces gradually. 

After applying all constraints, we approximate the overall ratio of edge e(u,v) as: 
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In the last step, we adjust the edge weight as follows: 
),(),(),( vutRatio

new vuwvuw α⋅=  (4) 
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Algorithm. Weight_Adjustment_Algorithm 
     Input: G(V,E): graph with constraints 
     Output: G' (V,E'): graph with adjusted edge weights 
              P:  proximity matrix 

1. For each constraint c(s,t) 
      a. Run breath-first search algorithm starting at node s and t; 

 and record hop-counts for each node vi ∈V 
      b. Run single shortest path algorithm starting at node s and t;   

          and record shortest path distances for each node vi ∈V 
      c. Identify affected edges using hop-counts and put them into list L 

      d. Compute escalation/reduction ratio for each affected edge e(u,v) ∈L  

2. For each edge e(u,v) ∈E 
      a. Calculate overall ratio using following formula                    
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       b. Apply overall ratio to the edge weight 
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3. For each node pair (v, u), calculate the distance  
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Fig. 3. Pseudo-code of Weight Adjustment Algorithm 

Empirically, we have observed that 1<α<2 is a good interval for the adjustment of the 
edge weights. It is obvious that if cannot-link constraints are dominant upon the must-
link ones, then the edge weight increases. Note that vertical and horizontal distances 
are used just to compute the adjustment ratio and are not used in any way in the clus-
tering process.  

After adjusting all the edge weights, we have our final graph and the algorithm 
uses this graph to extracts distance matrix D. The distance between two node pairs is 
defined using k-shortest paths distance. Remember that k was the number of 
neighbors used in order to transform vector data into a graph representation. For vec-
tor data, we use the same k for the number of shortest paths since this is the maximum 
out-links number of an edge. Using multiple shortest paths as a distance between two 
nodes, works in practice better than a single shortest path. Involving more paths in the 
calculation of the distance involves also more constraints, which yields better accu-
racy even for a small number of constraints due to the homophily phenomenon. A 
naïve approach for k-shortest paths is using the Dijkstra’s algorithm to discover k 
most significant paths one by one. 

Each constraint affects the graph locally. Thus, we can focus on subgraphs that 
capture the relevant information we need rather than whole graph. We have adopted 
the idea of very small-connection subgraphs from [11]. The weight adjustment step 
asymptotically takes O((|M| + |C|) (|E| + |V| log|V|)) time, but in practice it is much 
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faster. We explore k-shortest path for every node pairs. Extracting the proximity table 
requires O(k |V|2 (|E| + |V| log|V|)) time. Thus, the weight adjustment phase takes over-
all O(k |V|2 (|E| + |V| log|V|)). 

4.3   Optimization for K-SD Shortest Path Algorithm 

Finding the k-shortest simple paths for every pair of nodes is the bottleneck for the 
efficiency of our algorithm. Even though there is more than one k-shortest paths defi-
nition in the literature [5], we focus on k simple and distinct shortest paths in which 
no loop is allowed, i.e. all vertices on a path are distinct and no two paths share the 
same edge for a given source and destination pair. 

We extend the single shortest path Dijkstra algorithm to k-shortest paths at a rea-
sonable cost and refer to it as K-SD shortest path algorithm. The new algorithm is 
asymptotically only k times slower than the Dijkstra algorithm for one path.  For each 
node, we define k entries to handle each lth path passing through, where 1≤l ≤k. We 
initialize all entries to ∞ except the entries of source node s and nodes adjacent to the 
source. We set all s entries to 0. We assign monotonically increasing path labels i to 
each node u adjacent to s ensuring that each path is rooted at a different edge outgoing 
s. We update the lth entry of each node u to edge weight w(s,u) and the parents of lth 

entry of the nodes to source node s where l is the path label pertaining to each adja-
cent node. Then, we initialize a minimum priority queue Q that contains all path  
 

 
Algorithm. K-SD_Shortest_Path_Algorithm 
     Input: G'(V,E): graph with adjusted edge weights 
  s: source node 
  k: number of shortest path 
     Output: P: Distance matrix 

1. Assign k path entries for each node such as pi(s,u) 
2. Initialize pi(s,u).length +∞ for each node u≠s 
3. For each node u adjacent to s 

a. Assign a monotonically increasing path id i to u 
b. Set pi(s,u).dist w(s,u) and parenti(u) s 

4. Let a min priority queue Q contain all path entries 
5. while Q is not empty do 

a. Extract path entry pe Q.removeMin() 
b. Let i pe.pathID and v pe.node 
c. Lock parenti(v) to prevent updates for v  
d. for each node u adjacent to v  

i. if v is locked for u, then continue 
ii. if pi(s,v).length+w(v,u)<pi(s,u).length, then 

       pi(s,u).length  pi(s,v).length+w(v,u) 
       parenti(u) v 
       Update the value of pi(s,u) in queue Q 

 

Fig. 4. Pseudo-code of K-SD Shortest Path Algorithm 
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entries. The rest of the algorithm works very similar to Dijkstra’s shortest path algo-
rithm except for a few additional restrictions in the relaxation routine. 

When we remove the minimum entry from Q, we lock the parent of the entry in 
order to prevent further updates from this parent for other path entries, using bitmaps 
with each bit assigned to one neighbor node. In the relaxation procedure, first we 
check whether the current node is locked for destination node. If it is not, the algo-
rithm allows it to relax the destination from current node. Otherwise, we simply pro-
ceed to the next available neighbor node. Another rule is that lth entry of path entries 
at a node can be updated only by the lth path entry of the parent node. This limitation 
is necessary in order to force all paths to follow a different set of edges to the destina-
tion. We repeat the relaxation process until all path entries at every single node are 
updated and no more entries reside in the queue (Figure 4). 
 

THEOREM 1. K-SD Shortest Path algorithm identifies k simple and distinct shortest 
paths from a given source node to all other nodes in O(k2 |V| log|V|) time. 
 

Proof: We assume the worst case scenario where we find all shortest path available, 
giving us O(k |V|) entries in the queue. For each entry, we check all neighbor nodes 
and based on k-shortest path definition and our graph construction algorithm, we may 
have at most k neighbors. We may update the keys of all neighbors at each relaxation 
step, requiring O(k log|V|) time. Therefore, our algorithm takes overall O(k2 |V| 
log|V|) time to find all k simple and distinct shortest paths from a given source node s 
to all other nodes. 

4.4   Multi-level Approach for Extracting Similarity Matrix 

Even with the K-SD shortest path algorithm from the previous section, it takes 
O(k2.|V|2.log|V|) to compute all pairs, which is inefficient for large datasets. Many 
state-of-the-art methods deal with this problem by using a multilevel approach. Our 
strategy is to partition the graph into smaller pieces, compute distance matrices for 
each partition, and correlate them via hubs to obtain the global solution [17]. 

We partition the graph into p equally sized subgraphs using METIS with the Ker-
nighan-Lin objective and find local K-SD shortest path distances for each partition. 
Let Di be the distance matrix for partition i. To establish a relationship between parti-
tions and be able to estimate the global distances we use the hub concept discussed in 
[21]. The vertices that reside on the cut and bridge different clusters are considered 
hubs. We are interested only in high quality hubs, which have high degree and  their  
edges  are  balanced amongst  the  different partitions it bridges. Unlike the hubs in 
SCAN, we assume hubs are special vertices belonging to all partitions that it bridges, 
as shown in Fig. 5. If needed, we add new edges to hubs to maintain the k-
neighborhood. 

Let H be the set of all hubs in the graph, Hi 
 be the set of hubs in partition i, and m 

be the size of H. Notice that m<<n, which makes a fast correlation possible. We al-
ready have computed the distance between nodes in partition i and all hubs in Hi. 
Next, we find the pair-wise distances between hubs H so that we can compute the 
distance of  two elements that belong  to two different partitions.  Since Hi  hubs  
are also elements of another partition by definition, we get a fully connected graph  
of hubs, where edges represent the distance between two hubs. By running  
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Fig. 5. The Ionosphere graph with two partitions and hubs connecting them, and the correlation 
of same paths for clusters Ci and Cj 

Floyd-Warshall on this imaginary graph, we get a distance matrix S of all hubs in the 
graph. The matrix S will serve as an approximation of the KSD-shortest path distance 
between two nodes of different clusters. 

For example, assume we have performed all the preparation for extracting the 
global distances in an efficient way. Let s be the source node, t be the destination 
node, and S(hi,hj) be the distance between hubs hi and hj. Then, the KSD-shortest path 
problem can be expressed as the following optimization problem: 

} and        where          
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We have the distances between s and all Hi elements in matrix Di. We compute the 
distances from s to the other hubs in set (H-Hi) through Hi using the S matrix. Each 
destination node checks only the hubs of its own partition in Hj to relax the shortest 
path distance to node s. It takes O(|Hi| (|H| - |Hi|) + |V – Vi| |Hj|) to find k-shortest 
paths from s to all other nodes. Note that, |Vi| ≈ |V| / p and |Hi| ≈ |H| / p. With this  
partitioning concept, our algorithm (EMC) has an overall time complexity of 

O( ( ) ( )
p

HVHV
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22
log ). If p=|V|, it finds only single shortest paths. In prac-

tice, this approach runs hundreds times faster compared to the naïve approach. 

4.5   Clustering Algorithm 

The framework allows us to use any graph-compatible clustering algorithm. The suc-
cess of clustering essentially depends on the compatibility of the dataset and the clus-
tering algorithm. Thus, the choice of the algorithm must be made cautiously.  

We implement the K-Medoids algorithm, which utilizes the similarity matrix and 
can be applied on both vector and the graph data. The initial centroids play a  
significant role for the final clustering, so instead of random initialization, we take 
advantage of the given constraints. We take the transitive closure of the must-link 
constraints and define groups of nodes, which have to be clustered together. At this 
point, each group represents a set. We merge the closest two sets until we have K sets 
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remaining. Eventually, we have K disconnected sets formed by constraints, which we 
use to initialize the medoids. 

The algorithm starts by assigning every point xi∈Ds to the cluster that minimizes 
the distance between xi and μk where μk is the cluster medoid of cluster k*. Rather 
than Euclidean distance, we use the distance matrix extracted in the previous step for 
assignment. The algorithm re-estimates medoid μk  using the points  assigned to clus-
ter k*. For each point xi, we check the total distance to all other points and we assign 
the point with minimum distance as the cluster medoid. Then, we repeat the steps 
until algorithm converges or reaches to a pre-specified number of runs. The time 
complexity of the clustering process is O(t K N2) where t is the number of iterations, 
K is number of clusters and N is the size of the dataset. 

5   Experiments 

5.1   Experimental Setup 

We experimented on two synthetic datasets and seven real datasets from UCI Ma-
chine Learning Repository [1]: Soybean, Iris, Wine, Ionosphere, Balance, Breast 
Cancer and Satellite. The properties of these dataset are summarized in Table 1. N is 
the number of instances, d is the number of dimensions, and K is the number of clus-
ters in each dataset. We have measured the clustering accuracy as:  
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where 1{·} returns 1 if any pair of instances xi and xj are assigned correctly by the 
algorithm [20]. In each experimental setup, we have run the clustering algorithms for 
50 times and reported the average accuracy ratios. 

Must-link and cannot-link constraints are generated randomly at equal amounts and 
the total amount is varied proportional to the dataset size. For each run, we use the 
same constraint set for all algorithms. EMC parameters: we use α=1.6 (shown through 
preliminary experiments to give good results), and increase the nearest neighbors and 
number of shortest paths proportional to the dataset size. Weights of the posi-
tive/negative constraint edge, qr/qe, are set to 1.  

Table 1. Datasets used in experiments and running time of the algorithms (in seconds) 

 Soybean Iris Wine Ionosphere Balance Breast Satellite 
N 47 150 178 351 625 683 4435 

d 35 4 13 34 4 9 36 
Dataset 
details 

K 4 3 2 2 3 2 6 

SS-Kernel ~0.1 0.1 0.1 0.1 0.3 0.6 73.8 

MPCK 0.4 0.5 0.5 0.5 0.5 0.6 6.4 

Diagonal 0.2 0.3 0.6 1.3 3.6 5.1 304.3 

Running 
Times 
(secs) 

EMC 0.6 1.1 1.6 4.3 7.0 7.3 66.1 
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To visualize how our method works, we generated two synthetic datasets: 

Gaussian: A set of 180 two-dimensional instances generated by Gaussian number 
generator, as shown in Figure 6. 120 instances in vertical and lower horizontal sets are 
labeled as class one. Upper horizontal set is label as class two. 
 

ThreeCircles: Similar to TwoCircles data in [12], we have generated three layered 
circular data with 300 instances in 2 dimensions. Each circle represents one class with 
100 data points in it.  

We generated small amount of must-link and cannot link constraints (18 for Gaus-
sian and 30 for ThreeCircles). Figure 6 shows final clustering of these datasets with 
high accuracy. For the circular data, Graph Construction process had a pre-clustering 
effect. As we have selected k-nearest neighbors for each point, there were not too 
many inter-cluster edges in the graph. In addition, the re-adjustment phase success-
fully wiped out the effects of these inter-cluster edges for the clustering phase. The 
rest of the experiments are run on the real datasets. 

5.2   Effect of Parameters k and p 

In this set of experiments we investigate the effect of the values of parameters k and p. 
k is the number of neighbors we pick, when converting vector data to graph data, and 
the number of shortest paths we use for our distance metric. For values below 5, we 
get heavily disconnected graphs, when converting vector data to graph data, thus ex-
periments are not run for smaller values. We note that relatively small values of k (>4) 
are performing well enough and by using greater values we do not get significant im-
provements (Figure 9). On the other hand, greater values increase execution time. In 
summary, with small values of k we cannot fully take advantage of the k-shortest 
paths distance metric while for large values all edges are labeled as an affected edge, 
and consequently false escalation or reduction occurs for too many edges.  

The number of partitions, p, has a significant effect on running time while preserv-
ing the accuracy (Figure 7). The algorithm runs up to 24x faster for the Breast dataset 
without significant loss of accuracy. Given that this is a small dataset, we have more 
gain in performance for larger datasets. After p=12, the accuracy starts to decline be-
cause the K-SD shortest path distance approximation does not keep up with very 
small-sized subgraphs. On the flip side, the running time starts increasing after p=16. 
The reason for this situation is the high number of hubs. The computation of matrix S 
starts to dominate the running time as it requires O(|H|3) time. One advantage of parti-
tioning is that we no longer need to increase the value of parameter k and about five 
shortest paths are quite enough to compute distances accurately. 

5.3   Effects of Only Must-Link or Cannot-Link Constraints 

Next, we examine the effect of constraint types individually (Figure 8). When we use 
the must-link constraints alone, it reduces the weights of both inter-cluster and intra-
cluster edges. When the reduction ratio on weights of intra-cluster edges is larger than 
inter-cluster edges, there is a small gain. Similarly, when cannot-link constraints are 
used alone, the weights of inter-cluster edges increase more than weights of intra-
cluster edges. However, the gain in accuracy is greater than when using only positive 
edges. In that respect our algorithm's behavior differs from the one reported in [13],  
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and this shows that the informativeness of a constraint type depends on how it is ap-
plied. Furthermore, the accuracy ratio trend is not steady as the number of constraints 
is augmented. On the other hand, when used together, we get optimal results for the 
algorithm. On incorrectly validated edges, as seen in Figure 10, they cancel the effect 
of each other. We observed the same phenomena for other algorithms as well. 

5.4   Comparison with Other Techniques 

We used real datasets to compare our EMC algorithm with the MPCK-Means, SS-
Kernel-KMeans and KMeans+Diagonal Metric algorithms, which are publicly avail-
able online. We used the same parameters for EMC: k=5 and p=|V|/80 (each subgraph 
has approximately 80 nodes. EMC outperforms MPCK-Means, SS-Kernel-KMeans 
and KMeans+Diagonal Metric algorithms on all datasets, except Breast and Wine 
(Fig. 11). It runs better than SS-Kernel-KMeans and Kmeans+Diagonal Metric on 
Breast dataset and quite reasonable compared to the MPCK-Means. For the Wine 
dataset, graph-based methods such as SS-Kernel-KMeans and EMC do not improve 
the performance significantly and overall accuracy is very low compared to metric-
based methods. 

SS-Kernel-KMeans runs the min-cut objective while EMC tries to minimize the 
overall pairwise distance. The same way MPCK-Means and Kmeans+Diagonal Met-
ric algorithms could not improve the clustering for Balance regardless of constraint 
amount, EMC fails to increase the accuracy for Wine dataset. In some experiments, 
we detect phenomena where the accuracy of the algorithm goes up and down slightly 
as we increase the number of constraints. As shown in [6], this is a general problem of 
randomly-chosen constraint sets, where some constraints reduce the clustering  
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Fig. 9. Clustering results for EMC. The plots show the accuracy ratio achieved in respect to the 
constraints ratio used. The different lines stand for different values of k ranging from 5 to 20. 
Constraints amounts are x·N where x is the constraint ratio. 
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Fig. 10. EMC vs.  MPCK-Means, KMeans+Diagonal and SS-Kernel-KMeans 
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performance. Thus, a learning metric or an edge weight re-adjustment method, is not 
always reliable for a small number of constraints. Compared to other methods, EMC 
is typically more trustworthy even when using few constraints. 

5.5   Running Time Experiments 

We have performed experiments on the running time of the algorithms. All experi-
ments were carried out on 1.7 GHz Pentium IV machine with 512 MB memory. We 
have performed 10 experiments for each algorithm as we increase the constraint 
amount by 10%·N, where N is the dataset size, for each experiment and reported the 
average running time of these experiments. The running time of EMC is comparable 
to the other algorithms tested. In addition, EMC scales almost linearly with the num-
ber of partitions in practice. It is almost linear because it processes equal-sized sub-
graphs and number of hubs affects the linearity in time complexity during merge 
process. Results are given in Table 1. 

6   Conclusions 

We have presented a framework that, when given a dataset of instances and user con-
straints, transforms vector data into a graph and improves the clustering algorithm 
distance metric by adjusting the edge weights based on user constraints. The most 
important contribution lies in the way the weights are adjusted, based on ideas from 
Electromagnetic Field Theory. Instead of modifying the distance metric, it alters the 
distances between objects in the graph domain. EMC algorithm allows us to cluster 
both vector-based and graph-based datasets and it works with distances only as well.  
In addition to K-Medoids, we can also integrate other clustering algorithms into the 
framework. We have shown that even when using a small amount of constraints, the 
algorithm improves the clustering accuracy significantly. 
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