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Abstract. In this paper we describe our work on pattern discovery in system 
event logs. For discovering the patterns we developed two novel algorithms. 
The first is a sequential and efficient text clustering algorithm which automati-
cally discovers the templates generating the messages. The second, the PARIS 
algorithm (Principle Atom Recognition In Sets), is a novel algorithm which dis-
covers patterns of messages that represent processes occurring in the system. 
We demonstrate the usefulness of our analysis, on real world logs from various 
systems, for debugging of complex systems, efficient search and visualization 
of logs and characterization of system behavior.    

1   Introduction 

Almost every piece of software writes messages into event logs. Systems composed 
of many components, such as web services, complex enterprise applications and even 
complex printing presses collect such events from their many components into log 
files. These logs are meant to be utilized both in the development stages and in nor-
mal operations for debugging and understanding of the behavior of the complex sys-
tem. In fact, studies have shown these reasons to be the main impetus of companies in 
collecting logs in the first place [1]. 

While these logs hold vast amount of information describing the behavior of appli-
cations and systems, finding relevant information within the logs can be a very chal-
lenging task; even modest systems can log thousands of messages per second. Most 
users still use the good old unix “grep” for finding potentially relevant messages in 
event logs. Existing commercial tools, such as those from Splunk, LogLogic and 
Xpolog, collect and join logs from different sources and provide a more convenient 
search through the logs. However, the indexing provided by these tools still does not 
lead to automation in leveraging the logs for tasks such as automated problem debug-
ging, process identification or visualization of the information in the logs.  

There are two main fundamental challenges in transforming the logs into machine 
readable form, enabling automated analysis.  

First, a “translation” of the text based events (messages) in the logs into a diction-
ary of event types: The number of templates creating events is limited, but the actual 
number of distinct events observed is very large, and grows quickly as a function of 
time.  This is because the actual messages in the logs include various parameters that 
change from instance to instance of the same type of message (e.g., “login user 
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$name”). Unfortunately, in many systems, the event templates generating the mes-
sages are not available, making it challenging to compute representative statistics 
enabling automated analysis over the events. 

Second, a pattern finding mechanism to provide a compressed/concise representa-
tion of processes represented in the logs is a major challenge. Many processes spawn 
multiple messages into logs, e.g., a failure of a process can cause multiple messages 
in different logs representing the output of different software components creating 
interleaved sequences of events. Automated systems benefit greatly from identifica-
tion and representation of such groups, as opposed to individual messages, as it re-
duces noise, compresses the data and provides more accurate representation of proc-
esses in the system. 

Solving both of these problems requires the design of efficient machine learning 
algorithms. Existing research in the area focused mainly on the second problem – 
analysis of log patterns from event log streams  [10][11][12][13][14] . These works 
focus on discovery of temporal patterns or correlation of event statistics to problems, 
but either assume a known dictionary [10][11][12][13] or assume access to the source 
code for its discovery [14]. Most of these works generally ignore the complexities 
introduced when collecting logs from various components in a complex system, 
namely,  interleaving of sequences of events, asynchronous events and high dimen-
sionality. 

In this paper we describe our solution to the above challenges and demonstrate the 
solution on a number of common use cases. Our solution includes two novel algo-
rithms. The first is an efficient sequential text clustering algorithm for creating the 
dictionary representing the event types. The second, the PARIS algorithm (Principle 
Atom Recognition In Sets), automatically discovers principle patterns (atoms) of log 
event types, representing processes in the system. We use the output of these algo-
rithms to visualize logs, enable fast debugging of system problems, and search in the 
logs via a highly compressed lossless representation of the information in the logs.   

The paper is organized as follows. We start with a problem description in the next 
section. We then describe the two main contributions of this paper; an online diction-
ary creation algorithm for semi-structured machine generated events, followed by the 
PARIS algorithm. We discuss the use cases for our log analysis algorithms and dem-
onstrate the results of these algorithms on several large scale datasets collected from 
enterprise applications. Next, we describe the related work followed by a discussion 
and conclusions. 

2   Problem Description 

Logs are semi-structured events generated automatically when software components 
output messages describing actions, warnings or errors during their operation. A log 
event typically has a timestamp, representing the time at which the software wrote the 
event, and at least a text message describing the event. In some log events additional 
fields appear, often describing severity level, source method/function, etc. 
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Table 1. Log entry examples from an enterprise application. Marked words represent variables 
in the templates. Sequences of a similar process are marked 1,2,3 in the first column. 

1 2008 02 06 14:35:16 unexpected failure while trying to ping user session #55555 the session authentication has failed

1 2008 02 06 14:35:17 failed to retrieve the meta data of project ‘null0’ the session authentication has failed.

1 2008 02 06 14:35:19 failed to get licenses for project session the session authentication has failed.

1 2008 02 06 14:35:19 error processing request from 192.111.22.33 data starts with 0 \00000023\0 conststr download

2 2008 02 06 14:35:39 unexpected failure while trying to ping user session #44444 the session authentication has failed

2 2008 02 06 14:35:40 failed to retrieve the meta data of project ‘null1’ the session authentication has failed.

3 2008 02 06 14:35:41 unexpected failure while trying to ping user session #33333 the session authentication has failed

3 2008 02 06 14:35:41 failed to get licenses for project session the session authentication has failed.

2 2008 02 06 14:50:08 failed to get licenses for project session the session authentication has failed.

2 2008 02 06 14:50:09 error processing request from 192.111.22.33 data starts with 0 \00000014\0 conststr download

3 2008 02 06 14:50:11 Failed to retrieve the meta data of project ‘null3’ the session authentication has failed.

3 2008 02 06 14:50:14 error processing request from 192.111.22.33 data starts with 0 \00000512\0 conststr download  

Consider the examples of log entries from a running application shown in Table 1.  
Even though the events in this log contain 10 distinct messages, it is easy to see 

that there are only four message templates that generated the messages in this log. 
Variables words (IP address, user session #, project name, conststr) generated the 10 
distinct messages shown. If the templates were known, it would be easy to map each 
message to its generating templates; however, such templates are rarely known in 
practice. In addition, the number of log events with distinct messages in the log files 
we collected represented between 10-70% of the total number of log events. With 
millions of log events this number becomes too high for any type of automated analy-
sis on the event log time sequence. The problem then becomes to “compress” the log 
events so that events with similar messages are grouped together. In this paper we 
pose this problem as a clustering one, with the goal of recovering the message tem-
plates generating the log events. 

A second type of behavior is observed in logs when a system reaches a certain 
state; causing different software components to output log entries, sometimes in an 
ordered sequence, and sometimes unordered. The log entries in Table 1 show three 
sequences of log entries (marked as 1,2,3 in the first column), each caused by the 
same application state – a failure to authenticate a user session.  While some of the 
event types always occur when an authentication failure occurs (the first three), the 
fourth message, ‘error processing request from …’ occurs in other states as well.  It is 
desirable to capture such processes and represent them as one for better characteriza-
tion of the system behavior. The second problem is thus to automatically discover 
such event sequences from the massive logs. Clearly, this second problem requires a 
solution to the first one, so that sequences can be compared and matched. A further 
challenge in solving this problem stems from the fact that the logs entries may repre-
sent multiple system states at the same time, leading to interleaved sequences (e.g., 
sequence 2 and 3 above), each representing the same or a different state; e.g., a user 
session authentication failure may occur at the same time as a failure to update a data-
base – the logs would represent interleaved events from the two failures, without clear 
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indication of the source of the failure. Any solution must be capable of discovering 
the different sequences despite the interleaving. 

Formally, we represent each log entry, e, by the tuple (t,msg), where t is the time-
stamp of the message and msg is the message text, represented by the word vector: 
msg = w1, w2, …, wn, where wi is the word in the i’th position, while n is the number 
of words in a message. Each wi represents a word from all the words present in the 
logs, and the set of log entries is E. The first problem is to discover a set of message 
clusters C = c1, c2, c3,…, ck,  where k << |E|, and map each event e(t,msg) to one of 
the clusters, leading to the new representation of each event as (t, ci). The second 
problem is to automatically discover repeating event sequences, even when interleav-
ing between sequences occurs, and when event clusters appear in multiple different 
types of sequences.   

3   Online Dictionary Creation Algorithm 

To create the dictionary, mapping the text messages to a typically much smaller set of 
message clusters, we leverage the fact that messages produced by the same template 
are usually identical in many of the words, with differences only at various parame-
ters. Additionally, word ordering is important, therefore any similarity function needs 
to take word ordering into account. In our implementation we used the order sensitive 
cosine similarity between the messages: 

(Eq. 1) 
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where n12 is the number of identical words comparing each word position of msg1 and 
msg2, and n1,n2 are the number of words in each message. 

An alternative to the cosine similarity defined above is an edit distance, or varia-
tions of it, allowing for insertions and deletions. However, we found that in practice 
there is little need for it, and using it adds a significant computational overhead.  

Additionally, any algorithm is required to meet the following: 
1. Efficient: Given the massive amount of log events, any algorithm must process 

the logs very quickly, keeping up at least with the rate of incoming messages. 
Our algorithm is linear time in terms of number of messages. Our implementa-
tion of the algorithm is able to process 25,000 messages per second, keeping 
up with all systems we have encountered so far. 

2. Produce value immediately: Our algorithm is an online algorithm, producing 
new clusters as needed as more messages are observed. 

3. Consistency of clusters: Two messages that belonged to the same cluster at 
time t, cannot belong to conflicting clusters at time t+1, otherwise it can result 
in conflicting conclusions depending on t. Our algorithm builds a forest of 
cluster trees, and ensures that messages are always a part of the same tree in 
the forest, thus maintaining global consistency.  

4. Similar messages with different semantics or frequent parameter values should 
be in separate clusters: It occurs that two messages are almost identical, but 
the semantics can be very different – e.g., “network is up” vs. “network is 
down” (often the message can be much longer, with the only difference being 
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the words “up” and “down”). Additionally, a message could be “login user 
$name” could have many instances where $name =  “root”, and the rest with 
varying names, implying that user “root” should probably be considered sepa-
rately from the others. To produce the desired result in such cases, our algo-
rithm splits clusters based on the entropy of word positions in the messages 
and the words within each position to maintain high entropy among the mem-
bers of a cluster in the word positions considered parameters.  

Our online dictionary creation algorithm is shown in Table 2. 
The algorithm begins with an empty set of clusters. Each new event is compared to 

a representative message of the existing clusters in the order in which the clusters 
were created, and is assigned to the first cluster to which the similarity threshold is 
exceeded; this ensures the satisfaction of the consistency requirement. If the similarity 
threshold is not surpassed for any of the existing clusters, a new cluster is created and 
the event message is used as the representative message of the new cluster.   

Table 2. Dictionary creation algorithm 

Algorithm Dictionary Creation 
Parameters: MinimumSimilarityThreshold, MinimumSamplesForSplit, 

MinimumWordPositionEntropy, MinimumWordPercentForSplit
Initialize Clusters = {ø}; 
CREATING ROOT CLUSTERS AND ASSIGNING EVENTS TO CLUSTERS 
for every log event e(t,msg) in E Do{ 
 for every Cluster{i} in Clusters { 
  if cosine(msg,Clusters{i}) > MinimumSimilarityThreshold { 
   Add e(t,msg) as member of Clusters{i}; 
   Add e(t,msg) to relevant leaf in Clusters{i} tree; 
   break; 
  }; 
 }; 
 if no cluster matched e(t,msg) 
  Add msg as new cluster in Clusters;  
}
SPLITTING CLUSTERS (check occurs every X events) 
for every leaf cluster in Clusters{ 
 if number of events assigned to the cluster > MinimumSamplesForSplit{ 
  Compute the entropy of every word position in cluster h(j), j=1,…, max msg length 
  Find i=argminj h(j) such that h(j)>MinimumWordPositionEntropy; 
  Find all words for which pki •100 > MinimumWordPercentForSplit 
  Split to leaf clusters according to the words above and another for all other words 
  Update membership of all events e(t,msg) in the split cluster 
 } 
}

 

The second step of the algorithm considers splitting a cluster if the following condi-
tions are met: 

1. There is a minimum number of events that belonged to the cluster 
2. A word position has an entropy smaller than a splitting threshold (but not zero) 

and at least one word in that word position appeared in x% of the messages. 
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The entropy of a word position is computed as: ∑
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where n is the number of words in the dictionary, pkj is the probability that 

word k appears in position j, computed as 
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ber of times word k appeared in position j, and nc is the number of messages 
belonging to the cluster. 

When the two conditions are met, a cluster is split into at least two clusters, and pos-
sibly more if more words that pass the x% threshold. We use x = 10% in our experi-
ment, and the minimum number of messages in a cluster as 1000. 

The output of the algorithm is a forest of cluster trees, in which the branches of the 
tree represent splits based on the entropy criterion, and the tree roots are based on the 
cosine similarity criterion.  In terms of efficiency, the algorithm performs a single 
pass over the data, preserving word counts for splits as it reads the messages. Creating 
the root of the forest is purely online, while the splitting phase is performed periodi-
cally on select clusters such that new messages are not held up for long. We show in 
our experiments that despite the heuristic nature of the algorithm, it achieves cluster-
ing results that are both accurate in terms of recovering message templates, and also 
very similar to batch clustering on the same data. 

4   PARIS Algorithm 

The PARIS (for Principal Atoms Recognition In Sets) algorithm is designed for iden-
tification of sets of events that tend to occur together. We assume that in each point in 
time several processes occur in the system, each generates its own set of log messages 
and the full log is a union of the individual log sets. We also do not assume that the 
messages generated by a process are ordered since many systems are a-synchronic 
making the ordering meaningless.  PARIS gets as input the full log, and identifies the 
individual sets of messages that belong to one process or failure. Therefore, PARIS 
actually provides an alternative representation of the full log as a collection of atoms, 
where each atom is a known set of messages produced by one process or failure. Such 
an alternative representation provides several advantages, 

1. Event suppression and filtering – one atom is used instead a set of log mes-
sages, which allows efficient representation of the data. 

2. Analysis – each atom stands for one process or failure, and therefore repre-
sentation by atoms is more meaningful than the full representation. Note that 
unlike atoms, a single log message can appear in several different processes 
or failures, and therefore its occurrence does not necessarily describe any spe-
cific system state. 

3. Reduction of noise – lets assume a process occurs every once in a while in the 
system, and causes a set of log messages. PARIS will identify this set as an 
atom that describes the process. Let’s also assume in a new time window we 
witness most of these log messages but not all of them. This inconsistency 
can be either noise (other messages were deleted, delayed or were wrongly 
assigned to a different time window), or as an intrinsic problem in the system 
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(e.g. the process was stopped in the middle). In both cases, PARIS representa-
tion can easily detect this inconsistency – fix it, or alert. 

PARIS – Problem Description  

Let D1,D2,…DN be N different sets of elements, each consists of a finite set of values 
taken from a finite alphabet v1,v2,...,vT (in our case the alphabet is the set of log mes-
sages ids, given as a result of the dictionary creation algorithm). We assume the con-
tent of each set Di consists of at most L smaller sets, denoted also as principal atoms. 
The set of all principal atoms is denoted as A, and consists of K elements A = {A1, 
A2, ... , AK}. Each principal atom Aj holds a set of values Aj = {vj1,vj2,...,vjw}. The 
atoms are not necessarily distinct, nor do they consist of all available values. A repre-
sentation of the set Di using A is denoted as F(A,Ri), where Ri is a set of indices, and 

j
Rj

i ARAF
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∪=),( . We denote by F(A,R) the set of all representations, 

{ }RiRAFRAF i ≤≤= 1),(),( . The PARIS algorithm aims to find a set of 

atoms A and a set of representations R that minimize the sum of distances between 
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where d is a distance metric between sets. PARIS’s execution and results heavily de-
pend on the definition of the distance function d. The simplest distance function we 
defined counts the number of elements that are not common in the two sets, and nor-
malizes it by the size of Di, 
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where ⊗  is the XOR operator that returns the set of elements that appear in one set 
and not in the other. However, in many cases we found this distance function to be 
too simplified, as it does not consider cases in which only part of the atom appears in 
Di due to, for example, missing log entries. We defined a slightly modified distance 
function that uses a slack parameter r, 

( ) ( ),),),,((,),(, rDRAFBDdRAFDd iiiii
r =  

Where 

),
~

(),),,(( iii RAFrDRAFB = , 

and ( )),
~

(,minarg
~

~ ii
A

i RAFDdA =  for iiii ArAAA ⋅≥⊆ ~
,

~
. That is, we al-

low the distance metric to consider only a portion r of the elements of each atom in 
the representation reducing the penalty for mismatches. When r=1, the function dr is 
identical to d.  
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Implementing PARIS 

As the solution of (2) is combinatorial in its nature, we designed an iterative scheme 
for minimizing it. In each iteration there are two stages: representation stage and atom 
optimization stage. 
 

• Representation stage: we fix the set A, and solve for all i 

( )),(,minarg ii
r

R
i RAFDdR

i

= . This is done greedily by adding one atom 

after the other to the representation. In each stage the added atom is the one 
that best minimizes the distance. The process stops when the distance is no 

longer minimized, or when LRi = .  

• Atom optimization stage: we change A in order to minimize the distance of 
the representation to D. We do so one atom after the other. When optimizing 
Ai, we fix all other atoms, and consider only the data sets that include Ai in 
their representation (other data sets will not effect Ai). For each such data set 
we define representation error set Ei, 

{ }})/{,(/ iRAFDE iii = , 

where the operator ‘/’ stands for set subtraction. Ei actually holds all the 
elements in Di that are not yet represented by all other atoms except Ai. We 
then re-define Ai in order to better approximate all these representation er-
ror sets. 

 

In each iteration the cost function (2) is reduced, and therefore the algorithm is prom-
ised to converge to a minimum solution. As the solution is local, several heuristic 
operations are done in order to force a more global solution (such as replacing identi-
cal atoms or atoms that contain other atoms). Other versions or PARIS are designed 
mainly to omit the need for the initial setting of K and L, and to better avoid local 
minima solutions.  

Validating PARIS Using Synthetic Data 

A necessary and important stage in validating the algorithm is to execute it on syn-
thetic data that was generated directly according to the model assumptions. For this, 
we randomly selected a set of K ‘true’ atoms from an alphabet of size 200 (each atom 
included 8 elements). Then we assumed a fixed r and generated the input sets D. Each 
set Di was generated by a union of random L atoms. From each of the atoms only r of 
the elements were taken. In addition, some noise was added to each set by switching 
on/off n elements. Finally, we executed the algorithm after supplying it with the pa-
rameters (k, L, r), and with the input sets D. The success rate of the algorithm was 
measured by the number of successful atom restorations out of k. 

In the first experiment we set, K=50, L=3, N=3000, and varying r (between 0.4 and 
1). The rates of successful restorations with noise levels of 0, 2, 4, 10 are described in 
the blue, red and green graphs in Figure 1. 
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Fig. 1. (a-c)  PARIS synthetic experiments 

Another experiment was done with a fixed r=0.6, and L varies between 1 and 7, 
with noise levels of 0,2,4,6,8,10. The results are presented in Figure 1(b). A third ex-
periment was done with fixed r=0.6, and L=3, while K varies between 30 and 100 in 
jumps of 10 and with noise levels of 0,2,4,6,8,10. The results are presented in Figure 
1(c). These results demonstrate the ability of PARIS to successfully extract the origi-
nal atoms, even in the presence of noise.  

However, when applying PARIS on real data, the setting of K, L and r is done heu-
ristically, using reasonable assumptions and knowledge of the system and the origin 
of the data. In the log experiments we used the following: k=80, L=3, r=0.51. 

5   Use Cases for the Log Analysis Algorithms 

The two algorithms described in the previous section transform the system event logs 
from semi-structured text to machine readable forms. The obvious question is what 
are the use cases that justify running these algorithms on system logs? In this section 
we describe three such use cases which we have seen in our experience to be useful 
for operations of large Enterprise IT systems. There could be additional use cases 
which we have not encountered yet. 

The first use case, and also the most straightforward one, is to use the transformed 
event logs to aid in diagnosis of system problems. In most IT applications, indications 
of problems stem from abnormal measurement values in monitors that are critical to 
the business, such as transaction response time or throughput. When those indicate a 
problem, the operators needs to discover the root cause through mounds of data; 
monitors of system behavior, such as CPU utilization, memory, network, etc, and sys-
tem event logs. In recent years, work in this area showed how to aid in the diagnosis 
using machine learning methods such as Bayesian network classifiers, clustering 
[7][8][9] using real-valued monitors. Adapting these methods to use the output of our 
algorithm is straightforward; the rate or binary representation of each event type from 
the dictionary, and/or atoms from the output of PARIS, is computed over time win-
dows of 1-5 minutes, matching the frequency of the monitors used to detect problems. 
This turns the log events to temporal measurements enabling the application of exist-
ing learning technologies to help classify and describe problem periods.  

A second use case is visualization of the system event logs over time for gaining 
better understanding of the system operation. While this use case is similar to the first 
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in many respects, visualization of the log events over time produces views that enable 
quick understanding of system operation, such as reboots, normal periodic processes 
(e.g., database partition), and processes that are running amok, not causing any de-
tectable problem at the application level yet. Whereas in the first use case the diagno-
sis of a specific problem that occurred is a supervised learning problem, this use case 
is unsupervised, leveraging visualization and additional unsupervised techniques to 
detect anomalies or behavioral patterns from the logs. 

A third use case is the use of the output of the algorithm for efficient indexing of 
the logs, reducing both space requirements and speeding up search through the logs 
significantly over standard indexing. The clusters serve as the index to each message, 
coupled with the varying words, to produce a very fast and small index representing 
exactly all event logs.   

We show examples of each use case in the experimental section. 

6   Experimental Results 

For our experiments we collected five log message datasets taken from systems in 
different fields of the IT world, in accordance with the use cases mentioned above. In 
order to demonstrate the generality of the algorithm, we chose one hardware log (that 
of a printing press), one Windows Server event log (which represents an infrastructure 
environment) and two enterprise business application logs. We were careful to select 
logs in which system problems were discovered, as well as logs from normal process-
ing time of the systems. We ran each of the logs through the dictionary creation algo-
rithm, transforming them into sets of clusters, unique messages and word dictionaries.  

In addition to clustering the messages into distinct clusters, the dictionary creation 
algorithm also kept track of the distinct message strings, number of distinct non-
numeric words in the logs of each system, as well as statistical information about the 
messages, such as the average number of words and the median number of words in 
each message. 

Table 3. Result Summary for Log Datasets 

Source Time Frame Number 
of
messages 

Number 
of unique 
messages 

Number 
of clusters 

Number of 
distinct
words

Median
message 
length

Index size 
reduction

Business
App 1 

Start:
2008-01-10 06:00:01 
End:
2008-09-03 11:14:16 

4,210,513 153,619 4,193 112,112 25 90%

Printer
Press

Start:
2008-04-14 22:09:10 
End:
2008-04-14 22:12:51 

11,204 5,631 204 1,796 10 50%

Window
s Events 

Start:
2006-09-05 01:55:19 
End:
2009-06-19 02:38:45 

66,102 25,340 476 14,550 26 40%

Business
App 2 

Start:
2009-01-25 13:19:31 
End:
2009-03-23 09:06:33 

483,768 70,102 1,115 42,057 10 90%
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Table 3 summarizes the results of running each of the datasets through the algo-
rithm. For every data set it shows the timeframe of the messages in the log, how many 
messages were processed (number of messages), how many distinct messages were in 
the logs (number of unique messages), the number of clusters they were grouped into 
(number of clusters), the number of distinct words that were discovered in the log (not 
including numeric strings), and the median number of words in a message. 

Index Size Reduction and Space Compression 

Special attention must be given to the last column of Table 3 Result Summary for Log 
Datasets. As mentioned previously in the third use case, the algorithm efficiently in-
dexes the logs, both reducing space requirements and speeding up search through the 
logs significantly over standard indexing. The last column of Table 3 demonstrates 
this. It shows the percentage by which the index size was reduced in the representa-
tion of the logs. In the cases of the business applications, the reduction in size was up 
to 90%! This compression in representation of the logs is done on two levels. The first 
consists of keeping track of unique messages and the number of times they occur 
rather than keeping track of every instance of every message. The second level of 
reduction consists of using the cluster as an index to the unique messages, coupled 
with keeping only the subsequent varying words of every unique pattern message, to 
produce a very fast and small index representing exactly all event logs.  The 90% re-
duction is the saving of the clustering step compared to the first step of reduction – an 
index based on the unique messages. A 99% reduction is achieved over the naïve in-
dex which doesn’t keep track of the unique messages. 

Figure 2 further demonstrates the reduction in size that the algorithm provides for 
the Business Application 1 data, showing that over a 6 month period the number of 
unique messages (labeled as “Distinct Messages”) grows at a steep rate while the 
number of clusters (labeled as “Template Messages”) stays relatively very small.  

 

 

Fig. 2. Growth of distinct (unique) messages vs. cluster (Template)  messages created by the 
algorithm  
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Dictionary Accuracy 

In order to gauge the precision of our clustering methodology, we utilized the event 
logs from Windows to perform an accuracy test of our algorithm. Windows event 
messages include an event id for every message, a form of ground truth clusters pre-
ordained by the Windows server. We analyzed our algorithm’s clusters to see what 
types of Windows event id’s are included in each of them, and to see how well our 
cluster ids correspond to the Windows event id designated by the Windows server. 
We measure cluster accuracy using clustering purity and normalized mutual informa-
tion (NMI) [15] compared to the ground truth given by the windows event ids.  

For the 25,340 unique messages in the Windows logs, there were a total of 104 dis-
tinct event ids and a total of 467 clusters created by the algorithm1. The algorithm 
clustered the events with 96.7% purity in comparison to the Windows event ids, and 
NMI of 0.41. These numbers show that there was a great match between the clusters 
and the windows event ids, although the algorithm produced four times as many event 
types as existed in the data. Compared to the number of unique messages though 
(over 25,000), this number is quite small. It is also noteworthy that some Windows 
events had different event ids despite being comprised of the exact same text. This 
ambiguity in the source data can also contribute to the lack of purity in the clusters. 

We also compared our clustering algorithm to the result of a batch clustering  
algorithm on the windows event data. As a batch clustering algorithm we used the 
hierarchical cluster tree algorithm with single linkage clustering [15], adjusting it to 
produce the same number of clusters as our online algorithm. The NMI between the 
results of our clustering ands the batch algorithm was 0.88, while the purity was at 
98%, indicating the result of our online heuristic algorithm is nearly the same as the 
batch algorithm. 

Example 1: Root cause analysis for application performance debugging 

The following example demonstrates the use case of using the log analysis algorithm 
for diagnosis of performance problems in a transactional business application using 
the system logs. During routine monitoring of performance, a spike in transaction 
response time was noticed (see figure 3).  

In addition, the performance monitors showed that the database CPU usage and the 
application server CPU usage were increasing, despite the fact that the number of 
connections to the application server was decreasing.  

The monitor indicated multiple symptoms of a performance problem occurring in 
the system, but no indication of what might be causing it. The different components 
that compose the environment all have corresponding logs with error messages that 
occurred at the time of the spike, but no clear way to disseminate them. It is only 
when processing the system logs through the algorithms that a clear picture of the 
environment is composed using that information and error messages from multiple 
sources are put into context of timeline and order (see figure 4). 

Once processed through the algorithms, error messages from multiple sources were 
visualized together, indicating order of appearance and cluster classification.  
 
                                                           
1 The algorithm ran with similarity threshold of 0.6. 
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Fig. 3. Spike in transaction response time. The spike represents a performance problem for the 
application.  

Analyzing the messages in this fashion assisted in isolating the root problem that 
caused the system errors – a java IllegalStateException message: 
java.lang.IllegalStateException: getAttribute: Session already invalidated. Once iden-
tified, explanations and solutions were easily found and applied  (e.g., 
http://forums.sun.com/thread.jspa?threadID=5129793). 

Example 2:  Error/Behavior Detection in IT Management Software 

The second example we provide is that of an IT Management system whose 
dashboard did not report any data about system health, despite the data being col-
lected. As opposed to the previous case, in this situation there were no accompanying 
symptomatic behaviors by components in the system.  

 

Fig. 4. Error messages at time of system errors, visualized after dictionary creation processing.  
The y-axis refers to the IDs generated by the dictionary creation algorithm (clusters). The x-
axis is the time. Every dot in the graph represents an actual message from the log, showing its 
mapping to one of the discovered clusters. The period shaded period corresponds to the period 
with the spike in response time. The corresponding log error messages relevant to the problem 
are clearly visible in the graph. 
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Fig. 5. Visualization of the messages from IT Management System logs following the diction-
ary creation step. The Region marked in red is the time when a problem occurred in the system; 
the marked message clusters that appear in this period were deemed to describe the root cause 
of the problem. Regions marked with ovals demonstrate the pattern of events when the system 
was performing a restart. 

Once again a multitude of logs were processed by the algorithms and, when visual-
ized, provided some insight into the problem in the system. The time-series graph in 
Figure 5 displays the results of the log analysis process. The area shaded in red is the 
timeframe in which the problem with application occurred, and upon examination of 
the graph, the problem is isolated given the two error messages, which appear only 
during this problem, stating that the report transaction failed to publish its results to 
the dashboard due to a locking problem. Once again, once the problem is isolated, the 
corresponding resources can get to work on fixing it. 

From the visualization, further information about the system’s behavior can be ob-
tained, both normal and abnormal. For example, the points surrounded by ellipses 
represent groups of messages that recur regularly, which upon investigation are iden-
tified as belonging to the normal shutdown and startup processes of the server.  

PARIS Results: Identifying Processes 

We have shown in the previous section the result of the PARIS algorithm on artificial 
data. We applied the PARIS algorithm on the Business App 1 data set, using 15 min-
ute windows and representing the data in the window as a binary vector; a vector rep-
resenting at time window t is a vector of length N (the dictionary size), with “1”s in 
the indices of event clusters that appeared at least once during the time window. 
While no complete ground truth exists regarding the different processes in the system, 
we resort to experts to determine the validity of our output. 

Table 4 below shows examples of three atoms, showing the corresponding event 
clusters in each. These atoms represent three failure types in the system creating the 
logs. 

Failed processing http request: report_transaction, from remoteHost :5.55.55.55

Failed to acquire lock for publishing sample

Reboots
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We see that there are shared events in Atom 78 and Atom 14 (highlighted), al-
though the failure modes in the system are different in these two cases. The messages 
in Atom 79 represent a third failure mode, representing the messages occurring after a 
session authentication failure. When we looked at the timeline of when this atom ap-
peared, we saw it repeating. Some investigation showed that it is due to an old script 
that was being executed at a regular interval that went undetected for months until our 
analysis 

Viewing the timeline of when the atoms appeared, we saw that some failure types 
sometimes occur concurrently, due to the concurrent nature of the system, which 
serves multiple users performing various different tasks at the same time.  

Unfortunately, we do not have ground truth data similar to the windows event logs, 
as such ground truth requires deep knowledge of the applications. However, the anec-
dotal evidence presented above do validate both the need for an algorithm such as 
PARIS and that PARIS can produce meaningful results in complex system event logs. 

Table 4. Example Atoms corresponding to three failure types in the system 

Failure type 1: Atom 78 Failure Type 2: Atom 14 Failure Type 3: Atom 79 
failed to get coverage,
failed to get list of entities keys

failed to cover req invalid values in 
removecoverage input frec parameter 

failed to post common settings the 
project session authentication has 
failed.

failed to complete the action cannot create 
new test duplicate test name 'xxx' 

failed to complete the action cannot create 
new test duplicate test name 'xxx' 

failed to retrieve the meta data of 
project 'xxx' the project session 
authentication has failed 

failed to get test value unexpected failure 
in getvaluepostprocess 

failed to get test value unexpected failure 
in getvaluepostprocess 

failed to get licenses for xx project 
session the project session 
authentication has failed. 

failed to post design steps values cannot 
add new design step to test #xxx test #xxx 
not found 

failed to post design steps values cannot 
add new design step to test #xxx test #xxx 
not found 

failed to get the specified common 
settings the project session 
authentication has failed. 

failed to post req, failed to build 
hierarchical item descriptor 

error creating request from x \xxx\xx 
conststr gettestsetvalue, 
failed to lock object the project 
session authentication has failed. 
exception in getting sequence value 
login has timed out.  

7   Related Work 

Methods for analyzing system log events have gained the attention of machine learn-
ing researchers in recent years.  Most works assume a known message dictionary and 
apply time series analysis methods to the logs. In this category, among others, are 
[11][12][10], who developed methods to mine temporal event patterns, using HMMs, 
temporal graphs and other temporal models to extract important patterns. These works 
assume a known dictionary mapping the messages to a finite set of types, and also do 
not account for interleaved log sequences, which appear in large scale transactional 
systems.  

[13] introduce a method for reducing the dimensionality of large scale logs by us-
ing dimensionality reduction and clustering of groups of log events. However, their 
method is designed to work in support center settings, where a support engineer re-
ceives chunks of logs only when the system is known to have failures, and limits the 
log types collected. Xu et al [14]  also analyze logs based on log message groups and 
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use PCA to detect anomalous messages in the logs, analyzing logs continuously dur-
ing operations.  Their solution to the dictionary creation problem is to analyze the 
source code of the monitored applications, identifying possible message templates 
from the code and validating them in the logs. In contrast, our method assumes no 
access to the source code, using only the logs themselves to discover the possible 
templates, making our method applicable to a wider range of systems. Our PARIS 
algorithm combines the advantages of both the temporal pattern mining approaches 
and the batch approaches (such as PCA). It does not ignore time in the analysis, but 
tries to represent efficiently each time window with a set of atoms, representing proc-
esses, thus accounting for both groups of messages and interleaving of sequences.  

The PARIS algorithm can also be compared to other existing methods in signal 
processing and machine learning. The simple version of PARIS is the set variation of 
the overcomplete dictionary learning algorithm K-SVD [2] in signal processing with 
real-valued data. K-SVD discovers a dictionary matrix so that each signal in the input 
data can be well represented by a sparse linear combination of its atoms. Its effi-
ciency in image and video processing was proved in applications such as denoising of 
images and videos [3][4], image completion [2] and compression [5]. Similar to the 
latent variables in Latent Dirichlet Allocation [6], PARIS’s atoms can be viewed as 
representing concept clusters, system processes in our case, allowing multiple concept 
clusters to represent each time period; this property overcomes the interleaving prob-
lem present in the logs.  

8   Discussion and Summary 

In this paper we introduced two novel methods for extracting patterns and summariz-
ing complex system event logs. While our work shows promise on real logs, there are 
various open issues and future work opportunities. 

While our dictionary creation algorithm is online and efficient, in some systems it 
may become necessary to analyze logs locally on the various distributed system ma-
chines as it may be too expensive to transfer logs over the network to a single central 
node. The challenge becomes to generate one consistent dictionary for all logs being 
analyzed on various machines, so that logs of the same type (e.g., Apache logs from 
various web servers) produce a single dictionary. 

Second, our use of the PARIS algorithm on the logs currently uses a fixed size time 
window. However, for some processes, shorter or longer windows may be required, 
and the boundaries of the current windows are arbitrary and may split processes. An 
adaptive windowing approach may be required for more accurate process identifica-
tion. Additionally, further validation is required for the PARIS algorithm on logs with 
more ground truth data. 

Our heuristic dictionary creation algorithm performed well on system event logs 
and would most likely fair well on texts generated automatically from a finite set of 
templates. While we used the word order sensitive cosine similarity, it can be easily 
modified to ignore word order and use other similarity measures. We have also been 
experimenting with the PARIS algorithm to extracts concept classes from general text 
corpus, with initial results showing promise. 
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To conclude, the title of this paper, “one graph is worth a thousand logs”, was 
coined by the quality engineer who used our system to quickly diagnose a perform-
ance problem with his application. This paper provides the necessary machine learn-
ing methods that transform massive amounts of system event logs into a form that 
enables meaningful visualizations and automated analysis that indeed help operators 
understand the complex behavior of the systems they manage. 
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