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Abstract. We evaluate a parallel Schur preconditioner for large sys-
tems of equations arising from a finite element discretization of the
Navier-Stokes equations with streamline diffusion. The performance of
the method is assessed on a biomedical problem involving oscillatory flow
in a human abdominal bifurcation. Fast access to flow conditions in this
location might support physicians in quicker decision making concern-
ing potential interventions. We demonstrate scaling to 8 processors with
more than 50% efficiency as well as a significant relaxation of memory
requirements. We found an acceleration by up to a factor 9.5 compared
to a direct sparse parallel solver at stopping criteria ensuring results sim-
ilar to a validated reference solution.

Keywords: Aortic aneurysm, flow simulation, streamline diffusion
FEM, indefinite matrix, parallel Krylov solver.

1 Introduction

Aortic aneurysm is a permanent and irreversible widening of the aorta, which,
if left untreated, can dilate further and eventually rupture, leading to death in
most cases. Many biochemical and biomechanical mechanisms have been iden-
tified as playing a role in the formation of aneurysms [12] [18]. Shear pattern
and pressure distribution in the pathology are of considerable interest in this
context, but computer tomography scans do not deliver such information and
conventional magnetic resonance imaging (MRI) does not offer the appropriate
accuracy. Numerical simulations offer therefore an attractive option to provide
support for diagnosis and interventional planning. Computer aided quantifica-
tions, however, are still not part of clinical decision making. The major reason
is the prohibitive computation time needed when using standard solution tech-
niques, which makes this approach infeasible in an everyday clinical environ-
ment. Parallelization emerges therefore as an attractive technique to significantly
shorten the simulation time in such critical cases.

We have already pointed out that flow disturbances due to oscillatory flow in
a bifurcation is a possible factor in formation of aortic aneurysms [18]. Therefore,
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knowledge of flow conditions in aneurysm prone regions might help to identify
patients at risk. For flow investigations, a tetrahedral mesh of an abdominal
bifurcation was extracted from MRI scans of a real patient (see Sect. 2.1). To
find the pressure and velocity distribution in this domain, the Navier-Stokes
equations are numerically solved. A mixed finite element discretization with
streamline stabilization and oscillatory boundary conditions is used (Sect. 2.2).
After implicit discretization in time, a nonlinear system of equations is obtained
for each time step, the solution of which is computed iteratively by solving linear
systems. The efficient solving of these linear systems, essential for quick patient
diagnosis, is the topic of the present study.

Our fully implicit formulation circumvents the splitting error incurred by the
semi-implicit projection methods frequently used for this problem [6]. Due to
incompressibility, the fully implicit method relies on indefinite linear systems
which are more expensive to solve than the definite systems arising in projection
methods. Until recently, solution methods for indefinite systems have exhibited
strongly mesh-dependent convergence rates in contrast to definite systems which
can frequently treated in a mesh-independent number of iterations using multi-
level methods.

If high resolution is required, the bifurcation and other biomedical models
generate equation systems with millions of degrees of freedom. Direct solvers
are generally expensive in terms of storage and computing time [11] and their
cluster parallelization poses many challenges. Iterative solvers are generally more
suitable for large scale distributed memory computing, and a few toolkits are
publicly available, e.g., Portable Extensible Toolkit for Scientific Computation
(PETSc), [1]). However, they require preconditioning, but standard precondi-
tioners fail as the linear systems in the fully implicit formulation are indefinite.
In this study, we test the Schur complement preconditioner described in Sect. 3.2.
It is embedded in a completely parallelized implemention of matrix assembly and
solving (Sect. 4).

2 Numerical Representation of the Bifurcation Problem

2.1 Data Acquisition

An MRI scan of an abdominal bifurcation was acquired using a magnetic reso-
nance system Philips Achieva 1.5T, using a 3-D phase contrast pulse sequence,
which provided bright blood anatomy images of the lower abdomen of a healthy
35 year old male volunteer. Slices were taken perpendicularly to the infrarenal
abdominal aorta. The images were 20 slices with 224 x 207 pixels in size, with
a slice thickness of 5mm and an in-plane pixel spacing of 1.29 mm, over 24
phases of the cardiac cycle. The arterial lumen was then segmented from the
anatomy images and smoothed, so as to produce an initial surface mesh. This
was used as input to a volumetric meshing algorithm. A commercial mesh-
ing toll (ICEM CFD, see http://www.ansys.com/products/icemcfd.asp) imple-
menting octree based refined subdivision has been used to produce high quality
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tetrahedral meshes. The quality was defined as the normalized ratio of inscribed
to circumscribed spheres radii and was 0.4 for the worst mesh element. For this
study, we performed tests with three different mesh resolutions: 10’000 (mesh S),
50’000 (mesh M) and 150’000 (mesh L) second order tetrahedrons. Fig. 1 shows
the middle sized mesh.

Fig. 1. Mesh

2.2 Discretization Scheme

Assuming constant viscosity η and density ρ, the Navier-Stokes equations for an
incompressible fluid are given by

ρ
(

∂u
∂t + u · ∇u

)− η∇2u +∇p = 0 and ∇ · u = 0 ,

where u = u(x, y, z) denotes the velocity and p = p(x, y, z) the pressure. To
solve we apply a standard Galerkin finite element procedure [22] with streamline
diffusion [5] for stabilization reasons. The time derivative is discretized using the
backward Euler method, producing a nonlinear system of algebraic equations to
be solved at each time-step. Picard iteration is applied to the nonlinear system,
resulting in a linear system to be solved at each iteration. See Sect. 3 for details on
this linear system. Picard iteration is preferable to Newton linearization insofar
as the latter method can slow down the convergence of approximated Schur
complement preconditioners by about a factor of two on the present problem [4].

The flow in abdominal aorta is known to be oscillatory [18], i.e., it includes
a flow reversal phase, with peak inflow/outflow velocities of about 0.8/0.2ms−1,
respectively. We approximate this condition by a sine wave multiplied by a de-
veloped flow profile on the inflow plane. On the outflow planes p = 0 and du/dn
hold. Everywhere else on the bifurcation boundary the no-slip boundary condi-
tion is applied.
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3 Solution Method

The linear systems in the Picard iteration have the block form

Kφ =
(

Au BT

B 0

) (
φu

φp

)
=

(
bu

0

)
. (1)

where φu, φp are velocity and pressure solution vectors respectively, and bu is the
body force. The matrix Au represents the discretization of the time-dependent
advection-diffusion equation and is non-symmetric in the presence of advection,
and B is the discrete divergence operator.

Applying iterative techniques, a system such as (1) is solved without explic-
itly forming the inverse K−1 or factoring K. Hence, less storage and a smaller
number of operations may be required than by direct methods. The essential
algebraic operation is the matrix-vector product y ← Kx, which requires lit-
tle computing time and is relatively unproblematic to implement on distributed
memory systems [2], [3], [21].

The iterative methods of choice are Krylov subspace methods, for which the
number of iterations required for convergence scales roughly with the square root
of the condition number. Since the condition number of K scales as 1/h2 where
h is the mesh size, preconditioning is mandatory for high-resolution. Due to the
zero block, K is indefinite and standard preconditioners such as ILU, Schwarz,
and multigrid perform poorly or fail completely.

3.1 Existing Methods

Preconditioners for the indefinite Navier-Stokes system are based on approximate
factorizations of (1), with the Uzawa [19] and SIMPLE [15] algorithms corre-
sponding to particular choices [8]. While these two classical methods and their
variants such as SIMPLER [14] avoid the large memory requirements of direct
methods, their performance is usually poor and they exhibit mesh-dependent
convergence rates. More recently, several block preconditioners have been devel-
oped based on the factorization

(
Au BT

B 0

)
=

(
1 0

BA−1
u 1

) (
Au 0
0 S

) (
1 A−1

u BT

0 1

)
(2)

where S = −BA−1
u BT is the Schur complement [4]. A linear solver for (1) is

obtained by choosing an outer Krylov method, selectively dropping terms in (2),
and choosing preconditioners for the definite matrices Au and S. Modern choices
which involve spectrally equivalent operators obtained using multigrid offer sig-
nificant performance benefits in the form of mesh-independent convergence rates
and low sensitivity to Reynold’s number and time-step length. The matrix Au

is sparse and definite so it may be assembled and preconditioned using stan-
dard methods. Unfortunately S is dense, thus very expensive to form, so other
methods must be employed to form its preconditioner.
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3.2 Our Preconditioner

When right-preconditioned GMRES is applied to (1), an optimal preconditioner is

P−1 =
(

Au BT

0 S

)−1

, (3)

where S = −BA−1
u BT is the Schur complement. Since KP−1 has minimum degree

2, the right-preconditioned system KP−1(Px) = b converges in two iterations of
GMRES [13].

The matrix P−1 is not assembled, but only defined by its application to a vector
(

zu

zp

)
←

(
Au BT

0 S

)−1 (
yu

yp

)
. (4)

The vector (zu, zp)T is obtained by solving the systems

Szp = yp , (5)
Auzu = yu −BT zp . (6)

Analogously to P , a matrix-free representation is also used for S. The action
rp ← Szp of the Schur complement to a vector is obtained in three steps

z̄p ← BT zp

r̄p ← A−1
u z̄p (7)

rp ← −Br̄p .

Using yu = bu and yp = −BA−1
u bu and solving (7), (5), and (6) completely corre-

sponds to the full factorization (2), hence solves (1) completely. Solving these inner
systems to high precision is expensive. Only some iterations are usually performed,
so the matrices in (3) are replaced by the approximations Ŝ ≈ S and Âu ≈ Au. If a
Krylov method is used in the inner iterations, or if a variable number of stationary
iterations are performed, the preconditioner is not a linear operation so the outer
iteration must use a flexible variant such as FGMRES [16]. This solver allows only
right preconditioning.

The action of applying P−1 to a vector requires solves with Au in two places,
one for computing the action of −BAuBT in (7) and one for computing zu in (6).
Since Au is given in assembled form, any standard preconditioner for nonsym-
metric problems can be used. Algebraic multigrid, e.g., was shown to be suitable
for advection-diffusion problems including streamline-diffusion stabilization
[10, p. 252].

3.3 Preconditioning the Schur Complement

A crucial point for the performance of P is effective preconditioning of Ŝzp =
yp. Elman studied preconditioners for the Schur complement in the case of time-
dependent Navier-Stokes equations [4]. He found experimentally that the so-called
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BFBt method in conjunction with GMRES allows a convergence which is essen-
tially independent of the Reynolds number and of the mesh size at finite time steps.
Morerover, the iteration count was observed to decrease as a function of time step
size. In the BFBt method, S is approximated by

PS = (BBT )(BAuBT )−1(BBT ) . (8)

The application of P−1
S requires two solves with BBT at each iteration of this

inner system.BBT corresponds to a discrete Laplacianwith appropriate boundary
conditions, and according to Elman, an approximate solution by “one or two steps
of V-cycle multigrid” is “sufficient for good performance of the complete solver” [4,
p. 358].

4 Implementation

4.1 Mesh Partitioning

The total matrix is reassembled for each Picard iteration in each time step, which
at a step size of 0.01 s for 4 cardiac cycles is about 2000 times. Computing time
is hence a crucial factor, and the assembly is hence done in parallel. Each proces-
sor calculates roughly the same number of element stiffness matrices. At model
setup, the master reads the mesh and distributes it to each processor.A small num-
ber of message start-ups at assembly is desirable to limit latency. Partitioning the
mesh in stripes minimizes the number of neighbours of each sub-domain and hence
the number of messages for exchanging the stashed entries of the interface nodes.
PETSc offers an interface to the state-of-the-art partitioning software Chaco [9],
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Fig. 2. Illustration of mesh and matrix partitioning. The arrows indicate the inter-
processor communication during matrix assembly.
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e.g., which contains a routine for cutting in stripes along an axis. However, the
maximum number of subdomains is limited, and there is no option to keep the
same axis when applying the routine recursively. We implemented therefore a sim-
ple partitioning method by cutting the mesh in equidistant stripes along its longest
axis.

Each tetrahedron is assigned to the stripe where its center is located (see Fig. 2).
They are re-ordered in the sense that the ones in the first stripe are send to processor
one, the ones in the second to processor two, etc. The nodes are renumbered also
according to the order of the sub-domains, meaning that the nodes of the elements
of stripe one are listed at first, the ones of the elements of stripe two are listed
afterwards, and so on.The interface nodes are always assigned to the processorwith
the smaller number. For example, the interface nodes between the sub-domains one
and two belong to the first processor, and the ones between the sub-domains two
and three to the second. The tetrahedral information of each sub-domain, i.e. lists
of ten node indices per line, is translated according to the new node numbering and
afterwards distributed.

4.2 Matrix Assembly

The global distributed matrices Au, B, and BT are assembled separately and in
parallel using PETSc. Using this programming environment, matrices are parti-
tioned in blocks of contiguous rows with a user-defined number of rows per pro-
cessor. The assignment of the nodes described above defines the number of rows
per processor. If N is the total number of nodes, Au has the overall size 3N × 3N .
Indicating with Nk the number of nodes of processor k, the stripe of Au of this pro-
cessor has the size 3Nk×3N . The blocks B and BT , however, have the overall size
NP ×3N and 3N×NP , where NP indicates the size of the pressure space. Accord-
ingly, the number of rows of BT per processor is the same as the one of Au, whereas
the local number of rows of B is given by the local number of pressure nodes.

Preallocation of the matrix memory is also important for a fast assembly. It re-
quires the number of nonzeros in each row of Au, B, and BT , which are determined
before starting the computation of the cardiac cycles. The (local) entries in the ele-
ment stiffness matrices are added to the corresponding global entries in the overall
matrices Au, B, and BT . If the global entry is in a locally owned row, no inter-
processor communication is necessary. Otherwise the entry is stashed until the end
of the assembly phase when PETSc sends all buffered values to the appropriate
processors.

The global row or column index iA of an entry in Au is simply given by the index
n of the corresponding node in the tetrahedral list, where iA = (n− 1) · 3 + l and
l = 1, 2, or 3 depending if it is a matter of the x, y, or z coordinate. Concerning the
global row or column indices in B orBT , respectively, it must be taken into account
that NP �= N in case of second order tetrahedra, e.g., and that the pressure node
indices may not be consecutive. Therefore, the indices of all the pressure nodes are
listed from minimum to maximum, and the global index iB of a pressure node n is
defined by the position of its index in this list.
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Dirichlet boundary points fixing the velocity to certain values are eliminated
from the equation system, which downsizes Au to 3(N −NB)× 3(N −NB), if NB

is the number of boundary points. The width of B and the height of BT are re-
duced by the same amount, whereas the size of the other respective dimension
of these matrices remains the same due to the absence of pressure constraints.
Indicating with idfree the indices of the remaining unknowns, and with au ij , bij ,
and bT

ij the elements of Au, B, and BT , respectively, the matrix blocks after the
elimination are

A∗
u = Au(au ij), with i, j ∈ idfree ,

B∗ = B(bij), with i ∈ [1, ..., NP], j ∈ idfree ,

B∗T = BT (bT
ij), with i ∈ idfree, j ∈ [1, ..., NP] .

These submatrices are extracted using the PETSc-function “MatGetSubMatrix”,
which changes the matrix partitioning slightly but keeps the row and column order
the same. The elimination leads to a change of the right hand side depending on
the submatrices Atmp

u and Btmp, where

Atmp
u = Au(au ij), with i ∈ idfree, j ∈ idfix

Btmp = B(bij), with i ∈ [1, ..., NP ], j ∈ idfix .

The symbol idfix indicates the indices of the fixed values. The new overall right
hand side b∗ is given by

b∗ =
(

bu

0

)
−

(
Atmp

u

Btmp

)
ufix ,

where the vector ufix contains the boundary values.

4.3 Solver Set-Up

The equation system finally solved is

K∗
(

φ∗
u

φp

)
=

(
A∗

u B∗T

B∗ 0

) (
φ∗

u

φp

)
= b∗ . (9)

The velocity solution vectorφ∗
u has the size of idfree. It is filled-upwith the boundary

values after each solve. As mentioned above, (9) is solved using FGMRES and the
preconditioner

P =
(

Â∗
u B∗T

0 Ŝ∗

)
,

where the stars indicate that the matrix blocks with eliminated constraints are
inserted in (6) and (7). A relative tolerance of rtol = 10−8 is chosen as stopping
criteria, leading to a maximum deviation from the direct solution of 0.004%. The
solution of the previous solve is used as initial guess.



Fast Implicit Simulation of Oscillatory Flow in Abdominal Bifurcation 755

The inner systems are generally solved using GMRES and left preconditioning.
The parallel algebraic mulitgrid preconditioner boomerAMG [20] is used for (6)
and (7) as well as for the solve with B∗B∗T when preconditioning (5). The initial
solution is always set to zero. The stopping criteria are optimized in terms of com-
puting time. They are defined a priori either by fixing the iteration counts or by
applying only the preconditioner. In the latter case, the preconditioning matrix is
used as approximation for A∗−1

u , e.g., and applied to the right hand side without
invoking GMRES.

The optimal solver parameters were found empirically using a script. One time
step was simulated repeatedly while testing different combinations of solver op-
tions. Applying only the preconditioner resulted the fastest option for the solves
with B∗B∗T and with A∗

u in (7) at all mesh sizes. This was also true for system (6)
in case of the meshes M and L, but a better performance could be achieved with
4 iterations of GMRES in case of the smallest mesh. The optimal iteration count
when solving the Schur complement system was found to be 2 and 3 in case of mesh
S and of the meshes M and L, respectively.

5 Results

The simulation was run on an SMP shared memory computer with 8 Intel/Xeon
CPUs and on the CRAY XT3 computer system at the Swiss National Supercom-
puting Centre-CSCS consisting of 1664 dual-core computing nodes. Four cardiac
cycles were computed at time steps of 0.01s and with an overall time of 3s. In Fig. 3,
the velocity during flow reversal phase using mesh M is plotted as example. For
comparison, the simulation was also run on Xeon by solving the overall equation
system (1) using the shared-memory sparse direct solver Pardiso [17].

Fig. 3. Highly vortical flow during flow reversal phase, simulated using mesh M
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5.1 Computing Time at Different Mesh Sizes

The method under study resulted up to 9.5 times faster than the direct solver (see
Tab. 1). The Schur complement approach is less sensitive to the number of degrees
of freedom. The increase in simulation time is due to the greater number of oper-
ations and the more extensive memory access at a greater amount of data but not
due to a greater iteration count. The mean number of iterations in all the solves is
about the same in mesh M and L, which confirms the finding in [4] that the conver-
gence is almost independent from the mesh size using the BFBt preconditioner for
the Schur complement. In mesh S, the average iteration count is smaller, but this
is only due to the different solver parameters (see 4.3).

Table 1. Total assembly and solving time of 4 cardiac cycles at different mesh sizes,
computed using 8 processors

mesh method computer wall clock time mean iteration count
[h] per solve

direct Xeon 4.56 —
S Schur Prec. Xeon 0.80 4.4

Schur Prec. Cray 0.63 4.4

direct Xeon 52.22 —
M Schur Prec. Xeon 8.30 9.1

Schur Prec. Cray 4.98 9.1

direct Xeon 331.43 —
L Schur Prec. Xeon 35.07 8.2

Schur Prec. Cray 22.24 8.2

5.2 Scaling on the Shared Memory System

Fig. 4a shows the speed-up on Xeon when running the simulation with mesh S. An
ideal scalability is most certainly prohibited by the fact that the speed of sparse
matrix computations is also determined by the speed of the memory, not only the
speed of the CPU.

5.3 Scaling on the Distributed Memory System

Fig. 4b shows the scaling on the Craywhen running the simulation with mesh S and
mesh L. First, a speed-up can be observed, but at a higher number of processors
the performance degrades. This is due to the communication costs which exceed
the speed gained by the parallelization at smaller problem sizes. According to [1],
a minimum of 10’000 unknowns per processor is required to overweight the com-
munication time. This number is reached in mesh S and in mesh L at about 5 and
70 processors, respectively. Generally, the simulation is faster on the Cray than on
the Xeon although the CPUs of both computers have the same speed (2.6GHz).
Using 8 processors, mesh L, e.g., takes only about 22 h, instead of 35 h on Xeon
(see Tab. 1). This is most likely due to the fact that memory access per CPU and
communication are faster on the Cray.
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6 Discussion

We have presented a method to speed up simulations of oscillatory flow in a human
abdominal bifurcation. Its main advantage consists in the independency of the con-
vergence rate from the domain size or the resolution. Moreover, the method runs
on distributed memory computers allowing meshes and equation systems which
exceed significantly the storage capacity of shared-memory machines. The speed-
up, however, on the distributed-memory systems was found to be limited at higher
numbers of processors by the communication costs overweighting the gain in speed
by the parallelization. This problem is inherent to parallel iterative solvers. Still,
it is possible to reduce the computation time from about 14 days when using a
parallel direct solver on a shared-memory system with 8 processors to 9 h using 64
processors on a Cray XT3. On the shared-memory system, an acceleration by up
to a factor 9.5 compared to the direct solve has been observed.

The simulation could be accelerated by a less strict stopping criteria. In this
study, the iteration was conducted until a relative tolerance of rtol = 10−8 im-
plying the small deviation from the direct solution of at most 0.004%. Moreover,
only a simple version of the BFBt preconditioner for the Schur complement was
implemented. A speed-up could probably be achieved by using the scaled version
as proposed in [7], where a reduction of the iteration counts to approximately 75%
is reported at Reynolds numbers comparable to the one in this simulation.

The method could be improved further by optimizing the partitioning of mesh
and matrix. Ideally, each processor possesses the same number of matrix rows or
unknowns.This number is defined in our implementation by the mesh partitioning.
Up to now, the mesh is divided in equidistant stripes, and the number of nodes or
unknowns per processor varies in mesh L at 8 processors, e.g., between 16197 and
43916. Taking the anisotropic node density into account by choosing the thick-
ness so that each stripe contains the same number of nodes would lead to an even
distribution of the matrix and so to the same amount of work for each processor.
An acceleration of roughly a factor 1.5 can be expected. Additioning the above
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mentioned improvements, a total further speed-up by at least a factor 2 should be
feasible.
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