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Abstract. Grid and Internet Computing have proved their worth exe-
cuting large-scale bag-of-task class applications. Numerous middlewares
have been developed to manage their execution in either dedicated envi-
ronments or opportunistic and shared ad-hoc grids. While job depen-
dencies are now being resolved by middleware capable of scheduling
workflows, these environments have yet to be shown beneficial for mes-
sage passing parallel applications. Obtaining high performance in these
widely available environments without rewriting existing parallel appli-
cations is of up most importance to e-Science. The key to an efficient so-
lution may be an alternative execution model and the efficient dynamic
scheduling of application processes. This paper presents a hierarchical
scheme for dynamically scheduling parallel DAG applications across a set
of non-dedicated heterogeneous resources. In order to efficiently tackle
process dependencies and adapt to varying system characteristics, dy-
namic schedulers are distributed within the application and operate in a
collaborative and pro-active fashion to keep overheads low.

1 Introduction

The increasing interest in e-Science is driving the development of an ever grow-
ing number of tightly coupled (message passing) applications that demand large
scale execution environments. With programmers focusing on the large scale par-
allelisation of their problems, they continue to assume a dedicated homogeneous
execution environment. Given that gaining access to sufficient compute time on
individual HPC clusters can be difficult, or that acquiring and maintaining such
systems do not come cheap, many scientists are being forced to turn to alter-
native less specialised aggregated environments. While the quantity of resources
may now no longer be an issue, these environments are not considered conducive
to existing HPC applications since the resources and communication links may
be heterogeneous and shared with other applications.
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Although many parallel applications are potential candidates to execute in
such distributed large scale environments, extracting high performance from
this type of platform is not trivial, especially for non-experts. One promising
approach is the design of autonomic applications, applications with the ability to
manage their own execution without user influence, i.e. become self-configuring,
self-healing, self-optimising and self-protecting [12]. This paper focuses on the im-
plementation of the dynamic scheduling system that supports the self-optimising
property of EasyGrid Application Management System [11] enhanced MPI ap-
plications. Even in dynamically changing environments, EasyGrid applications
become aware of the system conditions, detect suboptimal behaviour and make
optimisation decisions to adapt their execution.

Being hierarchical, the scheduling scheme allows different policies to be ap-
plied at each level. However, unlike other previous work in this context, the
proposed dynamic scheduling strategy uses a novel collaborative and pro-active
approach. The schedulers at each level solve different scheduling problems. Thus
collaboration is required between schedulers distributed in adjacent levels of the
hierarchy to achieve a single objective: the best possible execution time for the
application given the computational power available; or complete the execution
within a predetermined time frame, for example. No central scheduler exists
to make unilateral scheduling decisions, schedulers cooperate and negotiate the
transfer of processes for rescheduling. Unlike traditional dynamic task schedulers
that react by only allocating ready processes to idle resources, the more efficient
pro-active strategy [10] reschedules both ready and pending (still awaiting data)
processes in advance of resources becoming idle. The latter scheme effectively
permits processes to be rescheduled across individual resource task queues while
the former generally only schedules processes, from a central queue, once. These
combined characteristics aims to offer the EasyGrid AMS better scalability in
large distributed environments, while keeping scheduling overheads low.

To the best of our knowledge, no such dynamic scheduling scheme has been
implemented specifically for parallel applications with task dependencies in grid
middleware. An efficient scheduling policy specifically for autonomic bag-of-tasks
applications was presented in [11] and a comparison between intra-site schedul-
ing heuristics for tightly coupled application in [10]. This paper looks at the
impact of a hybrid scheduling approach [4] that has been adopted to integrate
the benefits of both static and dynamic heuristics. A static scheduler can afford
to analyse the application as a whole, in depth, this cost does not adversely
impact the execution time of the application, although precise performance in-
formation about the target architecture is required. The hybrid approach tends
to improve the quality and to reduce the cost of scheduling decisions [14], since
in addition to up to date system information, the dynamic scheduler now has
useful information about the application obtained from the static schedule.

2 The EasyGrid AMS and Its Execution Model

The EasyGrid AMS is implemented as a wrapper to the LAM/MPI library, thus
an existing MPI application need only be recompiled in order to be transformed
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into an autonomic version – no modification to the original code is required.
Nor does any additional middleware need to be installed on grid resources. The
execution of MPI application’s processes are controlled by a three level hierar-
chical management system that is composed of the following entities: a single
Global Manager (GM), at the top level, which manages the inter-site activities
of the application in the distributed system; at each site, a Site Manager (SM)
is responsible for the allocation of processes to the resources available at the
site; and finally, the Host Manager (HM), one for each resource, takes on the
responsibility for the creation and execution of the MPI processes on that host.

In this work, the application model is based on the class of parallel applications
that can be represented by directed acyclic graphs (DAGs). A task graph is
denoted by G = (V, E, ε, ω), where: the set of vertices V represents tasks; E, the
precedence relation among them; ε(v) is the amount of work associated with task
v ∈ V ; and ω(u, v) is the weight associated with the edge (u, v) ∈ E, representing
the amount of data units transmitted from task u to v. The topological level of
a task v, denoted as level(v), is defined as maxu∈pred(v){level(u) + 1}, given
that the level of any source task is zero and pred(v) is the set of immediate
predecessors of v. The architectural model specifies the main features of the
target architecture. Given the set R of available heterogeneous computational
resources (processors), cpj is the computational power of each resource rj ∈ R
and the communication delay index, cdii,j , estimates the latency cost associated
with each communication link (ri, rj). Both are constantly updated during the
application’s execution by the EasyGrid AMS.

The EasyGrid AMS follows a non-traditional MPI execution model [15] that
executes one MPI process per task instead of executing one long running MPI
process per processor as in the traditional approach. In this approach, finer-
grained processes with precedence relationships between them are formed.
Although this increases the number of processes, if managed carefully, the ad-
ditional costs associated with dynamic process creation, message re-routing and
message logging, can be offset by the benefits of not requiring computationally
expensive process checkpointing and migration techniques [15].

3 Dynamic Scheduling

In order to create a flexible and scalable strategy, the proposed dynamic schedul-
ing approach has a hierarchical structure as seen in Figure 1. Associated with
each management process, the dynamic schedulers at each level perform distinct
functions and collaborate with others in adjacent levels of the hierarchy. The
idea is to divide and distribute the decision making mechanisms to reduce both
the complexity and the overheads of the scheduling problem and to react faster
to changes by applying corrective measures locally, at the first instance. Further-
more, each dynamic scheduler can have its own policy and different application-
specific heuristics to better adapt the application to the system as a whole and
the availability of individual resources. Note that the MPI processes are created
dynamically during the execution of the application (and not all at once at start
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Fig. 1. The hierarchical scheduler architecture of the EasyGrid AMS

up) by the dynamic schedulers in the HMs. Only tasks which have not been
created (i.e. are not in execution) may be rescheduled.

The dynamic schedulers are divided into the following entities: Global
Dynamic Scheduler (GDS), Site Dynamic Scheduler (SDS) and Host Dynamic
Scheduler (HDS). The GDS is associated with the GM process and it is responsi-
ble for rescheduling tasks between different sites. Each site manager has its own
SDS, which is responsible for rescheduling tasks among site resources. Finally, at
the bottom level, each HM runs a HDSj that creates user processes in accordance
with the application’s topology and the distributed system local access policies.
Collectively, the dynamic schedulers estimate the remaining execution time of
the application and consequently, the makespan of the actual schedule.

In order to minimise the overhead associated with the scheduling decisions,
dynamic schedulers only analyse a subset or block of tasks in V at each scheduling
event [4]. A block of tasks Bl contains the tasks v ∈ V with level(v) ≤ l that
have not been created yet, where l is given by the highest topological level
of a task already in execution, plus one. This allows task v to be considered
for rescheduling more than once. With regard to the size of Bl, while a large
block will increase the intrusion overhead due to number of tasks that must be
evaluated, a small block provides a very limited preview of the remaining tasks.

3.1 The Host Dynamic Scheduler - HDS

When starting the execution of the application, each resource rj ∈ R receives
the list of tasks and their execution order, as specified by a static scheduler.
Each HDSj is responsible for three local scheduling policies: the ordering, the
concurrency and the resource access policies. If activated, and respecting the
precedence constraints, the ordering policy may or may not permit HDSj to
change the execution order of tasks in response to environmental variations.
For example, suppose that vi and vl are two independent tasks and that vi is
statically scheduled before vl in resource rj . If during the application execution,
at a given time vl becomes ready before vi due to a faster execution not predicted
by the static scheduler, re-ordering the execution of these tasks may allow the
HDSj to improve performance by not delaying vl. While scheduling algorithms
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traditionally only consider the execution of one task at a time on each processor,
it is often more efficient to execute more than one concurrently. The concurrency
policy specifies the number of application tasks that may execute simultaneously
on rj . The number depends on the characteristics of both the application tasks
(e.g., granularity, I/O requirements) and the resource (e.g., existing workload,
number of processor cores) [11]. The resource access policy is determined by the
resource owner and defines when rj may be used by this application (e.g., only
when the system load is less than 20%, or only between 6pm and 8am).

Upon completion of a task in rj , the wall clock and CPU execution times
are collected by the AMS monitoring layer and made available to HDSj . With
these values in hand and the computational slowdown index csij, a value which
is inversely proportional to a normalised metric of the benchmarked processing
capacity of rj , the HDSj estimates its effective computational power cpj and
the estimated remaining time ertj to execute the current set of the ready tasks
allocated to rj . The HDSj also verifies the time when rj will be available to
execute the next ready task, readyj . These three values are added to the moni-
toring message and sent to the respective SDSk to be used by the site dynamic
scheduler. The values sent to the SDSk should be reasonably up to date, so if
the time elapsed since the last monitoring message exceeds a certain limit, the
values can also be estimated from system calls. The HDSj also collaborates with
its respective SDSk when receiving a request for tasks for reallocation or when
receiving new tasks which have been allocated to rj .

3.2 The Site Dynamic Scheduler - SDS

Let S = {s1, s2, . . . , sq} be the set of q sites in a target grid and Rk be the set of
resources in site sk, where Rk ⊆ R. The SDSk associated with sk is responsible
for rescheduling tasks among its resources in order to minimise the site execution
time. Particular to this work, each SDSk treats ready and pending tasks distinctly
in order to apply different priorities and scheduling event frequencies. In the
case of ready tasks, since these tasks are independent only a simple heuristic
is required [11]: when receiving the ertj and cpj values for resources in sk, the
SDSk calculates the target site estimated execution time (sert∗k) for the remaining
ready tasks in sk and the site imbalance index (siik), which represents the degree
of load imbalance across the resources. A scheduling event will be triggered if
siik rises above a predefined threshold. The details of the task selection and
reallocation processes were presented in [10].

In the case of the pending tasks, the heuristic first identifies the resource
rmax ∈ Rk that determines the site execution time. The SDSk employs the
following mechanisms while there exists a resource rmax which can have its
finish time minimised: (1) identifies and solicits critical predecessor tasks from
other resources or (2) transfers tasks to an under loaded resources in sk. In the
first mechanism, it is possible for the SDSk to request a critical task that belongs
to another site. In this case, the GDS will be act as a mediator. Note however
that a request for a task from another site sl, may be denied if rescheduling that
task adversely affects the site execution time of sl.
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3.3 The Global Dynamic Scheduler - GDS

The GDS also behaves distinctly in relation to ready and pending tasks. In case
of ready tasks the scheduling mechanism performed by the GDS is similar to the
one used by each SDSk, allowing the GDS to trigger global scheduling events
whenever it deems necessary. Whenever a predefined minimum time interval ex-
pires, the GDS calculates if the task allocation needs to be adjusted. Considering
the average estimated remaining time and the sum of the computational powers
associated with each site sk, the GDS calculates the target global estimated re-
maining time (gert∗) to execute the ready tasks and the system imbalance index
(sii). A scheduling event will be triggered, if siik is above a predefined threshold.

In a scheduling event, the GDS determines the set of sites that should receive
(Ssub) and also those that should release tasks (Sask). The GDS sends the gert∗

value to each sk ∈ Sask such that the associated SDSk selects the tasks to be
re-scheduled based on this value. All ready tasks with estimated finish time
greater than gert∗ will be requested by their respective SDS. After receiving the
requested tasks from each SDSask, the GDS distributes them among the sites
sk ∈ Ssub, which in turn will allocate them to their local resources accordingly.

As the GDS does not maintain the computational power of the grid resources
but only an estimated average of the site, scheduling events are not triggered
for pending tasks by the GDS. Instead the GDS acts as a mediator between sites
for task transfer requests, comparing the site execution times and verifying if
the re-scheduling should be performed. This approach was implemented because
the cost of keeping up to date status information for all the available resources
would be not scalable for large scale distributed environments.

4 Performance Analysis

The benefits of the pro-active and collaborative mechanisms implemented in the
dynamic hierarchical scheduler of the hybrid approach are analysed when ex-
ecuting DAG parallel applications in heterogeneous and shared platforms. An
experimental evaluation was performed in a dedicated environment with con-
trolled background workloads to emulate the dynamism of computations on a
shared grid. A set of 24 Pentium IV 2.6 GHz processors with 512Mb RAM, run-
ning Linux Fedora Core 2, Globus Toolkit 2.4 and LAM/MPI 7.0.6 was used.

Four classes of DAGs, at different granularities, were chosen in order to con-
sider the impact of degrees of parallelism and tasks dependencies. These include
synthetic parallel MPI applications in the form of binary out-trees, binary in-
trees and diamond graphs, denoted by OUTn, INn and DIn, respectively, with
n being the number of tasks. These synthetic applications allow the amount of
work executed, and data communicated, by each MPI process to be parame-
terised. A real astrophysics application that simulates the evolution of a system
composed of N bodies or particles, with Newton’s gravitational forces being ex-
erted on each body due to the interaction with other bodies in the system, was
also considered. The results presented are the arithmetic average of at least 8
execution times, which turned out to always be reasonably close.
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4.1 Relative Efficiency of the Hybrid Approach

For a performance analysis of the dynamic scheduling architecture, synthetic
MPI applications managed by the EasyGrid AMS were executed under four
distinct scheduling scenarios, given that the distributed system available was
composed of two sites with 11 resources each, with one site offering only 50%
of its computational power, and the other 100% for the duration of the ex-
periments. The four scenarios were: (1) static schedules generated by the well
known HEFT heuristic [16] based on precise information about the available
computational power of the resources in this static heterogeneous environment.
The dynamic scheduler was deactivated; (2) Identical to scenario (1), but with
the dynamic scheduler activated; (3) Without performance information, HEFT
assumes that the resources have the same computational power. However, the
dynamic scheduler makes adjustments at runtime; (4) Identical to scenario (3),
but with the dynamic scheduler deactivated. In the four scenarios, the syn-
thetic application were composed of tasks with uniform computational costs (two
instances of each application with task durations of 1 and 5 seconds on the fastest
resource, respectively), and message sizes of 128 bytes.

Table 1 presents the makespans for each scenario and a comparison between
them. The last three columns indicate the net benefits, for a completely static
environment, of hybrid scheduling over static scheduling, with and without per-
formance information. The execution times obtained by the static approach
in scenario (1) establish an ideal value for the applications given: no over-
heads, associated with the dynamic schedulers, are incurred; and the good static
allocation provided by HEFT using precise performance information.

Considering the tree-like applications in scenarios (1) and (2), the results sug-
gest that, despite short term scheduling decisions and overheads, the proposed
dynamic scheduling approach manages to obtain a performance very close to the
ideal values. Note that while one should expect scenario (1) to present better
results, in practice, variations occur in the execution time even for the same code
running on identical resources. Thus even in a static environment, the dynamic
scheduler will try to take advantage of the opportunity to improve the execution
time. In the case of the diamond DAG, which has a higher degree of depen-
dencies between tasks and a smaller degree of parallelism, the makespans are
slightly higher (for tasks of 5s, a degradation of 9%). As the dynamic scheduler

Table 1. Makespans in a static heterogeneous environment

texe DAG (1) (2) (3) (4) % (2)/(1) % (4)/(1) % (3)/(2) % (3)/(4)

OUT4095 266.81 265.33 275.39 397.59 0.55% -49.02% -3.79% 30.74%
1s IN4095 269.23 267.92 281.86 406.44 0.49% -50.96% -5.20% 30.65%

DI4096 315.88 330.29 411.91 481.18 -4.56% -52.33% -24.71% 14.40%

OUT4095 1281.99 1287.22 1310.21 1931.87 -0.41% -50.69% -1.79% 32.18%
5s IN4095 1287.44 1292.61 1343.79 1940.34 -0.40% -50.71% -3.96% 30.74%

DI4096 1430.41 1558.75 1832.96 2315.60 -8.97% -61.88% -17.59% 20.84%
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re-schedules a limited size block Bl of tasks at each scheduling event, decisions
are taken without considering the effects on successor tasks in subsequent blocks.

In practice, obtaining precise performance information prior to execution is
not easy. The third last and second last columns (without and with dynamic
scheduling respectively) emphatically highlight the degradation in performance
when precise information is not available. However, the AMS and its dynamic
scheduler’s ability to make adjustments bring significant benefits. The lack of
knowledge about the resources causes the faster resources to become under
utilised and diminishes overall performance as seen by the results for scenar-
ios (3) and (4). Without dynamic scheduling, the degradation is between 49%
and 62%. The higher degree of parallelism in the tree applications offers more
opportunities for the dynamic schedulers to make the appropriate corrections
in the task allocations. With a higher degree of dependencies among tasks, it
is harder for the dynamic schedulers to completely take advantage of the idle
times when scheduling the diamond DAG. Nonetheless, improvements of up to
21% and more than 30% for the tree DAGs were achieved.

4.2 Heterogeneous Shared Environments

To evaluate the performance of the dynamic scheduler in shared heterogeneous
environments, the following experiment evaluates the same three scheduling sce-
narios (1), (2) and (3) defined in Subsection 4.1, this time with extra CPU-bound
processes being launched in a controlled manner to emulate a shared system.
Based on the execution times of scenario (1) in Table 1, denoted as et, an addi-
tional load was inserted at time 1/4 × et on the resources of the slower site so
that only 33% of its computational power was available. Then, at 3/4 × et, all
extra loads on this site were extinguished so that 100% of computational power
was made available. For scenarios (1) and (2), the static scheduler has precise
performance information about the initial state of the resources, but is unaware
if and when the available computational power will change. As presented in
Table 2, the best results were obtained for the scenarios (2) and then (3), in
which the dynamic scheduler was active. Given the difficulties for the static
scheduler to predict load changes in the system, the hierarchical dynamic sched-
uler manages to re-schedule tasks appropriately, improving performance. While

Table 2. Makespans in a shared heterogeneous environment

texe DAG (1) (2) (3) %(2)/(1) % (3)/(2)

OUT4095 357.53 268.22 270.02 33.30% -0.67%
1s IN4095 357.19 281.33 291.46 26.97% -3.60%

DI4096 415.52 373.42 375.72 11.27% -0.62%

OUT4095 1708.44 1262.94 1280.50 35.27% -1.39%
5s IN4095 1710.37 1300.34 1300.46 31.53% -0.01%

DI4096 1960.64 1546.09 1581.41 26.81% -2.28%
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the second last column shows improvements between 11% and 35%, obtained
by the dynamic scheduler, the last column indicates that although precise per-
formance information at compile time is valuable, its importance for the overall
execution is diminished even for diamond DAGs.

4.3 A Real Application: An N-Body Simulation

Based on the traditional MPI execution model with one process vk per processor
rj ∈ R for the duration of the application, the classic ring algorithm for the N -
body application [9] executes as follow: each process calculates the forces between
N/|R| particles at each one of the |R| stages (loop iterations). After each stage,
the process sends N/|R| particles to one of its neighbours and, before initiating
the next stage, receives N/|R| particles from the other. Note that the efficiency
of ring algorithm comes from the fact that all processes have the same number
of particles and computation progresses in a synchronous pipelined fashion and
thus well suited to execution in homogeneous stable environments.

A grid enabled ring algorithm was proposed in [14] based on the alternative
execution model [15] that executes one process per task. In addition to the mes-
sage to its neighbour, each process sends a message to its successor process. This
ring application is modelled as a mesh-like DAG with a width and height equal
to the degree of parallelisation, W . The optimal performance of the algorithm
depends on the ideal process granularity (related to W ), an appropriately chosen
subset of the available resources, and good schedule for the W 2 tasks. A detailed
analysis and an innovative strategy to find the ideal W and the appropriate sub-
set of heterogeneous resources using HEFT can be found in [14].

This next experiment evaluates the performance of the two versions when cop-
ing with a dynamic shared environment. The traditional approach is denoted as
MPI ring while the new one, AMS ring, employs the dynamic scheduler. A short
series of time steps were executed here, although solutions for real astrophysi-
cal problems typically require thousands of time steps. The 24 resources were
divided in three sites of 8 resources each, with an extra workload executed in
one resource, chosen randomly, in the first site, offering the ring application only
50% of that resource’s computational power. After 1/3 of the application’s total
execution time, this workload migrates to a resource in the second site, again
chosen randomly. The same behaviour occurs after 2/3 of the execution time
when this extra workload migrates to a resource site 3.

The execution times of the two ring algorithms are presented in Figure 2
together with a theoretical lower bound (shown in the graph) for increasing
numbers of time steps (TS). This lower bound was calculated based on the
total available computational power; assuming perfect load balancing; and that
communication costs were zero. Note that in each of five experiments, there are
only two external workload changes. As expected, the MPI ring algorithm’s poor
relative performance is caused by the inability to modify its process allocation or
its own degree of parallelism, even though the number of processes was efficiently
derived in accordance with the strategy proposed in [14].
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The improvement over the MPI ring can be seen in the last column of the
table. In accordance with [14], the best number of processes derived for a 200,000
particle instance was W 2 = 482, which indeed achieved the best performance.
Under the alternative execution model, the AMS ring approach exercises its ap-
plication management system to near optimal effect - the actual execution times
are within 4.5% of a lower bound which ignores all operating system and AMS
overheads. The fact that a few competing jobs can lead to almost 80% worse
than ideal performance is one of the reasons why this class of application was
previously not considered apt for non-dedicated grids.

5 Related Work

Most of the work on developing management systems for grid environments, such
as Nimrod/G [1], Condor/G [7] and MyGrid [6], has focused on bag-of-tasks ap-
plications, characterised by independent tasks and commonly executed on grids.
With regard to the scheduling heuristics, most systems adopt dynamic schedul-
ing policies to cope with the heterogeneity and dynamic behaviour of grid re-
sources. Some well known heuristics are: workqueue, workqueue with replication,
sufferage, Max-Min, and Min-Min [3]. Additionally, there are grid management
systems that adopt scheduling heuristics based on a grid economy [2]. In this
case, the scheduling policies consider the total amount that a user is willing to
pay to have its application executed in a determined interval of time.

Some grid management systems, e.g. GrADS [5] and GridWay [8], are able
to execute parallel applications with task dependencies. Research into map-
ping DAG applications to heterogeneous systems has received intense attention,
e.g. [16]. However, most dynamic scheduling approaches address the problem by
iteratively load balancing ready tasks. Adaptive self-scheduling schemes adjust
the iterative load allocations according to changing processing capabilities [13].

In relation to the scheduling structure, it is usual to find grid management
systems that adopt a centralised approach, where a central scheduler is respon-
sible for scheduling the tasks of all applications in the distributed system or all
the applications of a single user. Some known examples are GrADS [5], My-
Grid [6] and Nimrod/G [1]. On the other hand, there are management systems
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that utilise a decentralised scheduling approach, where each application may
have its own scheduler and adopt specific policies such as GridWay [8].

6 Conclusions

This work presents a novel dynamic scheduling strategy that treats the prece-
dence relationships that may exist in parallel applications. The scheduler is part
of an application management system (AMS) which is embedded in the user’s
MPI application thus bestowing self-scheduling properties. The EasyGrid AMS
employs a distributed array of cooperating schedulers, each with different func-
tions depending on their position in the hierarchy, but which collaborate to
achieve a single objective - minimising the makespan. The schedulers at each
level also need not be homogeneous; each is individually capable of employing
different application specific policies that may even change during execution.

For entirely static (i.e. typical HPC) environments, if precise performance data
is available, a static good scheduler will be able to extract excellent performance.
However, as the imprecision of this information increases, so will the degradation
in the quality of the schedule. The feasibility of an effective dynamic scheduling
strategy depends on low intrusion. Here, distributed dynamic schedulers and
hybrid scheduling (with the dynamic schedulers adjusting a pre-defined static
schedule), have been employed to address these issues. In comparison to a static
scheduling only approach, results show that the hybrid approach has accept-
able performance in spite of the overheads and unnecessary scheduling changes.
However, the benefits are significantly clearer when the available performance
data is not accurate. In shared environments, a dynamic scheduling approach
is fundamental. In the case of the EasyGrid AMS, precise performance data
can be useful but is not essential to achieve good performance. The approach
has been applied to scientific applications with a grid enabled (i.e. EasyGrid
AMS enhanced) version of the tightly-coupled parallel N -body ring application
executing efficiently in a heterogeneous non-dedicated computational grid.
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