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Abstract. The RoboCup Rescue Simulation, a generic urban disaster
simulation environment constructed on a network of computers, has been
in existence for many years. The server used in the simulation league has
problems of scaling up. Further, it requires considerable effort to under-
stand the server code to make any additional changes. Therefore, it is
difficult for newcomers to quickly enhance the server. The architecture
and the functional design of the current server are excellent. This helps
us provide a database driven architecture that can scale up the current
server to 10-15 times the number of agents that can be simulated. More-
over, it is now easy for others to implement many other subsystems that
can provide additional functionality. We have also shown in this paper
a new scoring strategy for agent teams which can be customized to em-
phasize, test and evaluate different concepts and strategies employed by
the agent teams.

Keywords: RoboCup Rescue Simulation, multi-agent systems, database.

1 Introduction

Disasters like earthquakes and floods cause heavy damage to a city’s infrastruc-
ture such as buildings, roads, etc. and endanger the lives of civilians. During
such critical emergencies, efficient co-ordination among various rescue teams of
paramedics, police and fire fighters is very crucial to minimize the overall loss.
The major objective is to save as many civilians as possible along with control
over damage to the city. Response time is a major factor in rescue operations,
as every second counts.

In order to take the most favourable decisions in real time with minimal
error, computer aided simulations are of extensive help. The experience gained
in disaster tactics and management through such simulations will be of immense
use during an actual disaster [1].

RoboCup Rescue Simulation[10] is one such generic urban disaster simulation
environment executed on a network of computers. Its main purpose is to pro-
vide emergency decision support through the integration of disaster information,
prediction, planning, and human interface. Any simulated environment must pro-
vide percepts that enable agents to take appropriate actions in the stipulated
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time. The complexity of the entire rescue and disaster management procedure
increases exponentially as the size of the city and the population increases. This
provides a substantial challenge for multi-agent systems researchers to enhance
the simulator’s performance.

1.1 Related Work

The original server [2], based on the modular simulator design [3], underwent
many changes since the first competition which was held at RoboCup, in 2001.
The changes include the use of a GIS file of a virtual city map and a stable
traffic simulator, as well as a considerable amount of code reorganization and
cleanup [4]. A new team performance evaluation rule was also proposed which
is still being used in the current version, v0.49.9. Takahashi [4] summarized the
competitions held in 2002 and mentioned the communication models used by
the winner and the runner-up in RoboCup Rescue in 2002. The winner, Arian,
thought that PDAs or cellular phones should be used at disaster areas, while
YowAI2002 believed that communication lines would be damaged by earthquakes
and hence cannot be relied on. However, the scoring system did not consider this
aspect during the evaluation of the teams. In real life scenarios, YowAI2002’s
assumption is a valid one, and the communication model is said to be added as
a parameter for future competitions.

A considerable amount of work has been done in the field of Massive Multi
Agent Systems Simulators to enhance their performance. SPADES [6] is a
programming language independent, distributed MAS simulation environment.
JADE [7] is another popular software, a middleware for developing and deploy-
ing MAS applications. DMASF [8] is a new Python toolkit that can be used to
simulate a large number of agents over a distributed computer network. ZASE
[9] is another approach to simulate massive multi-agent systems. It is essen-
tial for the RoboCup Rescue Simulation to scale up the numbers in order to
make the simulation more realistic and these new toolkits require building of
the RoboCup Rescue server from scratch. The new architecture presented in
this paper addresses this.

1.2 Challenges in Scaling Up the Current RoboCup Rescue Server

The performance of an agent depends on the space and time complexity for
gathering environmental percepts, communication with other agents and com-
puting its next action based on the percepts received and goal(s) to achieve.
The whole simulation will slow down if the server takes a long time in simulat-
ing the world and generating percepts, regardless of the speed of the agents. It is
apparent that the main memory alone cannot be depended on for simulating big-
ger environments with more number of agents. The introduction of a secondary
persistent storage like a DBMS paves way to simulate thousands if not billions
[8] of agents. However, introducing such a module addresses only a part of the
problem. The communication speed between the slow secondary storage and the
fast main memory will be the new performance bottleneck. This is a major issue
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because data in the secondary storage needs to be loaded into the main memory
and then operated upon. Hence, this calls for the use of an appropriate external
memory algorithm which will optimize the use of main memory resources.

1.3 Organization of the Paper

This paper is organized as follows. In Section 2, we show that the current
RoboCup Rescue server is incapable of running scaled up simulations. In Sec-
tion 3, we propose a new architecture that overcomes this problem. We also try
to rectify the current scoring policy by introducing a new Score Vector. In Sec-
tion 4, we show the results and discuss the same. Finally, we conclude the paper
in Section 5.

2 Background

The architecture (see figure 1) of the current server [5] is wrapped around the
system’s main memory.

Fig. 1. Architecture of the current server

The kernel and various simulators like misc simulator, fire simulator, traffic
simulator, et cetera, that connect to it maintain a copy of the pool of objects
comprising the world model which is a collection of buildings, roads, nodes and
agents. The kernel is the center for all communication. It is responsible for send-
ing agents their percepts, receiving their commands, sending simulators valid
agent commands, and receiving updates from simulators (that is, all the steps
in a cycle).

The main component of the current RoboCup Rescue server is LibRescue.
The server was written in a very good object oriented fashion and LibRescue
is the library containing the definitions of all objects (for example, Humanoid,
Building, Node) used on the server side. By looking at a small snapshot of
the Civilian object (see figure 2), many levels of inheritances and high degree
encapsulations can be observed.
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Fig. 2. Snapshot of the Civilian object. A bold arrow and a normal arrow from object
A to object B indicate that B inherits A and B is a member of A respectively.

This way of object oriented programming is not suitable for scaling up sim-
ulations because the main memory fills up and is unable to handle the large
number of instantiations which limits the number of agents that can be created.
The main memory cannot handle maps of large cities which contain thousands of
buildings (Building object) and tens of thousands of nodes (Node object). In the
case of a DBMS, with a proper database schema, all the objects can be treated
as tables. Members of the objects will be columns in the respective tables (see
figure 3).

Fig. 3. The Buildings and Nodes tables contain the information of all buildings and
nodes in the map respectively

The object oriented structure was too difficult to work with and reuse in the
new architecture. Hence, modules like gis, kernel, civilian simulator, misc simu-
lator, et cetera had to be re-written. Nevertheless, the conversion of bigger and
more complex modules like traffic and fire simulators was too big a task. There-
fore, we developed temporary interfaces which convert the format of the data
(MySQL data —> Objects and vice versa) to support communication between
the new server and the current component simulators.

In order to find out the upper bound on the number of agents the current
server can handle, we conducted a few experiments. The experiment was con-
ducted on the Kobe map starting with 30 rescue agents and 100 civilians and



606 R. Sarika, H. Siddhartha, and K. Karlapalem

going up to 2000 rescue agents and 6000 civilians in an incremental fashion,
maintaining the ratio of civilians to rescue agents as 3. The time taken for a
regular Kobe simulation, that is 24 rescue agents and 72 civilians, is a little less
than 1.5 seconds per cycle and it increases by one second (to 2.5 seconds) when
the number of rescue agents and civilians is increased to 150 and 100 respec-
tively. For the next simulation, the number of rescue agents was increased to
175. However, the simulation failed , the reason being either the simulators or
the agent program ran out of memory during the initialization process. All these
experiments were conducted on the default system configuration as specified in
[11]. It is evident from these experiments that only main memory is not sufficient
for scaling up the simulation.

Another point to be noted here is that in every cycle, the kernel sends the
same updated information to every simulator regardless of its type. For exam-
ple, suppose a fire fighting agent submits a fire extinguish command. The traffic
simulator only simulates the motion of the agents. The traffic simulator does
not need the information of the fire fighter which has submitted an extinguish
request. Similar redundancies can be observed during a kernel-simulator conver-
sation.

An aspect of the current server which needs revision is its scoring policy
which remains unchanged since 2002. The formula used to calculate the score V
as mentioned in the rules for the competition [11] is given by,

V = (P +
S

Sint
) ∗

√
B

Bint
(1)

where, P: Number of living agents, S: Remaining HP of all agents, Sint: Total
HP of all agents at start, B: Area of houses that are undestroyed, Bint: Total
area at start.

In equation (1), factor P overshadows (S/Sint) because (S/Sint) is always less
than 1 whereas P is very likely to be far greater than 1. No penalties are issued
to the teams for any negligent behavior (for example, wasting resources). The
performance of a team cannot be judged by considering the above two parameters
only. The end result is definitely to see the maximum number of civilians saved
and the minimum amount of the city damaged however, optimal utilization of
resources must also be considered. A lot of teamwork is involved in achieving
this end result and must be given importance. By increasing the number of
parameters, new scenarios can be set to challenge the teams and weaknesses in
the current scoring method can be addressed.

3 Database Driven RoboCup Rescue Server

It is evident that massive simulations cannot be run on main memory alone. A
secondary persistent storage is necessary. To overcome this problem, we propose
a new architecture integrated with a DBMS, namely Database Driven RoboCup
Rescue Server (DDRRS). We studied the modelling of the RoboCup Rescue
environment, agents and the percepts provided to the agents by the kernel.
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With this perspective, we designed a database using all the relevant information
to ensure that existing teams work with DDRRS seamlessly. The current server
maintains a pool of objects in the simulation. Every agent, building, node, road is
an object with its attributes such as coordinates, health, stamina as the members
of the object. In DDRRS, these objects are translated to rows in specific tables
in the database. Their attributes are columns in the table (see figure 3). As is
the case with the current server, additional simulators can be simply plugged in
and run. The architecture of DDRRS is shown in figure 4.

Fig. 4. Architecture of DDRRS

The primary bottleneck in the current server is the main memory which is
replaced by a combination of main memory and a database in the new server.
In a cycle, most of the time is spent by the kernel on retrieving the percepts
for all agents. In the current server, using standard system configurations, the
maximum number of rescue agents that can be simulated is just above 150. As-
suming that the main memory is capable of holding scaled up simulations, a new
problem arises. The kernel in the current server needs to query the object pool
for every agent to retrieve the AK SENSE percept. The time taken to do so for
150 rescue agents is approximately 2 seconds. This time will increase drastically
with increase in the number of rescue agents. However, in DDRRS, this prob-
lem is solved (see Section 4) which helps support large scale simulations. The
algorithms used by the current server concentrate on the kernel side. Currently,
work is going on to improve the utilization of the main memory with the help
of external memory algorithms.

The problem mentioned above can be divided into two parts, namely the
Kernel Side and the Agent Side. As mentioned earlier, the kernel’s functionality
has been optimized to run the simulation with minimal response time. However,
it is observed that as the number of agents increases, the time taken to connect
and initialize their states increases exponentially. This problem is on the agent’s
side. The API written for agents does not support scaling up of simulations.
In the current server, the simulation fails in the preliminary stages. However, in
DDRRS, there exists no such issue except for slow agent connectivity. In order to
substantiate the capability of DDRRS, several scaled up pseudo simulations were
conducted, the results of which are very satisfactory. In the pseudo simulation,
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virtual agents connected to the kernel and submitted random commands. With
the standard RoboCup Rescue Simulation Server configuration [11], the results
of the new solution to the core problem are quite satisfactory. For the second
part of the aforementioned problem, namely the Agent Side, there exist two
possible solutions. Either the current API on the agent side can be re-written
in a distributed fashion and be light weight, or we can increase the number of
machines to run the agents with no change in the API. The better of these two
solutions will be implemented in the next version of DDRRS.

3.1 Score Vector

Factors which we thought need to be considered for better evaluation of the
teams so as to enhance the level of competition are given in table 1.

Table 1. Factors influencing the performance of a rescue team, the type of influence
on the score and the objectives for the teams

No Factor Influence Objective

A Agents in the following categories:
A.1. Dead (0<=HP<=10) Negative Minimize

A.2. Critical (11<=HP<=40) Negative Minimize
A.3. Average (41<=HP<=70) Positive Maximize
A.4. Healthy (71<=HP<=100) Positive Maximize

B Time spent by a rescue agent travelling in the city Negative Minimize

C Average number of messages passed amongst rescue agents Negative Optimize

D Ratio of civilians in refuge Positive Maximize

E Ratio of civilians rescued Positive Maximize

F Percentage of building area destroyed Negative Minimize

G Ratio of fires extinguished Positive Maximize

H Average time taken to
H.1. Rescue a civilian Negative Minimize
H.2. Extinguish a fire Negative Minimize

H.3. Transport a civilian to a refuge Negative Minimize

The factors involved are easy to calculate by utilizing the database of parame-
ters collected. For example, the traffic simulator updates the column “timeTrav-
elled” in the “Agent” table whenever it simulates the motion of an agent. At the
end of each cycle, the viewer calculates the score as is the case with the current
server. The viewer in this example calculates the sum of “timeTravelled” column
for all agents and obtains the average. The remaining factors can be calculated
in a similar fashion.

In the current server, a configuration file is given to the server that defines the
game for the next 300 cycles. Nevertheless, competition organizers can change
a few things in the scenario like setting more buildings on fire or adding more
rescue agents, based on the current performance of the agent teams, to set addi-
tional challenges. This is possible with DDRRS. There are tables which contain
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the configuration data of all simulators, environment and agents which can be
modified by using specific SQL queries.

4 Performance of DDRRS

We have designed and implemented version 1.0 of DDRRS whose performance
results are given in the following subsections.

4.1 Scale Up Results

Using the same parameters fixed for the scale up experiment conducted to test
the limit of the current server, pseudo simulations were conducted on DDRRS,
the results of which are shown in figure 5. The current version of DDRRS is
capable of simulating 500 rescue agents and 1500 civilians on the Random Large
map provided with the current server v0.49.9 in under 4 seconds per cycle. This
sums up to 20 minutes of simulation (300 cycles) which is reasonable. This shows
that we are able to scale upto 16 times the current number of rescue agents, not
to mention, 15 times the current number of civilians. The current server takes
less than 1.5 seconds to simulate a cycle with 30 agents in the Kobe scenario.
DDRRS takes the same amount of time to simulate 240 rescue agents trying to
help out 720 civilians in a city bigger than Kobe. From this, it can be seen that
DDRRS is quite capable of running large scale simulations. With distributed
simulation on a network of computers, we expect to scale up further.

Fig. 5. Scale Up Experiment Results

4.2 Score Vector Analysis

We used the agent codes of six teams which participated in RoboCup Rescue
2006 [10] to test the new scoring method. Of the six, we could run only three as
either there were some compatibility issues with the code or the code required
some initial training to be done. Given below (see table 2) are the scores of
those three teams evaluated using the Score Vector. The game was run on the
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Kobe map. The formulae used for the calculation of the parameters are given in
equations (2) and (3),

MovingAverageFactorUtilization =
X
N

Y
(2)

FactorSuccessPercentage =
W

Z
(3)

where, (X, N, Y, W, Z): Depend on the parameter in question

Table 2. Scores of Teams A, B and C at the end of 300 cycles on the Kobe map with
reference to Table 1

Factor Team A Team B Team C Rankings (1, 2, 3)

A.1 11 35 6 C, A, B
A.2 8 4 7 B, C, A
A.3 27 31 18 B, A, C
A.4 50 26 65 C, A, B

B 2.76 2.30 2.12 C, B, A

C 10316 7999 9069 B, C, A

D 47 35 64 C, A, B

E 0.995 0.994 0.997 C, A, B

The ranks of every team on all parameters were summed up to obtain the
final ranks. The winner in the above experiment (see table 2) was Team C with
12 points, followed by Team B and Team A with 17 and 19 points respectively.

The utility of equations (2) and (3) can be seen below.

Fire Fighters - We show the performance of the fire fighters of the three teams
in extinguishing fires in figure 6. The dotted line represents “Moving Average
Fire Fighter Utilization” and the continuous line represents “Fire Fighter Suc-
cess Percentage”.

Y: Time elapsed since the start of the simulation, X: Time spent by all the
fire fighters extinguishing fires till time Y, N: Total number of fire fighters, W:
Number of fires put out by time Y, Z: Number of fires spawned since time Y

Paramedics - Similarily (see figure 7), Moving Average Paramedic Utiliza-
tion (dotted line) which is measured in terms of time to rescue a civilian and
Paramedic Success Percentage (solid line), can be calculated in the same way as
done for the fire fighters.

Civilians - The status of the civilians as time progresses can be seen in Fig. 8,

Vector of Parameters - The proposed scoring policy gives a vector composed
of parameters which are believed to measure the true performance of the partic-
ipating teams. This vector can also be mapped to a scalar, to give a quick view
of the team standings.
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4.3 Discussion

A subtle difference can be observed between the proposed scoring mechanism in
table 2 and the current scoring function which just returns a number.

In figure 6, we see that Team C extinguished all the fires by the 30th cycle.
However, Team B struggled till the end (solid lines). Also, the utilization of the
fire fighters of Team C decreased gradually as there were not any more fires. We
can say that Team C assigned high priority to fires so as to reduce any further
damage done to the city after the earthquake.

In figure 7, Team B and Team C rescued civilians till the end of the game.
However, Team A stopped the process at approximately the 170th cycle having
rescued almost all civlians by that time (see table 2). This behaviour is reflected

 0

 0.2

 0.4

 0.6

 0.8

 1

 0  50  100  150  200  250  300

 R
a
ti
o
 

 Time in Cycles 

Extinguishing Fires

Team A
Team B
Team C
Team A
Team B
Team C

Fig. 6. Performance of the fire fighters

 0

 0.2

 0.4

 0.6

 0.8

 1

 0  50  100  150  200  250  300

 R
a
ti
o
 

 Time in Cycles 

Rescuing Civilians

Team A
Team B
Team C
Team A
Team B
Team C

Fig. 7. Performance of the paramedics



612 R. Sarika, H. Siddhartha, and K. Karlapalem

 0

 0.2

 0.4

 0.6

 0.8

 1

 0  50  100  150  200  250  300

 R
a
ti
o
 

 Time in Cycles 

Healthy Civilians

Team A
Team B
Team C

Fig. 8. Percentage of civilians in Healthy condition

in the horizontal Paramedic Success Percentage line after the 170th cycle and
also the steady decrease in the Moving Average Paramedic Utilization.

The scoring function in the current server is a black box to the participants
during run time. However in DDRRS, the teams will be able to identify which
aspects of their strategy were good and which aspects were not. This gives the
teams a better way of analyzing and comparing their performances with others
and more details about the performance of the teams can be grasped.

Every team is ranked on all the factors. For example, if 4 teams are being
ranked on factors A.1 and D listed in table 1, the team with the least number of
dead agents will be ranked 1 and the team with the highest number of civilians
in refuge will be ranked 1. Hence, the team with the minimum sum of all such
ranks will be the winner as the sum reflects team effort. For example, if the
police agents do not clear high priority blockades, more time will be spent by
all agents to travel around the city which increases the risk of losing injured
civilians as well as wastage of fuel.

The RoboCup Rescue Simulation Technical Committee can decide on the
number and type of parameters to judge the teams. New parameters can be
introduced accordingly which open doors to new scenario designs.

5 Conclusion

In this paper, we enhance the existing RoboCup Rescue Simulation server to
support 10-15 times the number of agents it currently supports. We employ the
database centric architecture. The main advantages of our approach are: (i) less
dependence on the main memory (Java objects tend to use large amounts of
main memory), (ii) enhanced ease in adding different subsystems to cater to ad-
ditional functionalities that can augment the server, (iii) hassle free integration
of legacy agent code with DDRRS, (iv) new scoring parameters that can enable
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the competition organizers to set simulations to test and evaluate multi-agent
systems principles. We also rank three teams on the basis of new scoring param-
eters, thus showing the utility of the new server. In our on-going work, we are
addressing the agent set up problem for agent teams, and extending this server
to run on a network of computers.
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