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Abstract. This paper presents an initial study of a multimodal collaborative 
platform concerning user preferences and interaction technique adequacy  
towards a task. True collaborative interactions are a missing aspect of the ma-
jority of nowadays’ multi-user system on par with the lack of support towards 
impaired users. In order to surpass these obstacles we provide an accessible 
platform for co-located collaborative environments which aims at not only im-
proving the ways users interact within them but also at exploring novel interac-
tion patterns. A brief study regarding a set of interaction techniques and tasks 
was conducted in order to assess the most suited modalities in certain settings. 
We discuss the results drawn from this study, detail some related conclusions 
and present future work directions. 
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1   Introduction 

In today’s world, human beings are often regarded not as individuals, but as part of 
groups, communities or companies which work together towards the same goal. 
Group work is common in a multitude of domains such as education, therapy, busi-
ness and entertainment, among others where it relies on the thoughts, decisions and 
work of the whole group to accomplish different tasks [5] [6]. Computer Supported 
Cooperative Work (CSCW) is an important research area from which several applica-
tions have emerged in order to offer technical support to group environments.  

With the proliferation of unconventional ways of interacting with devices in recent 
years, researchers began assessing the gains and opportunities of using such technol-
ogy as a substitute for more traditional interfaces. Techniques such as gesture, sound 
or eye-gaze interaction or the use of devices such as accelerometers, gyroscopes or 
bend sensors, are examples of unconventional techniques or ways of interaction [1] 
[2] [4]. However, despite these advances, interaction design has mainly focused indi-
vidual work settings, neglecting the opportunities possibly provided by other settings, 
such as collaborative ones [3]. It is therefore necessary to explore novel ways of inter-
acting in group settings as well as assessing users’ behavior in such environments. 
Furthermore, the increased access by all kinds of individuals to technology and, more 
particularly, collaborative environments forces researchers to explore these interaction 
techniques not only to improve individuals’ performance in such settings, but also to 
provide access and / or integrate impaired users. 
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As part of an ongoing project, we propose a multimodal platform, addressing both 
individual and co-located synchronous collaborative environments. Our approach 
builds on a communication engine to combine different modalities according to the 
users’ needs, contemplating both impaired and non-impaired individuals. This engine 
has two main objectives: provide extendible and easy to integrate modules used to 
combine different input / output modalities; ensure connectivity between the different 
interaction devices and the target applications. This platform allows not only for sin-
gle users to operate different modalities for a single task but also multiple individuals 
working together. We are continuously offering support to an increasing set of de-
vices and interaction techniques in our platform in order to be used for different ap-
plications and settings: accelerometer; temperature sensor; light sensor; bend sensor; 
eye-tracker; speech recognizer. In this paper we present an initial study considering 
the adequacy and user preference of a subset of these modalities towards a set of 
common tasks performed both in individual and collaborative settings. Special em-
phasis was given to the combination of different modalities in our platform. 

The paper is organized as follows: we will start by discussing some of the work in 
related areas; then we present our platform, the available modalities, its uses and an 
experiment with the available interaction techniques; finally we draw some conclu-
sions and shed some light on our future work. 

2   Related Work 

In recent years there has been extensive work on developing new interaction tech-
niques for different domains, with a focus on post-WIMP interaction and interacting 
by demonstration paradigms. It is important to take into consideration the impact of 
different modalities on how users interact with each other and also the preferences of 
the latter towards the former [9][11]. Jacob [1] proposes a framework for post-WIMP 
interfaces, focusing reality-based interaction in which users don’t deviate much from 
the interaction patterns used in everyday life. The presented study provides an exten-
sive source of inspiration and useful guidelines for the development of such inter-
faces. On a related standpoint, Magglite [12] is also a post-WIMP toolkit with which 
users may create graphical components and support them by providing different inter-
action sources and techniques. The main strength of this work is the actual separation 
of the interface from the interaction modalities used, which means it supports the 
combination of both to an extent. However, despite both works’ valuable contribu-
tion, they do not cover one of the most important aspects of today’s world: collabora-
tion. None of the guidelines, conclusions and toolkits provides support towards  
interacting in collaborative environments. Despite being able to apply the proposed 
interaction techniques in cooperative settings, these would only be performed from an 
individual point of view within a group of persons, disregarding truly collaborative 
interactions that could be performed. In addition to the lack of true collaborative sup-
port, the interaction modalities employed in these works are typically centered around 
the use of accelerometer or gyroscope based interactions, which are somewhat main-
streamed at the present day. 

Regarding the modalities studied in this paper, our intention is not the thorough 
evaluation of the algorithms used in speech-recognition or in eye-tracking, but rather 
user’s comfort and preferences on using them to perform selected tasks. Nevertheless 
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it is important to provide some examples of these modalities’ uses. Speech recogni-
tion has become widespread has an attempt to reduce dependency on the keyboard 
and mouse duo by allowing users to input commands through voice. In more recent 
years it is being applied to with the same purpose on mobile devices as can be ob-
served in [14]. Eye-tracking is an interaction technique with a respectable background 
work but which is slightly hindered by the high cost of the hardware to support it. In 
more recent years we have witnessed the growth of low-cost algorithms to allow for 
this kind of interaction such as the one provided by Savas [15]. Finally, the last tech-
nique approached by this paper, the use of bend sensors, has had some work in the 
past, but finds most of its use in the industry. Detecting if a baby-chair is in the front 
car seat in order to turn passenger airbag off, flexible toys, quality control or the de-
tection of pedestrian impact in a car accident are some of the application examples of 
this type of sensors [16]. Concerning more academic projects, Balakrishnan has used 
a flexible surface to not only perform 3D modeling of surfaces on a computer but also 
to control camera angles [10].  

Our work differs from existing ones as it focuses co-located collaborative settings 
and at the same time integrates novel ways of interaction into those environments, 
covering both gaps of the presented related work. 

3   Collaborative Platform 

Our collaborative platform builds up on a layered Communication Engine (Figure 1) 
specially tailored to act as the basis of different collaborative scenarios and applica-
tions. The main goals of this platform are: a) the reduction of the cognitive effort and 
time consumed setting up the network and connecting the applications between each 
other; b) allowing easy set up of different modules and applications in collaborative 
settings; c) providing a foundation on top of which synchronous collaborative applica-
tions can be built. The Session Engine is composed by three layers, which build on the 
functionalities of each other. The presented diagram depicts both how the layers relate 
to each other and how some of the components map on subsequent layers components. 
We will now briefly address the main components and features of the platform. For 
further insight on the Communication Engine, please refer to [7]. 

3.1   Session and Group Concepts 

Our approach builds on two main concepts, both pertaining to synchronous and co-
located collaborative environments: session and group. Both definitions are strictly 
related to their normal usage, although with a few nuances. The first is defined as a 
time interval during which a group of individuals exchange information through appli-
cations using the engine. This time interval is uniquely identified in our platform so 
that each individual may only belong to one session at a given time. Depending on the 
setting, sessions usually have a facilitator which is the entity responsible for sanction-
ing who is able to join the related session and when it starts and concludes. A group is 
a collection of entities that exchange data using our engine in the context of a session. 
A session may have several groups who are independent of each other, thus exchang-
ing messages only between their members, despite other groups being present at the 
same time. An individual may simultaneously belong to more than one group (e.g. a 
teacher monitoring different brainstorming student subgroups). 
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Fig. 1.  Collaborative Platform Architecture 

3.2   Session Server 

The Server allows for the existence of multiple sessions at the same time with multiple 
users per session, belonging to one or more groups. This means that different groups of 
applications may be communicating between themselves unaware and without disrup-
tion of what is happening on other simultaneous sessions or groups. Two dynamic 
tables are dynamically updated regarding the available sessions and the available users 
for each one. Finally, the Session Server provides a simple message distribution 
mechanism based on the users connected to each session: when a user sends a generic 
data message with no specific destination, it is distributed among all users connected to 
his / her session. 

3.3   Session Manager 

The Session Manager in one of the main entities in our platform. Its first characteristic 
is the ability to allow the opening and conclusion of group sessions. The Manager may 
open a session at any time by providing and identification number or, using a friendlier 
approach for end-users, an adequate name. From this moment, other users may join the 
session and communicate with each other. As with the session start, the Manager may 
end the session when desired.  After setting up sessions, users are expected to start 
joining the ones intended to them. As such, a sanctioning mechanism is provided to 
authorize access to users to a given session. It may happen that a user attempts to join a 
session he/she is not allowed to, thus the presence of the sanctioning mechanism. The 
Session Manager supports multiple simultaneous sessions. 

3.4   Session Client 

Another important entity in our platform, and the one that allows users to communicate 
between each other using the platform, is the Session Client. Session Clients may be 
used in any application in order to connect to a session, thus representing end-users in 
our engine. Clients may join only one session at a time, either by specifying the ses-
sion’s identification number or its name. Each client is identified by a name, which 
must be necessarily provided when joining any session.  
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Upon being accepted in a session, a new message distribution mechanism becomes 
available to the Client: either a list of destinations for the message is specified, or no 
destination is specified, which forces the message to be distributed among all Clients 
in the same session. This covers basic message exchange between users logged in the 
same session, allowing them to communicate between each other. 

3.5   Messages 

All exchanged messages in the Session Layer are built dynamically using XML tags to 
identify each field (e.g. operation, origin, destination, signature, body). Each message 
contains the identification of its sender and an operation identification number, in addi-
tion to other relevant data for the intended service. There is a specified set of operation 
types mostly related with session management (e.g. start of a session, end of a session) 
and client management (e.g. join session acceptance, leave session). The previously 
mentioned generic data messages do not fall into any of these categories, being able to 
address anything related with the session (provided the message’s destination has the 
ability to interpret it). Messages are dynamically built, which means they only contain 
the necessary fields according to their operation type.  

3.6   Distribution Layer 

The final layer was created to provide powerful message distribution mechanisms 
during collaborative sessions, specifically pertaining to the group concept. The existing 
message exchange mechanism provides: a) client-to-manager message exchange, prior 
to joining a session; b) client-to-client message exchange, after joining a session; c) 
client-to-session message distribution, after joining a session. With these existing 
mechanisms, users may indeed send messages to each other, and even notify all the 
session’s users about something relevant. However, during requirement gathering we 
found that in some domains it is common to create groups during collaborative ses-
sions (e.g. during school classes, therapy session, brainstorming sessions, etc.), proving 
the existing mechanisms might not be sufficient for elaborate scenarios. With this in 
mind, we dedicated a specific module in our Collaboration Platform to more complex 
message management scenarios, such as the previously mentioned ones.  

The Distribution Layer provides a publish/subscribe mechanism in order to support 
complex message exchange. Session Clients may issue subscription requests specify-
ing the affected message type, the origin(s) of the message and an attached signature. 
This means that when a message reaches this layer, the distribution engine checks all 
subscriptions performed over the message’s type and for each one it checks if the 
origins list contains the message’s recipient and if the signature list also contains the 
message’s signature (if available). If all conditions are satisfied, the message is for-
warded to the Client who requested the analyzed subscription. With this procedure it 
is possible to create subgroups within a session which exchange messages only 
among themselves (e.g. concealing teacher message exchange from students). Note 
that this feature is optional over the basic one provided by the Session Server, as it 
only provides more complex support for message exchange. 
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4   Interaction Modalities 

We used the Collaborative Platform described in section 3 as the foundation for the 
work presented in this paper. Session Client modules were integrated in small proxy 
applications for each of the implemented interaction modalities. These proxy applica-
tions merely process the input data coming from the interaction devices and then 
communicate the commands to the intended software applications through the plat-
form. The proxy applications perform the bulk of the input processing and when a 
certain event is detected (e.g. selection, movement in a determined direction), a mes-
sage is created through our platform that informs the target application of the trig-
gered event. The presence of the server is necessary to ensure that more than one 
modality is combined with others so that we may test multimodal scenarios in co-
located environments. For the study presented in this paper we used three distinct 
interaction modalities: eye-tracking, bend detection and speech recognition. We will 
now briefly describe each before addressing the study. 

For the eye-tracking modality we used a software application developed by Savas 
[15], which is a Real-Time software for tracking human face, eyes & pupils with 
rotation and scale invariance property. It can also be used for blink detection, human-
machine interaction (Remote device control using hand) and 2D-trajectory extraction 
from video sequences. The most positive aspect of this algorithm is the relative low-
cost of setting it up. Contrary to the most advanced eye-tracking devices, this one 
only needs a computer with a simple webcam to function properly. In our case we 
used the eye-tracker as a pointer for on-screen pointing while detecting the blink of a 
single eye (right eye) for on-screen selection.  

Regarding bend detection, we used four sensors from Flexpoint [16] (Figure 2a) 
positioned around the neck of the users as seen in Figure 2b. These bend sensors were 
connected to a microcontroller (Sunspot by Sun Microsystems) which forwarded 
relevant data about the bend degree to our applications. These sensors return a zero 
value when they remain in stationary position and start producing different values as 
they bend. We positioned them in four points around a person’s neck to simulate the 
use of the four basic directions while manipulating objects on a screen. Note that by 
tilting the head backwards, the effect would be the same as pressing the UP key in a 
keyboard, meaning we opted to employ an inverted Y-axis for the experiment. We 
used the bend sensor for two different tasks: the pointing task, whose configuration is 
depicted in figure 2b, detects if the user intends to move the pointer up, down, left or 
right; the selection task, in which a bend sensor was attached to the index finger to act 
as a trigger – when the user pushed it, it would mean he / she wanted to select the 
pointed object. 

The speech recognizer was implemented using the Speech SDK for C#. A set of 
basic words were identified to be important to be present in our test in order for users 
to perform the required tasks. At this stage we only used two voice commands for 
selection (”select” voice command) and unselecting (“undo” voice command) in the 
platform. More will be implemented in later stages, more specifically to allow for 
multiple object selection. 

All applications were developed in C# using Visual Studio 2008 .NET Framework 
3.5 to run on Windows Desktop environments. 
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Fig. 2. Bend Sensors and Bend Sensor Positions 

5   Experiment: Pointing and Selecting 

Our experiment focused on two tasks commonly performed in any environment but 
which may have some impact in collaborative settings: pointing and selecting items 
on a screen. While it may appear as a trivial task in an individual desktop computer 
environment, the characteristics of a collaborative environment may force it to be-
come a more demanding task – for instance, the existence of a very large display may 
obstruct or hinder the interaction experience when users try to reach the upper corners 
of the display. The linked nature of these two tasks is one of the reasons we opted for 
this duo.  
We used one 27’’ screen with a webcam for eye-tracking, a 60’’ smartboard with a 
webcam at its base also for eye tracking, a microphone for voice-input and a set of four 
bend sensors positioned according to the schema explained in the previous section. We 
used six subjects to our tests, all of them computer science students, thus all acquainted 
with traditional interaction mechanisms. None of the subjects had any type of injury or 
incapacity that inhibited them from testing any of the available modalities.  

For the pointing task, half subjects were picked to use the bend sensors in the first 
place, while the other half used the eye-tracking mechanism. After clearing the task, 
they switched to the other modality. Half the subjects were also randomly assigned to 
first sit in from of the laptop and then to perform the task on the large display (again 
switching screens after task completion). The task required subjects to point a set of 
determined objects spread across the screen, similarly to typical eye-tracking calibra-
tion procedures and then to respond to a simple questionnaire using a Likert scale 
from 1 (harder; strongly disagree) to 5 (easier; strongly agree) addressing their prefer-
ences on the modalities tested.  

Through observation of the test’s results, we concluded users felt more comfortable 
and achieved more precise actions with the eye-tracking mechanism. The majority 
pointed the time spent to point objects as the main advantage of eye-tracking versus 
the use of bend-sensors. The bend-sensors were reported to not being accurate enough 
on the 27’’ screen (although this may be related to how we positioned them around 
the necks of the users). Nevertheless two users stated it worked fairly well on the 
smartboard. We believe the best use of the bend sensors is, indeed, in the presence of 
very large displays in which information may not be easily reached using standard 
interaction mechanisms. 
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Fig. 3. Selection task using bend sensors 

In the context of the selection task, we had two subjects working individually as in 
the first task while the remaining were paired. In this case users were asked to point a 
subset of objects spread across the screen and then select them using the interaction 
modality they were using: either voice input through the microphone or by simulating 
pressing a trigger by bending the sensor attached to their index finger. We used the 
two pairs of subjects to address how the applications worked when mixing different 
modalities at the same time, a scenario plausible in cooperative settings. One of the 
users performed the pointing task while the other performed the selection command. 
When the task was complete, subjects switched roles. Opposite to what happened in 
the first task, almost all users were enthusiastic with the use of the bend sensor as a 
trigger and quickly started providing suggestions of applications and games where it 
could be used. They praised the ability to simulate both mouse clicks using and a 
weapon trigger using the bend sensor. One user, however, criticized the need of hav-
ing to configure a rest position for the finger and the fact that the triggering movement 
could start causing some pain in the fingers after several commands. Regarding the 
voice input modality, users referred it sometimes didn’t recognize the command they 
were issuing. Although this may be related with the proficiency of the subjects with 
English language, it may be the main disadvantage of this modality compared to the 
bend sensor. The paired subjects were additionally asked about their opinions on 
having experienced cooperative interaction using different modalities. They stated it 
felt awkward to not have total control when completing the task as a whole and hav-
ing to depend on a second person to perform it. From our observations and through 
the video recording, we concluded this type of interaction should be more suited for 
entertainment applications, such as videogames, and co-located tools for small chil-
dren, in order to help them develop basic cooperation skills. 

Overall subjects reacted positively to the experiment, even offering suggestions on 
possible applications or how to improve the interactive experience. We felt that fur-
ther investigation on the positioning of bend sensors and testing different eye-tracking 
and voice command algorithms might even increase the degree of satisfaction of the 
target users. 
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6   Conclusions and Future Work 

In this paper we presented a study regarding how users interact when a small set of 
different modalities are available in a collaborative context. The work, motivated by 
the growing need of providing truly collaborative interactions in cooperative envi-
ronments, proved a positive start for developing a multimodal system for the same 
environments. We focused on the use and combination of an eye-tracker, multiple 
bend-sensors and a speech-recognizer for a set of tasks, namely on-screen pointing 
and item selection. Results showed that the eye-tracker is a more reliable mean to 
point items than the use of multiple bend-sensors (although the latter is not impracti-
cal). Although our team didn’t use a sophisticated eye-tracker, the employed tech-
nique was still superior due to the quick response detecting the point where the user is 
looking at, although quality of the detection can be severely hindered by external 
conditions (e.g. room light). On the other hand, the bend sensor performed more 
poorly, even though we are still investigating if a more advanced sensor or a better 
positioning of the sensors on the user’s body can improve its results. Regarding the 
selection task, both speech-recognition and the use of the bend-sensor as a trigger 
proved to be quite effective. The employed speech-recognition algorithm was praised 
by our testers as its accuracy proved to not hamper the intended task. The bend sensor 
also had good results, as the users stated it remained faithful to a button/trigger meta-
phor. Overall, the experience proved to be a positive start towards the development of 
a multimodal collaborative platform. 

The future work on our platform is two folded: on the one hand we are continu-
ously supporting more interaction modalities, namely pressure sensors, light sensitive 
sensors or accelerometers, so that we have a rich selection of interaction techniques 
suited for different tasks and for user preferences. On the other hand we are allowing 
the use of the platform as a building base for collaborative applications. More specifi-
cally, we are allowing students to create collaborative versions of simple applications 
(e.g. drawing tool, text editor) while having our collaborative platform as a function-
ality base. With this, we are keen on further exploring the ways users interact when 
they have a rich selection of modalities while in a collaborative context. 
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