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Abstract. Real-time, static and dynamic hand gesture learning and recognition 
makes it possible to have computers recognize hand gestures naturally. This 
creates endless possibilities in the way humans can interact with computers, al-
lowing a human hand to be a peripheral by itself.  The software framework de-
veloped provides a lightweight, robust, and practical application programming 
interface that helps further research in the area of human-computer interaction. 
Approaches that have proven in analogous areas such as speech and handwrit-
ing recognition were applied to static and dynamic hand gestures. A semi-
supervised Fuzzy ARTMAP neural network was used for incremental online 
learning and recognition of static gestures; and, Hidden Markov models for 
online recognition of dynamic gestures. A simple anticipatory method was im-
plemented for determining when to update key frames allowing the framework 
to work with dynamic backgrounds. 

Keywords: Motion detection, hand tracking, real-time gesture recognition, 
software framework, FAST corner detection, ART Neural Networks. 

1   Introduction 

User experience in human-computer interaction can be dramatically improved by 
allowing users to interact in more natural and intuitive ways. The problem is that there 
is no single efficient, robust, and inexpensive solution to recognize static and dynamic 
hand gestures, consequently interfaces maybe be less natural or intuitive. 

Visualizing and interpreting hand gestures the way humans are able to, will pro-
vide many new ways to interact with computers. Already applications such as sign 
language recognition [1] and [2], touch-less computer interaction [3] and [4], and 
behavior understanding [5] have demonstrated why bare hand computer interaction 
plays an important role in emerging consumer electronics. 

Solutions used in the past to improve tracking and recognition include using gloves 
or markers [6], or using more expensive hardware such as infrared cameras [7]. 
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Gloves and markers require setup and mandatory calibration, resulting in a less  
natural user experience. Infrared cameras improve the robustness in regard to dy-
namic backgrounds; however, the costs of these cameras prevent them from being 
widely adopted. 

The Gestur framework developed in this research provides a foundation for  
creating new, and improving existing, applications that depend on hand gesture rec-
ognition, by providing a framework that depends on minimal hardware and software 
resources, and the ability to operate in a vast range of conditions. 

In the rest of the paper, we examine the Gestur framework and its components in 
Section 2. Finally, Section 3 provides a summary of our work and a discussion about 
some of Gestur’s key characteristics.  

2   Gestur 

Gestur is an open-source software framework designed and developed for software 
developers wishing to incorporate static and dynamic hand gesture recognition into 
their applications. Developers have access to the framework via its application pro-
gramming interface, which provides abstractions for capture, calibrating, tracking, 
training, and classification in hand gesture recognition. Unlike previous libraries and 
toolkits [8] and [9], Gestur is primarily focused on real-time hand gesture recognition. 

2.1   Software Architecture 

Gestur is written in the C# programming language [10] and runs on the Micro-
soft.NET framework utilizing the DirectShow API [11]. DirectShow exists as an 
unmanaged1 framework thus in order to utilize it an unofficial managed wrapper2 
called DirectShow.net [12] was employed. The main children namespaces outlined in 
Fig. 1 are: 

─ Capture: works closely with DirectShow to allow any video capture device that 
supports the Windows Driver Model to be used as an input device. 

─ Calibration: retrieves parameters that other framework components need to per-
form their job reliably and efficiently—for e.g. the finger tip radius to use in 
FAST corner detection.  

─ Tracking: searches and keeps track of objects of interest, namely the hand. 
─ Learning: allows training the framework for subsequent recognition and classi-

fication. 
─ Utility: provides many image processing methods to assist other objects in the 

framework. 

The majority of components present in Gestur are polymorphic in design allowing 
programmers to replace any component with an alternative. The framework is also 
fully open source making code distribution, review, and issue tracking convenient for 
interested developers.  
                                                           
1 Gestur runs on Microsoft.NET—a managed framework, hence memory management is done 

automatically. DirectShow is written in native C++ which does not provide any garbage  
collection. 

2 DirectShow.net facilitates the interoperability between the managed and unmanaged domains. 
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Fig. 1. Software architecture of the Gestur framework. Main components interact with each 
other as indicated by the arrows. Utility provides general purpose image processing methods. 

2.2   Hand Detection 

Human beings are constantly in motion, and when about to perform a static or dy-
namic gesture some degree of motion is expected. Using a two frame difference, as 
illustrated in Fig. 2, the areas containing motion can be easily identified. The result is 
a binary image containing potential areas where the hand may be located, called can-
didate regions of interest.  

 
Fig. 2. Example of a previous, current, and the two-frame difference of the previous and current 
in A, B, and C, respectively. The two-frame difference identifies regions in which motion 
occurred. 

The amount of motion being experienced also dictates, when the key/reference 
frame should be updated. This approach allows the framework to anticipate when to 
expect a hand gesture. The setting of this reference frame is very important for obtain-
ing an outline of the hand as in Fig. 3. 

Every candidate region presented by the two-frame difference is investigated as a 
number of sub-images3 as shown in Fig. 3. The Fast Accelerated Segment Test  
 

                                                           
3 The dimensions used for each sub-image is determined during calibration. 
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Fig. 3. Candidate region of interest containing a hand. The segmented hand is found by com-
puting the difference between the current frame and the key/reference frame. The key frame is 
set, when a hand gesture is anticipated to avoid the hand being part of the frame. 

(FAST) corner detection algorithm [13] is then performed using the suggested finger 
tip radius [14], as well as the object’s size in relation to the sub-image. Using geomet-
ric constraints of a typical hand [15], feedback is provided on whether or not the sub-
image contains a hand. 

2.3   Static Gestures 

Once the hand has been detected and tracked, a variety of elementary, easy to com-
pute, geometric features are extracted to determine whether a gesture is being per-
formed (gesture detection) and, finally, to recognize the type of gesture. The rotation-, 
translation-, scale-, and reflection-invariance of these features was mandated to ensure 
robust and computationally efficient recognition. The features used with the default 
classifier are the number of fingers and the angle formed between the centroid of the 
finger tips and the forearm, illustrated as A in Fig. 4. 

Static gestures are learned and, subsequently, recognized by a semi-supervised 
Fuzzy ARTMAP (ssFAM) neural network [16-18]. ssFAM is a neural network archi-
tecture, which is built upon Grossberg’s Adaptive Resonance Theory (ART). It has 
the ability to learn associations between a set of input patterns and their respective 
class/label, which then can be utilized for classification purposes. The ssFAM net-
work clusters training patterns into categories, whose geometrical representations are 
hyper-rectangles embedded in the feature space. Each time a test pattern is presented 
a similarity measure is computed to determine, which of the discovered categories it 
belongs too. Via this mechanism, it also has the ability to discover, if completely new 
information is being presented to the network.  This is the case, when a given test 
pattern does not fit the characteristics of any of the categories that the system has 
learned so far. This mechanism is useful in our application so that irrelevant or am-
biguous gestures are appropriately ignored. 

An additional, important quality of ssFAM (and of ART-based classifiers) is the 
fact that the network is able to learn incrementally and, therefore, is ideal for online 
learning tasks. In our framework of gesture recognition this is a highly desirable fea-
ture, as it will allow our system to add new gestures or to accumulate additional 
knowledge about already learned gestures in an online fashion. 
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Fig. 4. Features used for classifying static gestures: number of finger tips, and the angle, A, 
between the centroid of the finger tips and the forearm. These features are rotation-, translation-
, scale-, and reflection-invariant. 

Finally, the fact that ssFAM is capable of organizing its acquired knowledge by 
forming categories in a semi-supervised manner, allows the system to generalize well, 
when attempting to learn gestures. 

2.4   Dynamic Gestures 

The movement of the hand conveys important information about the message users 
are trying to communicate. This information is represented by the moving hand’s 
trajectory, which can be expressed as a stream of primitive movements. Because of 
the success of Hidden Markov Models (HMM) in applied recognition of symbol se-
quences [19], HMMs comprise the default classifier used in Gestur for dynamic hand 
gesture recognition. 

After the hand is detected, the center of the palm is computed and tracked. The tra-
jectory is sampled from the beginning of the gesture until its end and a sequence of 
motion primitives is established, as shown in Fig. 5. This stream is fed to a bank of 
HMMs, where the most likely dynamic gesture is labeled as the sequence of primi-
tives that best fit the model. 

The main challenge with classifying dynamic gestures this way is accurately 
identifying the beginning and end of the gesture. In Gestur, the beginning is indi-
cated, when a hand containing a recognized static gesture is present and has moved 
some minimum distance. The end of the gesture is marked, when the hand comes to 
a stop. 

Furthermore, on-line recognition of dynamic hand gestures via HMMs was made 
possible through utilization of an optimized version of the Viterbi algorithm [20]. 
Additionally, movement can only be in one of eight directions—up, down, left, right 
or a combination of vertical and horizontal—hence this architecture remains efficient 
and facilitates incremental learning [21], since new gestures are often extensions of 
already learned models. 
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Fig. 5. Dynamic gesture classification subsystem. A stream of simple motion primitives is 
forwarded to a bank of HMMs, each of which is specialized to recognize a specific dynamic 
gesture. The dynamic gesture is labeled according to the model reporting the maximum likeli-
hood of having generated the observed sequence. 

3   Discussion 

Gestur provides an easy way for any software developer to quickly develop event 
driven applications involving hand gesture recognition. It provides robust detection 
and tracking in almost every situation in the home, office, conference room, etc. with 
ample light present. The framework is also resilient to background changes through 
anticipatory key frame updating. Gestur utilizes the DirectShow API to allow any 
image processing operations supported by the hardware to be performed on the hard-
ware instead of having to implement such operations in software. 

As a result we have been able to successfully use Gestur to produce an application 
that controls Microsoft® PowerPoint presentations, whereby users indicate to the 
computer the direction to advance slides, terminate a presentation, or any other action 
initially configured. This application also shows how static and dynamic gestures can 
replace computer events traditionally triggered through the use of hands, a keyboard, 
and a mouse. In this application we were able to classify six static, and five dynamic 
gestures, with an overall recognition rate of 76%. 

Furthermore, Gestur was designed and developed with the goal of providing a light-
weight, practical, and robust framework to further research in the area of hand gesture 
recognition. The polymorphic design of the framework allows users to experiment with 
different components making it possible to study various machine learning techniques 
as they relate to online static and dynamic hand gesture recognition. 
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