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Abstract. Human body pose estimation and tracking is a challeng-
ing task mainly because of the high dimensionality of the human body
model. In this paper we introduce a Hierarchical Annealing Particle Fil-
ter (H-APF) algorithm for 3D articulated human body-part tracking.
The method exploits Hierarchical Human Body Model (HHBM) in order
to perform accurate body pose estimation. The method applies nonlin-
ear dimensionality reduction combined with the dynamic motion model
and the hierarchical body model. The dynamic motion model allows to
make a better pose prediction, while the hierarchical model of the hu-
man body expresses conditional dependencies between the body parts
and also allows us to capture properties of separate parts. The improved
annealing approach is used for the propagation between different body
models and sequential frames. The algorithm was checked on HumanEvaI
and HumanEvaII datasets, as well as on other videos and proved to be
effective and robust and was shown to be capable of performing an ac-
curate and robust tracking. The comparison to other methods and the
error calculations are provided.

1 Introduction

Human body pose estimation and tracking is a challenging task for several rea-
sons. The large variety of poses and high dimensionality of the human 3D model
complicates the examination of the entire subject and makes it harder to de-
tect each body part separately. However, the poses can be presented in a low
dimensional space using the dimensionality reduction techniques, such as Gaus-
sian Process Latent Model (GPLVM) [1], locally linear embedding (LLE) [2],
etc. The human motions can be described as curves in this space. This space can
be obtained by learning different motion types [3]. However, such a reduction
allows to detect poses similar to those, that were used for the learning process.
In this paper we introduce a Hierarchical Annealing Particle Filter (H-APF)
tracker, which exploits Hierarchical Human Body Model (HHBM) in order to
perform accurate body part estimation. In this approach we apply a nonlinear
dimensionality reduction using the Hierarchical Gaussian Process Latent Model
(HGPLVM) [1] and the annealing particle filter [4]. Hierarchical model of the
human body expresses conditional dependencies between the body parts, but
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also allows us to capture properties of separate parts. Human body model state
consists of two independent parts: one containing information about 3D loca-
tion and orientation of the body and the other describing the articulation of
the body. The articulation is presented as hierarchy of body parts. Each node
in the hierarchy represent a set of body parts called partial pose. The method
uses previously observed poses from different motion types to generate mapping
functions from the low dimensional latent spaces to the data spaces, that corre-
spond to the partial poses. The tracking algorithm consists of two stages. Firstly,
the particles are generated in the latent space and are transformed to the data
space using the learned mapping functions. Secondly, rotation and translation
parameters are added to obtain valid poses. The likelihood function is calcu-
lated in order to evaluate how well these poses match the image. The resulting
tracker estimates the locations in the latent spaces that represents poses with the
highest likelihood. We show that our tracking algorithm is robust and provides
good results even for the low frame rate videos. An additional advantage of the
tracking algorithm is the ability to recover after temporal loss of the target.

2 Related Works

One of the commonly used technique for estimation the statistics of a random
variable is the importance sampling. The estimation is based on samples of this
random variable generated from a distribution, called the proposal distribution,
which is easy to sample from. However, the approximation of this distribution
for high dimensional spaces is a very computationally inefficient and hard task.
Often a weighting function can be constructed according to the likelihood func-
tion, as it is in the CONDENSATION algorithm of Isard and Blake [5], which
provides a good approximation of the proposal distribution and also is relatively
easy to calculate. This method uses multiple predictions, obtained by drawing
samples of pose and location prior and then propagating them using the dynamic
model, which are refined by comparing them with the local image data, calcu-
lating the likelihood [5]. The prior is typically quite diffused (because motion
can be fast) but the likelihood function may be very peaky, containing multi-
ple local maxima which are hard to account for in detail [6]. In such cases the
algorithm usually detects several local maxima instead of choosing the global
one. Annealed particle filter [4] or local searches are the ways to attack this dif-
ficulty. The main idea is to use a set of weighting functions instead of using a
single one. While a single weighting function may contain several local maxima,
the weighting functions in the set should be smoothed versions of it, and there-
fore contain a single maximum point, which can be detected using the regular
annealed particle filter. The alternative method is to apply a strong model of
dynamics [7]. The drawback of the annealed particle filter tracker is that the
high dimensionality of the state space requires generation of a large amount of
particles. In addition, the distribution variances, learned for the particle gener-
ation, are motion specific. This practically means that the tracker is applicable
for the motion, that is used for the training. Finally, the APF is not robust and
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suffers from the lack of ability to detect a correct pose, once a target is lost (i.e.
the body pose wrongly estimated).

In order to improve the trackers robustness, ability to recover from temporal
target loss and in order to improve the computational effectiveness many re-
searchers apply dimensionality reduction algorithm on the configuration space.
There are several possible strategies for reducing the dimensionality. Firstly it
is possible to restrict the range of movement of the subject [8]. But, due to
the restricting assumptions, the resulting trackers are not capable of tracking
general human poses. Another approach is to learn low-dimensional latent vari-
able models [9]. However, methods like Isomap [10] and locally linear embedding
(LLE) [2] do not provide a mapping between the latent space and the data space,
and, therefore Urtasun et al. [11] proposed to use a form of probabilistic dimen-
sionality reduction by GPDM [12,13] to formulate the tracking as a nonlinear
least-squares optimization problem. Andriluka et al. [14] use HGPLVM [1] to
model prior on possible articulations and temporal coherency within a walking
cycle. Raskin et al. [15] introduced Gaussian Process Annealed Particle Filter
(GPAPF). According to this method, a set of poses is used in order to create a
low dimensional latent space. This latent space is generated using Gaussian Pro-
cess Dynamic Model (GPDM) for a nonlinear dimensionality reduction of the
space of previously observed poses from different motion types, such as walking,
running, punching and kicking. While for many actions it is intuitive that a mo-
tion can be represented in a low dimensional manifold, this is not the case for
a set of different motions. Taking the walking motion as an example. One can
notice that for this motion type the locations of the ankles are highly correlated
with the location of the other body parts. Therefore, it seems natural to be able
to represent the poses from this action in a low dimensional space. However,
when several different actions are involved, the possibility of a dimensionality
reduction, especially a usage of 2D and 3D spaces, is less intuitive.

This paper is organized as follows. Section 3 describes the tracking algorithm.
Section 4 presents the experimental results for both tracking of different data
sets and motion types. Finally, section 5 provides the conclusion and suggests
the possible directions for the future research.

3 Hierarchical Annealing Particle Filter

The drawback of GPAPF algorithm is that a latent space is not capable of
describing all possible poses. The space reduction must capture any dependen-
cies between the poses of the different body parts. For example, if there is any
connection between the parameters that describe the pose of the left hand and
those, describing the right hand, then we can easily reduce the dimensional-
ity of these parameters. However, if a person will perform a new movement,
which differ from the learned ones, then the new poses will be represented
less accurately by the latent space. Therefore, we suggest using a hierarchical
model for the tracking. Instead of learning a single latent space that describes
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the whole body pose we use HGPLVM [1] to learn a hierarchy of the latent
spaces. This approach allows us to exploit the dependencies between the poses of
different body parts while accurately estimating of the pose of each part
separately.

The commonly used human body model Γ consists of 2 statistically inde-
pendent parts Γ = {Λ, Ω}. The first part Λ ⊆ IR6 describes the body 3D lo-
cation: the rotation and the translation. The second part Ω ⊆ IR25 describes
the actual pose, which is represented by the angles between different body parts
(see. [16] for more details about the human body model). Suppose the hierar-
chy consists of H layers, where the highest layer (layer 1) represents the full
body pose and the lowest layer (layer H ) represents the separate body parts.
Each hierarchy layer h consists of Lh latent spaces. Each node l in hierarchy
layer h represents a partial body pose Ωh,l. Specifically, the root node describes
the whole body pose; the nodes in the next hierarchy layer describe the pose
of the legs, arms and the upper body (including the head); finally, the nodes
in the last hierarchy layer describe each body part separately. Let us define
�(Ωh,l) as the set of the coordinates of Ω that are used in Ωh,l, where Ωh,l

is a subset of some Ωh−1,k in the higher layer of the hierarchy. Such k is de-
noted as l̃. For each Ωh,l the algorithm constructs a latent spaces Θh,l and
the mapping function ℘(h,l) : Θh,l �→ Ωh,l that maps this latent space to the
partial pose space Ωh,l. Let us also define θh,l as the latent coordinate in the
l-th latent space in the h-th hierarchy layer and ωh,l is the partial data vec-
tor that corresponds to θh,l. Consequently, applying the definition of ℘(h,l)

we have that ωh,l = ℘(h,l) (θh,l). In addition for ∀i we define �(i) to be a
pair < h, l >, where h is the lowest hierarchy layer and l is the latent space
in this layer, such that i ∈ �(Ωh,l). In other words, �(i) represent the low-
est latent space in the hierarchy for which the i-th coordinate of Ω has been
used in Ωh,l. Finally, λh,l,n, ωh,l,n and θh,l,n are the location, pose vector and
latent coordinates on the frame n and hierarchy layer h on the latent
space l.

Now we present a Hierarchical Annealing Particle Filter (H-APF). A H-APF
run is performed at each frame using image observations yn. Following the nota-
tions used in [17] for the frame n and hierarchy layer h on the
latent space l the state of the tracker is represented by a set of weighted par-
ticles Sπ

h,l,n = {(s(0)
h,l,n, π

(0)
h,l,n), ..., (s(N)

h,l,n, π
(N)
h,l,n)}. The un-weighted set of parti-

cles is denoted as Sh,l,n = {s(0)
h,l,n, ..., s

(N)
h,l,n}. The state that is used contains

translation, rotation values, latent coordinates and the full data space vectors:
s
(i)
h,l,n = {λ(i)

h,l,n; θ(i)
h,l,n; ω(i)

h,l,n}. The tracking algorithm consists of 2 stages. The
first stage is the generation of new particles using the latent space. In the second
stage the corresponding mapping function is applied that transforms latent coor-
dinates to the data space. After the transformation, the translation and rotation
parameters are added and the 31-dimensional vectors are constructed. These
vectors represent a valid pose, which are projected to the cameras in order to
estimate the likelihood.
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Each H-APF run has the following stages:

Step 1. For every frame hierarchical annealing algorithm run is started at layer
h = 1. Each latent space in each layer is initialized by a set of un-weighted
particles Sh,l,n.

S1,1,n =
{

λ
(i)
1,1,n; θ(i)

1,1,n; ω(i)
1,1,n

}Np

i=1
(1)

Step 2. Calculate the weights of each particle:

π
(i)
h,l,n ∝ wm (yn, sh,l,n) =

k
wm

(
yn,λ

(i)
h,l,n,ω

(i)
h,l,n

)
p
(

λ
(i)
h,l,n,θ

(i)
h,l,n|λ(i)

h,l,n,θ
(i)
h,l̃,n

)

q
(

λ
(i)
h,l,n

,θ
(i)
h,l,n

|λ(i)
h,l,n

,θ
(i)
h,l̃,n

,yn

) =

k
wm

(
yn,Γ

(i)
h,l,n

)
p
(

λ
(i)
h,l,n,θ

(i)
h,l,n|λ(i)

h,l,n,θ
(i)
h,l̃,n

)

q
(

λ
(i)
h,l,n,θ

(i)
h,l,n|λ(i)

h,l,n,θ
(i)
h,l̃,n

,yn

)

(2)

where wm (yn, Γ ) is the weighting function suggested by Deutscher and Reid [17]
and k is a normalization factor so that

∑Np

i=1 π
(i)
n = 1. The weighted set, that is

constructed, will be used to draw particles for the next layer.

Step 3. N particles are drawn randomly with replacements and with a proba-
bility equal to their weight π

(i)
h,l,n. For every latent space l in the hierarchy level

h+1 the particle s
(j)
h+1,l,n is produces using the jth chosen particle s

(j)

h,l̂,n
(l̂ is the

index of the parent node in the hierarchy tree):

λ
(j)
h+1,l,n = λ

(j)

h,l̂,n
+ Bλh+1 (3)

θ
(j)
h+1,l,n = φ(θ(j)

h,l̂,n
) + Bθh,l̂

(4)

In order to construct a full pose vector ω
(j)
h+1,l,n is initialized with the ω

(j)

h,l̂,n

ω
(j)
h+1,l,n = ω

(j)

h,l̂,n
(5)

and then updated on the coordinates defined by Ωh+1,l using the new θ
(j)
h+1,l,n

(ω(j)
h+1,l,n)|Ωh+1,l

= ℘h+1,l
(
θ
(j)
h+1,l,n

)
(6)

(The notation a|B stands for the coordinates of vector a ∈ A defined by the
subspace B ⊆ A.) The idea is to use a pose that was estimated using the higher
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hierarchy layer, with small variations in the coordinates described by the Ωh+1,l

subspace.
Finally, the new particle for the latent space l in the hierarchy level h + 1 is:

s
(j)
h+1,l,n = {λ(j)

h+1,l,n; ω(j)
h+1,l,n; θ(j)

h+1,l,n} (7)

The Bλh
and Bθh,l

are multivariate Gaussian random variables with covariances
and Σλh

and Σθh,l
correspondingly and mean 0.

Step 4. The sets Sh+1,l,n have now been produced which can be used to initialize
the layer h+1. The process is repeated until we arrive to the H -th layer.

Step 5. The jth chosen particle s
(j)
H,l,n in every latent space l in the lowest

hierarchy level and their ancestors (the particles in the higher layers that used
to produce s

(j)
H,l,n are used to produce s

(j)
1,1,n+1 un-weighted particle set for the

next observation:

λ
(j)
1,1,n+1 = 1

LH

∑LH

l=1 λ
(j)
H,l,n

∀i ω(j)(i) = ω̂
(j)
�(i),n

θ1,1,n+1 = ℘−1
1,1

(
ω

(j)
1,1,n+1

) (8)

Here ω̂
(j)
h,k,n denotes an ancestor of ω

(j)
H,l,n in h-th layer of the hierarchy.

Step 6. The optimal configuration can be calculated using the following method:

λ
(opt)
n = 1

LH

∑LH

l=1

∑N
j=1 λ

(j)
H,l,nπ

(j)
h,l,n

∀i ω(j)(i) = ω̂
(j)
�(i),n

ω
(opt)
n =

∑N
j=1 ω(j)π(j)

(9)

where, similar to stage 2, π(j) = wm
(
yn, 〈λ(opt)

n , ω(j)〉
)

is the normalized

weighting function so that
∑Np

i=1 π(i) = 1.

4 Results

We have tested H-APF tracker using the HumanEvaI and HumanEvaII datasets
[18]. The sequences contain different activities, such as walking, boxing, jogging
etc., which were captured by several synchronized and mutually calibrated cam-
eras. The sequences were captured using the MoCap system that provides the
correct 3D locations of the body joints, such as shoulders and knees. This in-
formation is used for evaluation of the results and comparison to other tracking
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Fig. 1. The errors of the APF tracker (green crosses), GPAPF tracker (blue circles)
and H-APF tracker (red stars) for a walking sequence captured at 15 fps

frame 50 frame 230 frame 640 frame 700 frame 800 frame 1000

Fig. 2. Tracking results of H-APF tracker. Sample frames from the combo1 sequence
from HumanEvaII(S2) dataset.

algorithms. The error is calculated, based on comparison of the tracker’s output
to the ground truth, using average distance in millimeters between 3-D joint
locations [16].

The first sequence that we have used contain a person, walking in a circle.
The video was captured at 60 fps frame rate. We have compared the results
produced by APF, GPAPF and H-APF trackers. For each algorithm we have
used 5 layers, with 100 particles in each. Fig. 1 shows the error graphs, produced
by APF (green crosses), the GPAPF (blue circles) and the H-APF (red stars)
trackers. We have also tried to compare our results to the results of CONDEN-
SATION algorithm. However, the results of that algorithm were either very poor
or very large number of particles needed to be used, which made this algorithm
computationally not effective. Therefore we do not provide the results of this
comparison.
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Fig. 3. The errors for HumanEvaI(S1, walking1, frames 6-590)(top), HumanEvaII(S2,
frames 1-1202)(middle) and HumanEvaII(S4, frames 2-1258)(bottom). The errors pro-
duced by GPAPF tracker are marked by blue circles and the error of the H-APF tracker
are marked by red stars.

Fig. 4. Tracking results of H-APF tracker. Sample frames from the running, kicking
and lifting an object sequences.

Next we trained HGPLVM with several different motion types. We used
this latent space in order to track the body parts on the videos from the Hu-
manEvaI and HumanEvaII datasets. Fig. 2 shows the result of the tracking
of the HumanEvaII(S2) dataset, which combines 3 different behaviors: walk-
ing, jogging and balancing and Fig. 3 presents the errors for HumanEvaI(S1,
walking1, frames 6-590)(top), HumanEvaII(S2, frames 1-1202)(middle) and Hu-
manEvaII(S4, frames 2-1258)(bottom). Finally, Fig. 4 shows the results from the
running, kicking and lifting an object sequences.
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5 Conclusion and Future Work

In this paper we have introduced an approach that uses HGPLVM to improve
the ability of the annealed particle filter tracker to track the object even in a
high dimensional space. The usage of hierarchy allows better detect body part
position and thus perform more accurate tracking.

An interesting problem is to perform tracking of the interactions between
multiple actors. The main problem is constructing a latent space. While a single
persons poses can be described using a low dimensional space it may not be the
case for multiple people. The other problem here is that in this case there is high
possibility of occlusion. Furthermore, while for a single person each body part
can be seen from at least one camera that is not the case for the crowded scenes.
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