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Abstract. Current automatic face recognition systems often require
users to face towards the capturing camera. To extent these systems
for user non-intrusive application scenarios such as video surveillance,
we propose a stereo camera configuration to synthesize a frontal face
image from two non-frontal face images. After the head pose has been
estimated, a frontal face image is synthesized using face warping and
view morphing techniques. Face identification experiments reveal that
using the synthetic frontal images can achieve comparable performance
with real frontal face images.

1 Introduction

Advances in the automatic face recognition technology have led to its extensive
deployments in security applications around the world. In Britain, face scanners
have been installed in airports so that passengers can perform self-help immi-
gration clearance. Passengers who use this automated machine are expected to
face towards the scanner and wait inside the unmanned gates, until their faces
match with the data stored in their biometric passports. In the United States,
visitors entering the border will have their face images taken at the entry ports
by the immigration officers. The photographs are then matched with criminal
face databases to check if the visitors are suspects. During the 2008 Beijing
Olympic Games, security checkpoints with face verification capability were allo-
cated in venue entrances to ensure the audiences were the genuine ticket holders,
as shown in Figure 1.

A common characteristic of these face recognition systems is that users have to
follow the instructions strictly so as to co-operate with the system. For example,
in the British airport face scanner system, users are expected to stand upon a
fixed location, and turn their faces directly towards the capturing camera so that
clear frontal face images can be captured. Such a user intrusive approach will
probably fail when the user does not offer full co-operation, say by not facing the
camera during authentication. Therefore, solving the non-frontal facial image
problem is critical for user non-intrusive application scenarios such as video
surveillance.

One approach to recognize non-frontal faces is to use gallery images with
the same pose as the captured live image for face matching. Head pose can be
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Fig. 1. The face recognition systems adopted in British (Top Left), the United States
(Bottom Left), and China (Right)

approximately estimated from a single face image through statistical learning [1].
After that, algorithms such as the view-based eigenface proposed by Pentland
et al. [2] can be applied to do the non-frontal face recognition. The main draw-
back of this approach, however, is that face images of each user in various view-
points need to be collected beforehand.

Another approach is to synthesize frontal faces based on 2D image statistics or
3D head models. In [3], Beymer and Poggio generated faces in virtual views based
on prior knowledge of faces in 2D. In [4], Ashraf et al. divided a non-frontal face
image into several non-overlapping 2D patches, and aligned the patches based on
the correspondences learned from examples. In [5], Gross et al. re-rendered face
images across viewpoint using eigen light-fields. In [6], Blanz et al. generated
a frontal face by fitting one non-frontal image into the 3D morphable model
proposed in [7]. Once the frontal faces are generated, traditional face recognition
algorithms like PCA [8] and LDA [9] can be applied directly. One common
problem of these methods is that facial texture extracted from a single non-
frontal image does not necessarily cover the whole face region, since some parts
of the face are occluded in non-frontal view. To solve this problem, Li et al. [10]
proposed a method in which two sides of a face are captured simultaneously using
two cameras. A mean 3D facial model is fitted to the two images respectively so
that they can both be rotated to the frontal view. The synthesized frontal face
image is computed by averaging the two rotated images. By adopting the mean
3D face model, this method actually ignores the valuable stereo information
which can be utilized to estimate the individual facial structure of the user,
leading to the possible unrealistic frontal face synthesis. One straightforward way
of utilizing the stereo information is to incorporate 3D surface reconstruction.
However, this process is usually computational intensive and slow. Facing these
problems, we propose a novel scheme for frontal face synthesis using two cameras.
The stereo information provided by the cameras is fully utilized to make this
approach simple, fast and realistic.

The key technique of the proposed method is view morphing, which was pro-
posed by Seitz and Dyer for synthesizing a novel view of an object from two
images of the same object in two different viewpoints [11]. The main idea is
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the view of a virtual camera in between the two real cameras can be inter-
polated by the two input images. This technique works by first aligning two
input images using projective transform. After that, a virtual view is created by
interpolating the intensity values of the two aligned images. Finally, the inter-
polated image is re-projected to produce the novel view. View morphing works
well when most surfaces are visible in both images, because this technique does
not recover the 3D shape of the object throughout the procedures. To deal with
occlusions from different viewpoints, the interpolation may have to be guided by
explicitly-defined control points. In the proposed method, two calibrated cameras
are placed side-by-side in converging directions as shown in Figure 2. When the
user is inside the overlapping field-of-view region, two face images are captured.
The head pose is estimated by calculating 3D locations of facial points using
stereo geometry. If the head is facing between the two cameras, a frontal face
is synthesized following the procedures in Figure 3. The face recognition system
can then perform verification or identification using this synthesized frontal face
image.

Fig. 2. The camera configuration of
our approach

Fig. 3. The overflow of our approach

The remainder of this paper is organized as follows: In Section 2, we describe
how to align two images and estimate the head pose. Section 3 explains how
“view morphing” is applied to generate a virtual view. Section 4 illustrates how
a frontal face is synthesized by morphing. Section 5 shows some case studies on
face identification experiments. The proposed method is summarized in section 6.

2 Image Alignment and Head Pose Estimation

When two face images are captured, we have no information about the head
location and orientation in the 3D world. Therefore, we have to calculate the
head pose first, using the 3D locations of facial points. Since our cameras are
placed in converging directions, we need to transform the two captured images
and switch the stereo camera configuration back to parallel views.

To begin with, the stereo cameras are first calibrated [12] such that the in-
trinsic and extrinsic parameters are known. The captured images are rectified
as shown in Figure 4, i.e. the epipolar lines become collinear and parallel to the
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baseline. The optical centers of the two cameras are kept unchanged after image
rectification. It is because any two views which share the same optical center
can be related by a planer projective transformation. In fact, this procedure
is equivalent to the pre-warping step in view morphing. Further details can be
found in Seitz and Dyer’s paper [11].

Fig. 4. (Left & Right) Two captured images IL from the “left camera” and IR from
the “right camera”. (Middle) The rectified stereo images.

A simple method to estimate the head pose is to assume the eye centers and
the mouth center are co-planar, and the orientation of this 3D plane is close
to the real head pose. The orientation of the “face plane” can be determined
from three non-collinear points in the 3D space. The nose tip is not chosen as
mentioned in [1] because the appearance of the nose is heavily distorted when the
head is rotated (particularly in yaw angle). It makes the nose tip much harder
to be located when the actual head pose is still unknown.

Fig. 5. Face extraction from the top right image in Figure 4. The result of (Left)
background subtraction [13] and (Middle) skin color model. (Right) The final face
detected.

A course-to-fine approach is adopted to locate the facial features. First, the
face area is extracted using background subtraction [13] and skin color model
in YCrCb channel, as illustrated in Figure 5. Next, the approximate eye and
mouth regions are predicted using the eye map and mouth map proposed in
[14]. Finally, the eye and mouth centers can be located using machine learning
approaches such as [15], assuming that the face is almost upright in the images
after rectification.

After the correspondences of the eye and mouth centers are found, we can
calculate the 3D locations of these feature points using calibrated stereo rig.
Thus, the normal of the “face plane” can be determined. The head pose is
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resolved using the face normal on the mid-point of the eye and mouth centers
P . The estimated head pose is close to the real pose as far as the eye and mouth
centers are visible in both images, i.e. the features are not self-occluded by the
face.

3 View Morphing in Parallel Views

Once we have estimated the head location and orientation in the 3D world, we
can continue to generate a virtual view using view morphing technique in parallel
views. After rectification, the problem of computing a shape-preserving morph
from two non-parallel perspective views is reduced to the case of parallel views.
To synthesize a frontal face image, we create a virtual camera in between the
two real cameras. The virtual camera center CV is defined as the intersection
of the baseline and the light-ray from P parallel to the projection vector of the
face normal on the CL-CR-P plane, as illustrated in Figure 6.

Fig. 6. The parallel stereo rig in which a virtual view is generated

For each pixel in the virtual image plane IV , the light-ray which passes through
the camera center CV and the pixel can be extended to the “face plane”. Sup-
pose the intersection of the light-ray and the face plane is the 3D location of
this particular pixel, we can backtrack the image projections and find out the
subsequent pixels in left and right image planes IL and IR. This assumption is
essential to align the face images in IL and IR to the virtual image plane IV ,
especially to ensure the eye and mouth centers are aligned to the same locations
in IV .
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4 Facial Feature Detection and Face Morphing

Now we have aligned the two non-frontal face images so that the eye and mouth
centers are in the same location on the image plane of the virtual camera, as
shown in Figure 7. A straight forward approach to blend the two images is to
interpolate the intensity values linearly. However, the result is far from satisfac-
tory. The blended image appears to be “ghosted” especially in the nose region.
The underlying reason is facial features are distorted in different magnitudes over
the change of head pose. The human nose tip, which is prominent on the face,
shifted more rapidly than other feature points such as the eye corners when the
pose is varied in yaw angle. Therefore, we have to guide the way feature points
are shifted between the two non-frontal faces.

Fig. 7. (Top Left & Right) The non-frontal face images from the virtual camera view
after face alignment. (Top middle) The facial features detected by the set of pose-
specific ASM. (Bottom) The face morphing results using the non-frontal face images
from the virtual camera view.

Certainly using only three feature points we have detected, the eye and mouth
centers, is not sufficient to guide the warping of the whole face. As we have
estimated the head pose from stereo vision, we can apply a set of view-specific
Active Shape Model (ASM) [16]. Each ASM is trained from face images of the
same pose, for example, using face images in the Facial Recognition Technology
(FERET) database [17] with 0◦ (frontal), ±15◦, ±25◦, or ±40◦ varied in yaw
angle. The ASM with the training face pose nearest to the estimated head pose is
chosen to detect facial features. The eye and mouth centers are used to initialize
the ASM, such that the search of scale and orientation of ASM is bounded.
After applying the ASM, the locations of 31 additional facial features are found
as shown in Figure 7.

Facial features extracted from the ASM and the eye centers are selected as the
control points to regulate the mesh warping procedure. To avoid the “ghosting”
effect from linear blending, the bottom part of the face, which includes the
nose and the mouth, is combined using the more apparent half of each warped
non-frontal face image. The upper part of face, which included the eyes and
eyebrows, are blended linearly instead. This face morphing method produces a
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Fig. 8. Some synthesized results using two non-frontal face images. (Column A & D)
The synthesized frontal face regions. (Column B & E) The real frontal face regions
cropped from the person’s head images (Column C & F).

more visually-plausible synthesized frontal face than using linear blending alone,
as demonstrated in Figure 7. In addition, the final synthesized frontal faces are
shown in Figure 8.

5 Face Recognition with Synthesized Frontal Faces

Now we have synthesized visually-plausible frontal face images using the pro-
posed method. Still, we have to investigate whether these synthesized frontal
faces can be applied in automatic face recognition algorithms. We adopted the
PCA method used in [18]. Cosine angle was used as the distance measure. The
face images were normalized to 130x150 grayscale with the same intraocular
(eye-to-eye) distance. The gallery consisted of frontal face images with regular
expression from 1196 individuals in the FERET database [17]. The probe set
consisted of frontal face images with alternative expression from 1195 individ-
uals in the FERET database. Around 500 frontal face images in the FERET
database were randomly chosen for eigenface training. The identification result
on gallery vs. probe set (Experiment 1) was 71.5% at rank 1, as shown in Table 1.

We conducted a similar experiment (Experiment 2) by including the 6 synthe-
sized frontal face images to the probe set and the 6 real frontal face images to the
gallery. The identification result was shown in Figure 9. The result was encour-
aging indeed since all synthesized faces could be identified correctly within the
first 7 matches. How about we use the respective non-frontal face images for face
recognition? We replaced the synthesized frontal face images in the probe set by
the 12 non-frontal face images captured by the left and right cameras (Experi-
ment 3). The identification result was worse than Experiment 2, in which only 4
non-frontal face images were identified correctly within the first 20 matches, as
shown in Table 1.
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Table 1. Identification results on the FERET database

Experiment 1 Experiment 2 Experiment 3
(Original) (Synthesized) (Non-frontal)

Rank 1 71.5% 50.0% (3/6) 8.3% (1/12)
Rank 5 84.9% 83.3% (5/6) 16.7% (2/12)
Rank 10 89.1% 100.0% (6/6) 25.0% (3/12)
Rank 20 92.6% – 33.3% (4/12)
Rank 50 96.2% – 66.7% (8/12)

Fig. 9. The identification result of the synthesized frontal faces on the FERET
database. The probe images (the synthesized frontal face images) are shown in the
leftmost column. The first 3 matches with the highest scores in the PCA recognition
algorithm are shown on the right. The correct matches are squared in red, indicating
the correct individuals have been identified.

Since racial characteristics might take a role in the identification tests on the
FERET database, further experiments were conducted using the CAS-PEAL
database [19]. The CAS-PEAL database was collected from the north-east China,
in which nearly all subjects were native Chinese. The setup of our identification
test was as follows: The gallery consisted of frontal face images with regular ex-
pression (normal) from 377 individuals in the database. The probe set consisted
of frontal face images with alternative expression (frown) from the same 377
individuals in the database. Frontal face images from the other 663 individuals
in the database with regular expression were chosen for eigenface training. The
identification result on gallery vs. probe set (Experiment 4) was 74.3% at rank
1, as shown in Table 2.

We conducted a similar experiment (Experiment 5) by including the 6 syn-
thesized frontal face images to the probe set and the 6 real frontal face images to
the gallery. The identification result was shown in Table 2. All synthesized faces
could be identified correctly within the first 3 matches. In addition, the identifi-
cation result using respective non-frontal face images (Experiment 6) was worse
than using synthesized face images in Experiment 5, in which only 4 non-frontal
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Table 2. Identification results on the CAS-PEAL database

Experiment 1 Experiment 2 Experiment 3
(Original) (Synthesized) (Non-frontal)

Rank 1 74.3% 50.0% (3/6) 8.3% (1/12)
Rank 5 89.4% 100.0% (6/6) 33.3% (4/12)
Rank 10 94.4% – 33.3% (4/12)
Rank 20 96.8% – 33.3% (4/12)
Rank 50 99.2% – 50.0% (6/12)

face images were identified correctly within the first 20 matches, as shown in
Table 2.

The identification results on the CAS-PEAL database agree with the results
on the FERET database, which is we can identify users correctly using their
synthesized frontal faces. Furthermore, the experimental results demonstrate
our proposed method is capable to synthesize frontal faces which are visually-
plausible and also machine recognizable.

6 Conclusion

In this paper, we proposed a method to extend automatic face recognition sys-
tems to non-intrusive applications, since users in such scenarios will not face to-
wards the capturing camera exactly for the system to perform face recognition.
This goal is achieved by synthesizing a frontal face image from two non-frontal
face images captured by a pair of stereo cameras. The head pose is first esti-
mated using the 3D locations of the eye and mouth centers. If the head is facing
between the two cameras, a virtual view can be created using view morphing.
Since facial features are distorted in different magnitudes over the change of head
pose, control points for face warping are extracted using a set of pose-specific
ASM. Afterwards, a frontal face can be synthesized by combining the two warped
non-frontal face images.

The synthesized frontal faces are visually plausible. Moreover, we conducted
some case studies to evaluate whether these synthesized face images can be iden-
tified using automatic face recognition algorithms. The results are encouraging
as all synthesized frontal faces can be identified correctly within the first 7 ranks
in both the FERET and the CAS-PEAL databases, which is comparable to the
performance using real frontal face images. The results also reveal that synthe-
sized frontal faces can be used in automatic face recognition. To conclude, this
method can provide a flexible manner to recognize faces without explicit user
co-operation.
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