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Abstract. Research in automatic speaker recognition has now spanned four dec-
ades.  This paper surveys the major themes and advances made in the past 40 
years of research so as to provide a technological perspective and an appreciation 
of the fundamental progress that has been accomplished in this important area of 
speech-based human biometrics. Although many techniques have been devel-
oped, many challenges have yet to be overcome before we can achieve the ulti-
mate goal of creating human-like machines. Such a machine needs to be able to 
deliver satisfactory performance under a broad range of operating conditions. A 
much greater understanding of the human speech process is still required before 
automatic speaker recognition systems can approach human performance. 
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1   Introduction 

Speech is the primary means of communication between humans.  Speaker recogni-
tion is the process of automatically recognizing who is speaking by using the speaker-
specific information included in speech waves [16, 17, 18]. Many applications have 
been considered for speaker recognition. These include secure access control by voice, 
customizing services or information to individuals by voice, indexing or labeling 
speakers in recorded conversations or dialogues, surveillance, and criminal and foren-
sic investigations involving recorded voice samples. Currently, the most frequently 
mentioned application is access control. Access control applications include voice 
dialing, banking transactions over a telephone network, telephone shopping, database 
access services, information and reservation services, voice mail, and remote access to 
computers. Speaker recognition technology, as such, is expected to create new ser-
vices in smart environments and make our daily lives more convenient.  

Recently speaker diarization has been actively investigated, in which an input audio 
channel is automatically annotated with speakers. Diarization can be used for helping 
speech recognition, facilitating the searching and indexing of audio archives, and 
increasing the richness of automatic transcriptions, making them more readable. 

This paper reviews major highlights during the last four decades in the research 
and development of automatic speaker recognition so as to provide a technological 
perspective. Although considerable technological progress has been made, there still 
remain many research issues that need to be tackled. 
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2   40 Years Progress 

Topics related to the progress of automatic speaker recognition technology in the past 
40 years can be summarized as follows: 

2.1   1960s and 1970s 

(1) Early systems: The first attempts at automatic speaker recognition were made in 
the 1960s, one decade later than automatic speech recognition. Pruzansky at Bell 
Labs [37] was among the first to initiate research by using filter banks and corre-
lating two digital spectrograms for a similarity measure. Pruzansky and Mathews 
[38] improved upon this technique; and, Li et al. [26] further developed it by using 
linear discriminators. Doddington at Texas Instruments (TI) [9] replaced filter 
banks by formant analysis. Intra-speaker variability of features, one of the most 
serious problems in speaker recognition, was intensively investigated by Endres et 
al. [11] and Furui [13].  

(2) Text-independent methods: For the purpose of extracting speaker features inde-
pendent of the phonetic context, various parameters were extracted by averaging 
over a long enough duration or by extracting statistical or predictive parameters.  
They include averaged auto-correlation [5], instantaneous spectra covariance ma-
trix [25], spectrum and fundamental frequency histograms [3], linear prediction 
coefficients [44], and long-term averaged spectra [14].  

(3) Text-dependent methods: Since the performance of text-independent methods was 
limited, time-domain and text-dependent methods were also investigated [1, 2, 15, 
42].  In time-domain methods, with adequate time alignment, one can make pre-
cise and reliable comparisons between two utterances of the same text, in similar 
phonetic environments.  Not surprisingly, as a result text-dependent methods were 
shown to perform significantly better than text-independent methods. 

(4) Texas Instruments system: TI built the first fully automated large scale speaker 
verification system providing high operational security. Verification was based on 
a four-word, randomized utterance built from a set of 16 monosyllabic words. 
Digital filter banks were used for spectral analysis, and the decision strategy was 
sequential, requiring up to 4 utterances for each trial. Several million tests were 
made over a period of 6 years, for several hundred speakers. 

(5) Bell Labs system: Bell Labs built experimental systems aimed to work over di-
aled-up telephone lines. Furui [15] proposed using the combination of cepstral co-
efficients and their first and second polynomial coefficients, now called Δ and 
ΔΔcepstral coefficients, as frame-based features to increase robustness against dis-
tortions by the telephone system.  He implemented an online system and tested it 
for a half year with numerous calls from 120 users.  He also proposed methods for 
updating templates and thresholds for speaker verification decision.  The cep-
strum-based features later became standard, not only for speaker recognition, but 
also for speech recognition. 

(6) Parameter-domain normalization: As one typical normalization technique in the 
parameter domain, spectral equalization, the so-called “blind equalization” method, 
was confirmed to be effective in reducing linear channel effects and long-term spec-
tral variation. In this method, cepstral coefficients are averaged over the duration of 
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an entire utterance, and the averaged values are subtracted from the cepstral coeffi-
cients of each frame (CMS; cepstral mean subtraction) [2, 15]. This method can 
compensate fairly well for additive variation in the log spectral domain. This method 
is especially effective for text-dependent speaker recognition applications using suf-
ficiently long utterances. It has also been shown that Δcepstral coefficients are resis-
tant to linear channel mismatches between training and testing [15]. 

2.2   1980s 

(1) Statistical modeling: Speaker recognition research in the 1980s was characterized 
by a shift in methodology from the more intuitive template-based approach (a 
straightforward pattern recognition paradigm) towards a more rigorous statistical 
modeling framework. Today, most practical speaker recognition systems are based 
on the statistical framework developed in the 1980s and their results, with signifi-
cant additional improvements having been made in the 1990s. 

(2) HMM: One of the key technologies developed in the 1980s is the hidden Markov 
model (HMM) approach [12, 39]. This is a doubly stochastic process in that it has 
an underlying stochastic process that is not observable (hence the term hidden), 
but can be observed through another stochastic process that produces a sequence 
of observations. Although the HMM was well known and understood in a few 
laboratories (primarily IBM, Institute for Defense Analysis (IDA) and Dragon 
Systems), it was not until widespread publication of the methods and theory of 
HMMs in the mid-1980s that the technique became widely applied in virtually 
every speech recognition research laboratory in the world. 

(3) HMM-based text-dependent methods: As an alternative to the template-matching 
approach for text-dependent speaker recognition, the HMM technique was intro-
duced in the same way as for speech recognition. HMMs have the same advan-
tages for speaker recognition as they do for speech recognition. Remarkably  
robust models of speech events can be obtained with only small amounts of speci-
fication or information accompanying training utterances. Speaker recognition 
systems based on an HMM architecture used speaker models derived from a 
multi-word sentence, a single word, or a phoneme. Typically, multi-word phrases 
(a string of seven to ten digits, for example) were used, and models for each indi-
vidual word and for “silence” were combined at a sentence level according to a 
predefined sentence-level grammar [34].   

(4) VQ/HMM-based text-independent methods: Nonparametric and parametric prob-
ability models were investigated for text-independent speaker recognition.  As a 
nonparametric model, vector quantization (VQ) was investigated [43].  A set of 
short-time training feature vectors of a speaker can be efficiently compressed to a 
small set of representative points, a so-called VQ codebook. A matrix quantizer 
encoding multi-frame was also investigated [23, 47]. As a parametric model, the 
HMM was investigated.  Pritz [36] proposed using an ergodic HMM (i.e., all pos-
sible transitions between states are allowed). An utterance was characterized as a 
sequence of transitions through a 5-state HMM in the acoustic feature space. 
Tishby [48] expanded Poritz’s idea by using an 8-state ergodic autoregressive 
HMM represented by continuous probability density functions with 2 to 8 mixture 
components per state, which had a higher spectral resolution than the Poritz’s 
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model. Rose et al. [40] proposed using a single-state HMM, which is now called a 
Gaussian mixture model (GMM), as a robust parametric model.  

2.3   1990s 

(1) Robust recognition: Research on increasing robustness became a central theme in 
the 1990s.  Matsui et al. [29] compared the VQ-based method with the dis-
crete/continuous ergodic HMM-based method, particularly from the viewpoint of 
robustness against utterance variations.  They found that the continuous ergodic 
HMM method is far superior to the discrete ergodic HMM method and that the 
continuous ergodic HMM method is as robust as the VQ-based method when 
enough training data is available.  They investigated speaker identification rates 
using the continuous HMM as a function of the number of states and mixtures.  It 
was shown that speaker recognition rates were strongly correlated with the total 
number of mixtures, irrespective of the number of states.  This means that using 
information about transitions between different states is ineffective for text-
independent speaker recognition and, therefore, the GMM achieves almost the 
same performance as the multiple-state ergodic HMM. 

(2) Combination of spectral envelope and fundamental frequency features: Matsui  
et al. [28] tried a method using a VQ-codebook for long feature vectors consisting 
of instantaneous and transitional features calculated for both cepstral coefficients 
and fundamental frequency. Since the fundamental frequency cannot be extracted 
from unvoiced speech, they used two separate codebooks for voiced and unvoiced 
speech for each speaker. A new distance measure was introduced to take into ac-
count intra- and inter-speaker variability and to deal with the problem of outliers in 
the distribution of feature vectors. The outlier vectors correspond to intersession 
spectral variation and to the difference between phonetic content of the training 
texts and the test utterances. It was confirmed that, although the fundamental fre-
quency achieved only a low recognition rate by itself, the recognition accuracy was 
greatly improved by combining the fundamental frequency with cepstral features. 

(3) HMM adaptation for noisy conditions: In order to increase the robustness of 
speaker recognition techniques against noisy speech, Rose et al. [41] applied the 
HMM composition (PMC) method [20, 27] to speech recorded under noisy condi-
tions.  The HMM composition is a technique to combine a clean speech HMM and 
a background noise HMM to create a noise-added speech HMM.  In order to cope 
with the problem of variation in the signal-to-noise ratio (SNR), Matsui et al. [32] 
proposed a method in which several noise-added HMMs with various SNRs were 
created and the HMM that had the highest likelihood value for the input speech 
was selected.  A speaker decision was made using the likelihood value corre-
sponding to the selected model.  Experimental application of this method to text-
independent speaker identification and verification in various kinds of noisy  
environments demonstrated considerable improvement in speaker recognition. 

(4) Text-prompted method: Matsui et al. proposed a text-prompted speaker recogni-
tion method, in which key sentences are completely changed every time the sys-
tem is used [30].  The system accepts the input utterance only when it determines 
that the registered speaker uttered the prompted sentence.  Because the vocabulary 
is unlimited, prospective impostors cannot know in advance the sentence they will 
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be prompted to say.  This method not only accurately recognizes speakers, but can 
also reject an utterance whose text differs from the prompted text, even if it is ut-
tered by a registered speaker.  Thus, a recorded and played back voice can be cor-
rectly rejected. 

(5) Score normalization: How to normalize intra-speaker variation of likelihood 
(similarity) values is one of the most difficult problems in speaker verification. 
Variations arise from the speaker him/herself, from differences in recording  
and transmission conditions, and from noise. Speakers cannot repeat an utterance  
precisely the same way from trial to trial. Likelihood ratio- and a posteriori  
probability-based techniques were investigated [22, 31]. In order to reduce the 
computational cost for calculating the normalization term, methods using “cohort 
speakers” or a “world model” were proposed.  

(6) Relation to other speech research: Speaker characterization techniques were 
related to research on improving speech recognition accuracy by speaker adapta-
tion [16], improving synthesized speech quality by adding the natural characteris-
tics of voice individuality, and converting synthesized voice individuality from 
one speaker to another.  Studies on speaker diarization, that is, automatically ex-
tracting the speech periods of each person separately (“who spoke when”) from a 
dialogue/conversation/meeting involving more than two people appeared as an ex-
tension of speaker recognition technology [21, 45, 49].  Speaker segmentation and 
clustering techniques have been used to aid in the adaptation of speech recognizers 
and for supplying metadata for audio indexing and searching.  This allows for 
searching audio by speaker and makes speech recognition results easier to read.  

2.4   2000s 

(1) Score normalization: A family of new normalization techniques has been pro-
posed, in which the scores are normalized by subtracting the mean and then divid-
ing by standard deviation, both terms having been estimated from the (pseudo) 
imposter score distribution.  Different possibilities are available for computing the 
imposter score distribution: Znorm, Hnorm, Tnorm, Htnorm, Cnorm and Dnorm 
[4].  State-of-the-art text-independent speaker verification techniques associate 
one or more parameterization level normalizations (CMS, feature variance nor-
malization, feature warping, etc.) with a world model normalization and one or 
more score normalizations. 

(2) Model adaptation: Various model adaptation and compensation techniques have 
been investigated for GMM based speaker recognition methods.   McLaren et al. 
[33] proposed two techniques for GMM mean supervector SVM classifiers: inter-
session variability modeling and nuisance attribute projection.  Petri et al. [35] 
proposed an unsupervised model adaptation technique including a weighting 
scheme for the test data, based on the a posteriori probability that a test utterance 
belongs to the target customer model.  

(3) Combination of audio and visual features: There has been a lot of interest in 
audio-visual speaker verification systems, in which a combination of speech and 
image information is used. As visual information, lip movement is widely used. 
The audio-visual combination helps improve system reliability. For instance, 
while background noise has a detrimental effect on the performance of voice, it 
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does not have any influence on lip information.  Conversely, although the per-
formance of lip recognition systems depends on lighting conditions, lighting does 
not have any effect on voice quality. 

The method of combining two information sources (audio-visual fusion) can be 
treated as either a classifier combination problem or pattern classification prob-
lem. For example, for those systems that can only provide decisions, a majority 
voting method can be used. If the output of classifiers are compatible (e. g., in the 
form of posterior probabilities), they can be linearly combined (sum rule) or mul-
tiplied together (product or log-linear rule). In addition to these combination 
methods, researchers have also proposed treating the outputs of individual classi-
fiers as feature vectors and using a classifier such as support vector machines, bi-
nary decision trees, and radial basis function networks to classify the vectors  
[7, 8]. 

(4) High-level features: High-level features such as word idiolect, pronunciation, 
phone usage, prosody, etc. have been successfully used in text-independent 
speaker verification.  Typically, high-level-feature recognition systems produce a 
sequence of symbols from the acoustic signal and then perform recognition using 
the frequency and co-occurrence of symbols.  In Doddington’s idiolect work [10], 
word unigrams and bigrams from manually transcribed conversations were used to 
characterize a particular speaker in a traditional target/background likelihood ratio 
framework.  The use of support vector machines for performing the speaker veri-
fication task based on phone and word sequences obtained using phone recogniz-
ers has been proposed [6].  The benefit of these features was demonstrated in the 
“NIST extended data” task for speaker verification; with enough conversational 
data, a recognition system can become “familiar” with a speaker and achieve ex-
cellent accuracy.  These methods require utterances of at least several minutes 
long, much longer than those used in conventional speaker recognition methods. 

(5) MLLR features: MLLR (Maximum Likelihood Linear Regression) model adapta-
tion [24] has been widely used in supervised as well as unsupervised HMM adap-
tation for increasing the robustness of speech recognition.  The MLLR has also 
been widely used in creating text-independent speaker-specific GMMs by adapt-
ing speaker-independent GMM (world model).  Stolcke [46] proposed using the 
MLLR adaptation matrix itself as a speaker characterizing feature and reported 
good experimental results. 

3   Discussions 

3.1   Summary of the Technology Progress 

In the last 40 years, research in speaker recognition has been intensively carried out 
worldwide, spurred on by advances in signal processing, algorithms, architectures, 
and hardware.  The technological progress in the last 40 years can be summarized by 
the following changes [19]: 

(1) from template matching to statistical modeling, e.g. HMM and GMM,  
(2) from filter bank/spectral resonance to cepstral features (cepstrum + Δcepstrum + 

ΔΔcepstrum), 
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(3) from heuristic time-normalization to DTW/DP matching, 
(4) from “distance”-based to likelihood-based methods,  
(5) from raw scores to normalized scores, 
(6) from acoustic features to high-level features, 
(7) from maximum likelihood to discriminative approach, e.g. MCE and SVM, 
(8) from clean speech to noisy/telephone speech,  
(9) from single-modality (audio signal only) to multimodal (audio/visual) recognition, 
(10) emergence of application/combination with speech recognition and speech syn-

thesis, e.g. speaker diarization and voice conversion, 

Many of these advances have taken place in both the fields of speech recognition 
and speaker recognition. The majority of technological changes have been directed 
toward the purpose of increasing robustness of recognition, including many other 
additional important techniques not noted above. 

Although we have witnessed many new technological promises, we have also en-
countered a number of practical limitations that hinder a widespread deployment of 
applications and services. 

3.2   How to Achieve Better Speaker Recognition Performance 

There are many outstanding issues and problems in the area of speaker recognition. 
The most pressing issues, providing challenges for implementing practical and uni-
formly reliable systems for speaker recognition, are rooted in problems associated 
with variability and insufficient data. Variability is associated with trial-to-trial varia-
tions in recording and transmission conditions and speaking behavior. The most  
serious variations occur between enrollment sessions and subsequent test sessions, 
resulting in models that are mismatched to test conditions. Most applications require 
reliable system operation under a variety of environmental and channel conditions and 
require that variations in speaking behavior will be tolerated.  Insufficient data refers 
to the unavailability of sufficient amounts of data to train representative models and 
accurate decision thresholds. Insufficient data is a serious and common problem be-
cause most applications require systems that operate with the smallest practicable 
amounts of training data recorded in the fewest number of enrollment sessions, pref-
erably one.  

The challenge is to find techniques that compensate for these deficiencies.  A num-
ber of techniques have been proposed which provide partial solutions, such as cepstral 
subtraction techniques for channel normalization and spectral subtraction for noise 
removal. An especially effective technique for combating both variability and insuffi-
cient data is updating models with data extracted from test utterances. Studies have 
shown that model adaptation, properly implemented, can improve verification per-
formance significantly with a small number of updates. It is difficult, however, for 
model adaptation to respond to large, precipitous changes. Moreover, adaptation pro-
vides for the possibility that customer models might be updated and possibly captured 
by impostors. 

A desirable feature for a practical speaker recognition system is reasonably uni-
form performance across a population of speakers. Unfortunately, it is typical to  
observe in a speaker recognition experiment a substantial discrepancy between the 
best performing individuals, the “sheep”, and the worst, the “goats”. This additional  
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problem in variability has been widely observed, but there are virtually no studies 
focusing on its origin. Speakers with no observable speech pathologies, and for whom 
apparently good reference models have been obtained, are often observed to be 
“goats”. It is possible that such speakers exhibit large amounts of trial-to-trial vari-
ability, beyond the ability of the system to provide adequate compensation. 

4   Conclusion 

Although many important scientific advances have taken place, we have also encoun-
tered a number of practical limitations which hinder a widespread deployment of ap-
plication and services. We still have many research issues as described in the previous 
section. What we know about human speech processing is very limited. Significant 
advances in speaker recognition are not likely to come solely from research in statisti-
cal pattern recognition and signal processing. Although these areas of investigation are 
important, the significant advances will come from studies in acoustic-phonetics, 
speech perception, linguistics, and psychoacoustics. 
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