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Abstract. We take a look at the performance analysis tools Vampir,
Scalasca, Sun Performance Analyzer and the Intel Trace Analyzer and
Collector, which provide execution analysis of parallel programs for opti-
mization and scaling purposes. We investigate, from a novice user’s point
of view, to what extent these tools support frequently used programming
languages and constructs, discuss their performance impact and the in-
sight these tools provide focusing on the instrumentation and program
analysis. For this we analyzed codes currently used at the RWTH Aachen
University: XNS, DROPS and HPL.

1 Introduction

High end computing machines for scientific applications are highly parallel com-
puters, typically clusters of tightly connected shared memory parallel compute
nodes with an increasing number of processor cores. The dominating paradigms
for parallel programming in scientific computing are message passing with MPI,
multi-threading using OpenMP or a combination of both. However development
of parallel software is not an easy task.Tools have been developed to analyze and
visualize a parallel program’s runtime behavior and increase the users produc-
tivity in optimizing and tuning his code.

Performance analysis is typically performed in several phases. During the
measurement phase, information about the runtime behavior is collected by in-
strumentation or sampling. Sampling an application means that at runtime the
program is probed and a set of performance metrics is collected. This set usu-
ally contains the program counter, the call stack, memory usage and hardware-
counters. For program tracing the program is instrumented beforehand to collect
these metrics continuously as they occur [1]. In practice a developer has to care-
fully determine which method to use.

In the next step the data collected during the runtime measurement is ana-
lyzed, processed and finally presented to the developer for exploration.

Examples for such tools are the Intel tracing and analysis tools [2], the Sun
Performance Analyzer [3], Vampir [4] and Scalasca [5]. These tools, though in
continuous development, are already very sophisticated and their analyses are
useful when parallelizing and optimizing applications.
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In this work we investigate the usability of performance analysis tools and
issues that a novice user might encounter. We compare these tools by means of
benchmarks and real scientific applications and take a look at their performance
impact to the applications at runtime. We also try to point out typical problems
that a newcomer might run into. We focus on the runtime impact and therefore
on the measurement phase, since the procurement of measurement data is a
prerequisite for any analysis.

We recognize that this yields only a partial view of the usability, since we
do not investigate in detail the exploration phase. Additionally, the exploration
of the data is very subjective and difficult to rate as different users might have
different preferences. However we feel, that the procurement of measurements is
a crucial factor in the optimization of parallel programs, as measurements have
to be performed iteratively after each program change to check for performance
gains.

This paper is organized as follows: In section 2 we describe the tools under
investigation and our test environment. In section 3 we look at the runtime
performance impact on a few sample applications before we finally draw our
conclusion.

2 Description of the Tools, Codes and the Test
Environment

2.1 Tools

The performance analysis tools which we investigate in this paper are the Sun
Performance Analyzer (Analyzer), Vampir Trace and Analyzer (Vampir), Scal-
asca and the Intel Trace Analyzer and Collector (ITAC).

The Analyzer is the only tool using the sampling approach that we investi-
gated for this paper. The Analyzer can be applied to any program that runs
on Linux and Solaris, provided it has been dynamically linked. As the target
application is executed, the Analyzer interrupts the execution and collects de-
sired metrics, like the program counter, the callstack and CPU counters. This
information is stored in an internal buffer. Once this buffer is full, it is written to
storage. Additionally, the Analyzer provides a special dynamic library that wraps
the standard MPI library to obtain information about the MPI communication.

The ITAC, Vampir and Scalasca are instrumentation based tools, i.e. the
tools have to preprocess the target program to insert measurement code. This
instrumentation can be done at different levels, i.e. at the source-code level, at
the binary level or at runtime. The gathering of MPI information is performed
the same way as for the Analyzer by providing an MPI wrapper library. Vampir
and ITAC perform only measurements at runtime, whereas Scalasca additionally
performs the program analysis at the end of the program execution.

Vampir, Scalasca and the ITAC use function instrumentation mechanisms
provided by modern compilers, which inserts hooks for call handlers at the be-
ginning and the end of each function in the program. The tools then provide
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Table 1. Overview of programs and used datasets

Code Parallelization Language Lines of Code1 Source Files1

DROPS-OMP OpenMP C++ 29.735 39

DROPS-MPI MPI C++ 211.952 518

XNS MPI C and Fortran 47.866 102

HPL MPI C 35.163 150

a call handler which implements the measurement. Additionally, Vampir and
Scalasca also provide an additional code instrumentation tool for OpenMP in-
strumentation [6].

Like the Analyzer, measurement data is initially stored in an internal buffer
sharing the address space with the analyzed application. Once this buffer is filled
up, it is written to disk interrupting the application.

All introduced tools can be influenced for better test results by environment
variables or configuration files to modify default settings.

2.2 Codes Used for Testing

For this work we used the following codes, each representing a common pro-
gramming and parallelization paradigm (see table 1):

1. DROPS[7] is an adaptive two phase CFD solver, written in C++ using mod-
ern programming language constructs like templates and classes. It is an
example for a code using a very function-call intensive programming style
with lots of nested function calls typical for C++. DROPS is available either
with OpenMP [8] or MPI parallelization.

2. XNS[9] is a CFD solver based on finite elements written in Fortran and C.
The code has been successfully adapted to several platforms. The version
used for this work has been parallelized using MPI and is a representative
for mature codes using common Fortran and C constructs.

3. The high performance computing linpack benchmark (HPL)[10] is a widely
used benchmark for measuring system performance for the Top500 list
(www.top500.org). It is written in C using BLAS libraries together with
an MPI parallelization.

2.3 Test Environment

For our tests we used the Intel Xeon cluster of the RWTH Aachen University.
This cluster consists of 266 nodes with 2 Quadcore Intel Xeon Harpertown CPUs
running at 3GHz. Each node has 16GB of RAM, a DDR InfiniBand interconnect,
local scratch storage as well as a system wide network file system. The operating
system is Scientific Linux version 5.1. We compiled with version 10.1 of the 64 bit

1 Data taken from complete source tree.

www.top500.org
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Intel compilers and linked to the Intel MPI library, version 3.1. Due to compiler
issues we used the GNU compilers version 4.3 for the MPI Drops code. For HPL
we used the MKL version 10.0 to provide the BLAS functionality.

The tests were performed with the Intel Trace Analyzer and Collector (version
7.1.0.1), Scalasca (version 1.0), Sun Analyzer for x86 (version 7.7) and Vampir
Trace (version 5.4.4).

3 Application Performance

3.1 First Measurements

First we tested the tools in their basic, fully automated mode. This is how we
assumed, that a newcomer might approach these tools. The data sets selected
for these tests were chosen to be as small as possible with a maximum runtime
of about 10 minutes while trying to maintain the typical behavior of the given
application.

For Scalasca, Vampir and the ITAC we employed the recommended wrappers
for automatic instrumentation and execution. For the DROPS-OMP sources we
had to perform manual instrumentation of the header files since the automatic in-
strumentation does not process header files. It is recommended to apply Scalasca
in two steps. We therefore measured all our test applications with the summary
option first and then with the full trace. In oder to employ the Analyzer, we
proceeded as described in the documentation as well.

We performed a complete set of measurements for each tool with each code
with 8 MPI processes or 8 threads respectively on exclusive compute nodes.
For these experiments the wall time was measured to capture possible setup and
postprocessing overheads. We also set a limit of 100GB of measurement data per
process/node as local scratch storage was limited. Measurements surfpassing this
amount were aborted.

Both DROPS versions crashed during our first Scalasca profiling measure-
ments. We investigated the resulting cores with a debugger and easily concluded
that the instrumentation required a larger internal buffer to store the measure-
ment data. Once we had increased these buffers the measurements completed.
After these initial runs the instrumentation process terminated without a profile
recommending an increase off buffer sizes. With larger buffers we obtained a cor-
rect and complete profile. At this point we already repeated the measurements
for 3 times.

For DROPS-MPI we also encountered problems with Vampir. In this case the
output of the instrumentation delivered a ”Stack Underflow”. We were not able
to solve this problem with this Vampir Trace version. A later reinstrumenta-
tion with a newer VampirTrace 5.5 yielded correct measurements. However, this
newer version has different settings and we had to reconfigure it to behave like
the old version. Due to time constraints we were not able to repeat all measure-
ments with the new version of Vampir.

The measurements of both DROPS codes with Scalasca in tracing mode was
terminated as measurement had passed the 100 GB per process limit.
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We also could not generate valid measurements with the ITAC in collect
mode for both DROPS version and also for the HPL Code as the instrumentation
system continuously noted a ”file too large” message and finally crashed because
of a bad file descriptor. We were unable to resolve this for this work.

Once we had a full initial set of runtime measurements, we observed, that for
XNS and HPL the increase of runtime was acceptable, typically less than a factor
of 7, comparing to the uninstrumented code (refer to table 2 for a complete set
of runtimes). In contrast, both DROPS versions showed an enormous increase
in runtime for trace based measurements with factors greater than 19. This
occurred for Vampir and for Scalasca in both profile and trace mode.

For these first measurements we also list the runtimes as measured within the
applications (compare table 3), which exclude tool specific pre- and postprocess-
ing phases. These times show, that the applications are not only influenced by
the pre- and postprocessing but also by the perturbation of the code through
instrumentation. For HPL and XNS this perturbation is in the reasonable range
of 1% to 453%. For the DROPS codes this factor for the traced based measure-
ments is exrodinary high, with a factor of 27 to 868. The Analyzer performs in
this case with an acceptable 11% to 519% runtime increase.

We also note the amount of measurement data written to storage, as large
storage requirements can influence the usability of the tools (table 4). A brief
evaluation showed that Scalasca,Vampir and the ITAC typically generated large
amounts of data whereas the Analyzer was quite economical. Scalasca exhibits
no consistent behavior for the XNS and HPL codes whereas Vampir generated
little data for C and Fortran codes.

3.2 Refining the Collection of Runtime Performance Data

Once we had completed the initial measurements we investigated to what extend
the tools could be tailored to the tested applications. We especially tried to re-
duce the runtime overhead and the amount of data gathered by the measurement
tools.

In general, Scalasca, Vampir and the ITAC recommend that the user specifies
a filter to remove uninteresting functions from the measurement process, by
specifying a file with a list of function names that the analysis tool will ignore.
To assist the user, Scalasca provides a utility that generates a list of functions
from a previous gathered profile annotated with different kinds of information,
like the number of function invocations, whether the function was on the path to
an MPI call. By using this information we easily generated a filter that removed
any function calls except those that eventually lead to MPI functions. For the
OpenMP code we applied the same idea to the OpenMP constructs, filtering out
all functions not leading to an OpenMP parallel region.

Vampir provides a different mechanism that computes a filter with the in-
tention to reduce the measurement data to a given maximum percentage of the
original trace. We used a aggressive target of 10% of the original measurement
data for the first optimized measurement.
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Table 2. Initial measurements, walltime

Code Normal ITAC
Scalasca

Analyzer Vampir
Profile Trace

DROPS-MPI 123 s aborted 3974 s canceled 475 s 2347 s

DROPS-OMP 75 s aborted 24775 s canceled 80 s 55059 s

HPL 777 s aborted 784 s 988 s 1059 s 1123 s

XNS 68 s 336 s 98 s 430 s 327 s 120 s

Table 3. Initial measurements, timing from within applications

Code Normal ITAC
Scalasca

Analyzer Vampir
Profile Trace

DROPS-MPI 42 s aborted 3687 s canceled 218 s 1150 s

DROPS-OMP 63 s aborted 24711 s canceled 70 s 54711 s

HPL 751 s aborted 751 s 766 s 1021 s 757 s

XNS 53 s 113 s 54 s 135 s 240 s 60 s

Table 4. Initial measurements, size of measurement data

Code Normal ITAC
Scalasca

Analyzer Vampir
Profile Trace

DROPS-MPI - aborted 16 MB > 800 GB 276 MB 5.3 GB

DROPS-OMP - aborted 5.8 MB > 100 GB 4 MB 2.4 GB

HPL - aborted 53 kB 299 MB 43 MB 105 MB

XNS - 7.96 GB 550 kB 3.3 GB 320 MB 166 MB

Unfortunately the ITAC does not provide any such assistance for the definition
of a filter. From our experience with the first measurements, we specified a very
aggressive filter removing all but MPI communication functions from the trace.

In contrast to the tracing tools, the Analyzer does not have any filtering
facility. Instead one can reduce the sampling frequency, delay the start time for
measurement and define a data limit. We first decreased the sampling frequency
from 10 ms to one second for the first optimization attempt.

With these filters and option changes we repeated the overview measurements
with everything else remaining constant.

It should be noted that the filters differ between each tool yielding poten-
tial incomparable measurements. However, this sections aims to describe the
approach of a novice user and the results should be interpreted accordingly.

Table 5 shows the results from this measurement set. For the sake of overview
we omitted the measurements from the Scalasca profile run as the information
is available in the tables 2 - 4.

We observed that the ITAC aborted again with file I/O errors for the HPL and
the OpenMP version of DROPS. However DROPS-MPI successfully generated a
trace this time. An analysis revealed that the trace barely contained any usable
information at cost of a tremendous increase in runtime by a factor of 115. For
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Table 5. First attempt of tool adaption

Normal ITAC Scalasca Trace Analyzer Vampir

Time Time Data Time Data Time Data Time Data

DROPS-MPI 123 s 14233 s 401 kB >7705 s 47GB 267 s 276 MB 813 s 28MB

DROPS-OMP 75 s aborted 2201 s 1.6 GB 83 s 1.3 MB 42821 s 745 kB

HPL 777 s aborted 784 s 299 MB 967 s 12 MB 1113 s 8.1 MB

XNS 68 s 156 s 32MB 303 s 1.2 GB 294 s 313 MB 91 s 14MB

the well behaved XNS a speedup was observed with almost no usable content in
the trace.

With the filters we were now able to obtain a complete measurement for
DROPS-MPI with Scalasca. Even though the analysis system ran out of memory
during the analysis of the 47GB large tracefile we obtained a lower bound for
runtime for tracing and analysis. A quick investigation, showed that a total of 232
GB of memory would be necessary to analyze the obtained trace as all trace data
is loaded into memory. As with DROPS-MPI, the OpenMP version completed
its measurement within the 100GB limit. Instead of taking 24775 s the runtime
decreased to 2201 s with 1.4 GB of measurement data which the analysis system
was able to handle. For XNS and HPL we observed some improvements in terms
of runtime, however for XNS we lost information about computation functions
as they did not end in MPI calls.

For the Analyzer we obtained a slight decrease in measurement data for all
applications and some moderate gains in runtime. However, those gains were
countered by a decrease of information for all codes as the individual runtime
of functions was too short to be captured reliably. Further investigation showed
that the traces consisted mostly of MPI information.

With the 10% filter Vampir Trace even surpassed Scalasca in runtime- and
data improvements for the DROPS-MPI application. However this improvement
came at the cost of trace data, which failed to provide any information about the
application. An investiagtion of the filter showed that in the attempt to reduce
trace size the filter-generator had marked allmost all functions for removal. For
the OpenMP version of DROPS Vampir did improve in runtime, even though
almost no trace data was written, resulting in an unusable trace. For the HPL
and XNS codes some improvement in runtime was observed. The traces were
still informative, although the details about functions not leading to MPI calls
were unsatisfying for XNS.

3.3 Manual Optimization

As the first optimization step was unsatisfactory for XNS and the C++ based
DROPS applications, we investigated the available information and manually
specified custom tailored filters for each application. For this we tried to maintain
as much information about the typical behavior of the program as possible. To
reduce the substantial work overhead in this step and to increase comparability
we designed a single filter for each test code and adapted this filter to all tools.
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Table 6. Measurements for manual adaption attempt, total walltime

Normal ITAC Scalasca Trace Analyzer Vampir

Time Time Data Time Data Time Data Time Data

DROPS-MPI 123 s aborted >3654 s 17 GB 199 s 91MB 818 s 26MB

DROPS-OMP 75 s aborted n.a. >800 GB 91 s 4.3 MB 38013 s 2.1 GB

HPL 777 s aborted 988 s 299 MB 1031 s 4.3 MB 1123 s 8.1 MB

XNS 68 s 209 s 37 MB 335 s 1.2 GB 176 s 76MB 90 s 16MB

For the specification of the DROPS filter we looked at the information avail-
able from previous analyses. The most obvious fact that we found was that the
C++ code contained functions being called extremely frequently for each pro-
cess. For example the [ ] operator of the vector class is called more than 1.6
million times per process. Several other functions were called approximately as
often, many from the STL, others from the application, containing code targeted
for optimization. However, to improve the measurement process we added the
10 most frequently called non STL functions to the filter list.

For DROPS-OMP we encountered a similar situation and again performed
the same filter approach as for the MPI version.

For HPL we tried to further improve the fast results and filtered only the 3
most frequently called functions. When we looked at the XNS code and the pro-
files from previous runs, we learned that a large share of the runtime alteration
and data footprint was caused by the measurement of the application’s setup
process. We designed therefore a filter to remove all setup functions from the
measurement process. For the Analyzer we used the data limit and measure-
ment start option to trigger a segment of analysis during the execution of the
test codes. For this we used the default and smallest sampling intervall of 10
milliseconds.

With this setup and these filters we remeasured again (Table 6). With these
changes and adapted filters we hoped that the ITAC would finally create usable
information, however DROPS-MPI, DROPS-OMP and the HPL failed again
with the already known file I/O error rendering the ITAC useless for those
codes. For the XNS code we obtained a usable trace with enough information
to optimize the application. For Scalasca we managed to decrease the trace size
for DROPS-MPI whilst reducing the runtime again. However the analysis phase
was still not able to process the 17GB of compressed trace data. For HPL and
XNS the filters generated very useful measurement data which showed plenty of
information necessary to start working on bottlenecks and load imbalances in
the application.

For the Analyzer we observed an increase in performance. The information
gathered in the measurement window showed the same characteristics as the
information collected in the first run, outside this time window no information
was obtained. The limitation to a certain time window and measurement size
however helped to reduce the amount of data collected furthermore.
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Table 7. All functions filtered

Normal ITAC Scalasca Trace Vampir

Time Time Data Time Data Time Data

DROPS-MPI 123 s 4338 s 32 kB 925 s 569 MB 913 s 6.6 MB

DROPS-OMP 75 s aborted 2193 s 1.6 GB 42833 s 668 kB

HPL 777 s 1645 s 30 kB 988 s 299 MB 1109 s 88 kB

XNS 68 s 165 s 31 kB 283 s 1.2 GB 94 s 5.1 MB

Table 8. Measurements with PMPI interface only

Normal ITAC Scalasca Trace Vampir

Time Time Data Time Data Time Data

DROPS-MPI 123 s 138 s 126 MB 219 s 30 MB 135 s 24MB

HPL 777 s 789 s 504 MB 784 s 87 kB 777 s 87 kB

XNS 68 s 373 s 24 MB 113 s 7.2 MB 103 s 7.1 MB

For Vampir the runtime of the instrumented applications yielded some ambigu-
ous behavior. While the runtime hardly changed for the MPI applications com-
pared to the previous measurement, the DROPS-OMP runtime improved by 11%
generating 2.1 GB of measurement data. This data was somewhat informative as
it showed much more detail about the applications. However, we were not able
to obtain reliable information due to corruption of the application’s runtime be-
haviour. For DROPS-MPI the filter was too aggressive showing only the main soft-
ware components and the MPI runtime information. For HPL and XNS we were,
as with Scalasca, able to obtain good results usable for performance analysis.

3.4 Limits of Tool Adaption

After both efforts of tailoring the tools to the codes, we investigated to what
extend one can employ filters and setup parameters for the tools, to achieve
the least impact on the target application. For this we specified filters that
removed all information from the trace. From our point of view, the resulting
measurement should then only be affected by the instrumentation overhead and
the book-keeping of the file-output system. In addition to these new filters we also
recompiled the applications without instrumentation and linked only the MPI
tracing libraries of each tool to measure the overhead introduced by the MPI
measurement system. Again we performed the same measurements as before.
We omitted in this case the measurement with the Analyzer, as there was no
way known to us to perform filtering or MPI-only measurements. Table 7 and 8
show the measurements obtained.

At this stage we were now able to confirm, that all tools were in principle
capable of performing analysis for all codes, as we now obtained traces from all
tools. We did not expect to obtain any noticeable amount of measurement data
with those filters and were surprised that Scalasca still generated rather large
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files for all codes (see table 7). A brief investigation showed, that even though we
had specified MPI functions to be filtered, the Scalasca system ignored this and
measured MPI functions regardlessly. As for all codes there was some noticeable
overhead with these all-discarding filters. This overhead was low for XNS and
HPL almost doubling the runtime. The instrumentation still had a large impact
on the C++ codes. This is possibly explained by the tremendous amount of
function calls.

As for the usage of the MPI wrappers we measured very minor perturbations
of the applications’ runtime and moderate amounts of data. With these traces
we were able to conduct some basic performance analysis of the MPI communi-
cation. The information of the MPI communication alone might not be enough
to conduct a complete performance analysis as the information is not sufficient
to spot the causes of all communication problems and load imbalances.

4 Conclusion

We applied four different performance analysis tools to a set of four represen-
tative parallel application codes. Our measurements revealed that on the one
hand the tools with proper configuration are quite suitable for analysis of C and
Fortran codes like XNS or HPL, though obtaining such a configuration is not
easy and requires a lot of practice for a newcomer. On the other hand our test
displayed some serious problems when working with tracing tools and complex
C++ codes as with both DROPS versions. In addition, we conclude that filter-
ing is a viable option to adapt a performance analysis tool to an application.
However, this tuning process can only start, once one has obtained a complete
profile, which almost takes as long as a full trace. Additionally, this tuning pro-
cess requires experience and foresight in order to utilize the full potential of the
investigated tools, which a novice user might not have.

Future work will include an analysis of the difficulties with the DROPS codes
and a scalability study of these tools on all four applications.
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