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Abstract. In software transactional memory (STM) systems, read validation en-
sures that a transaction always has a consistent view of the memory. Existing 
read validation policies follow a static approach and use one policy across all 
applications. However, no single universal read validation policy offers optimal 
performance across all applications. We propose adaptive read validation 
(ARV) for time-based STMs and adjust read validation policy according to 
workloads’ behavior. ARV not only varies read validation policy across appli-
cations, but also tunes read validation policy across different phases of a trans-
action. The adaptive nature of our suggested technique improves performance 
significantly for the set of workloads studied in this work.  

Keywords: transactional memory, read validation policy, time-based transac-
tional memory. 

1   Introduction 

Chip multiprocessors (CMPs) are becoming mainstream computing, making concur-
rent programming necessary to utilize available cores in CMPs. Traditionally, pro-
grammers use locks to develop parallel applications and to protect program critical 
sections from concurrent thread accesses. Coarse grained locks simplify program-
ming; however, they are not scalable and work poorly when the number of threads 
increases. On the other hand, although fine-grained locks are scalable, they are com-
plicated and error-prone. Priority inversion, deadlock, and other synchronization bugs 
make the lock-based programming too difficult for programmers, preventing develop-
ers from composing scalable applications out of existing software components. 

The alternative solution for parallel programming is transactional memory (TM). 
Transactional memory alleviates problems associated with lock-based programming 
and enables developers to compose scalable applications. A transaction is a finite 
sequence of instructions that access memory and are executed by a thread. Each 
transaction is atomic: it commits if all read and write operations are validated, or 
aborts if it conflicts with any other transaction. The ability to abort and restart con-
flicting sections eliminates potential deadlocks and avoids dealing with the complex-
ity of fine-grain locks. In addition to atomicity, transactions are linearizable [1]: they 
take effect in a one-at-a-time order. Linearizability allows transactions to run in isola-
tion and prevents other transactions to interfere during execution. The underlying 
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system is free to reorder transactions but must ensure that the result of the execution is 
linearizable. 

Transactional memory may be implemented in hardware (HTM) [2, 7], software 
(STM) [3, 6, 10, 16], or a combination of both [4, 18]. While HTM makes transac-
tional memory fast, it increases design complexity and is not flexible. In addition, 
both HTM and hybrid approaches need new processor architectures. STM, however, 
can use available features of current processors and has fewer intrinsic limitations 
imposed by hardware structure, such as buffer size and caches. 

In this work, we focus on STMs and introduce two adaptive read validation poli-
cies (ARV and ARV+) to improve performance in STMs. STMs use different policies 
to validate read operations and to guarantee a consistent view of memory. For exam-
ple, in the eager validation policy [14], whenever a transaction reads a memory loca-
tion, all previously read values are validated. Accordingly, the eager policy detects 
contention as soon as possible and enables a doomed transaction to abort instead of 
performing useless work. This, however, imposes an overhead which is quadratic 
function of the number of read operations. An alternative validation policy is the lazy 
policy [16] which postpones validation to the commit time. The lazy policy tends to 
minimize the window during which transactions may be identified as competitors; if 
application semantics allow both transactions to commit, lazy policy may result in 
significantly higher concurrency. However, lazy policy may waste resources on exe-
cuting a doomed transaction. Our experiments show that applications react differently 
to eager and lazy policies. While some applications run faster using eager policy, 
others benefit more from the lazy policy. In adaptive read validation, we exploit this 
variability and use a speculative approach to adjust the validation policy based on 
applications’ behavior. In the event that read operations of a transaction are likely to 
conflict, we use the eager policy to detect a conflict as soon as possible. On the other 
hand, if the history of a transaction shows that transactional reads usually commit 
without conflict, we select the less costly lazy policy.  

The rest of the paper is organized as follows. In section 2, we explain the necessary 
background and discuss how a time-based STM works. Section 3 explains the intui-
tion behind ARV and shows that neither eager nor lazy policies are the optimum pol-
icy across all applications. Section 4, discusses adaptive read validation in detail. We 
review related work in section 5. Finally, in section 6 we offer concluding remarks. 

2   Background 

In this section, we review time-based STMs. A time-based software transactional 
memory exploits global time to impose order among transactions and reason about 
consistency of data accessed by transactions. Time-based STMs eliminate the over-
head of transactional memories which always verify consistency of memory for each 
transactional read [14]. Meanwhile, time-based STMs have a consistent view of 
memory at all times. This is in contrast to those STMs which postpone validation to 
commit time [16].  

The global time in time-based STMs is implemented using a shared counter [3, 6, 9], 
and the counter is incremented by every committed write-transaction. A write-
transaction is a transaction that stores at least one value to the memory. On the other 
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hand, a read-transaction only loads data from memory in the transactional section. Each 
transaction has a read-set and a write-set implemented using two separate link-lists. The 
read-set and write-set hold information for transactional reads and writes, respectively. 
We use TL2 [3] as a time-based STM for our evaluation framework. 

In word-based STMs, e.g. TL2, each transactional write acquires a lock to pre-
vent concurrent update of memory locations. TL2 exploits a shared array of locks, 
and a hash function maps memory address space to the array (Figure 1). Each array 
field has a size equal to the size of the address on the host machine. The least sig-
nificant bit (lsb) of the lock shows the lock is free or acquired. If the lsb is zero 
(free), the rest of the lock shows the time stamp that the last transaction wrote to a 
memory address covered by the lock. If the lsb is one (acquired), the rest of the lock 
holds the address of the node in the write-set of the owner transaction. In both 
cases, the lock is word-aligned, and the lsb can safely represent the status of the 
lock (free or acquired).  

At the start of each transaction, the global version clock is sampled and saved into 
a thread local variable called read version (rv). A transaction compares rv against the 
version number of locks corresponding to the transactional reads. If the version num-
ber is more than the rv, the memory location is updated after the transaction has 
started. Hence, the transaction is aborted; otherwise, a new node is allocated for the 
transactional read and is added to the read-set. At commit time, the nodes of the read-
set are traversed to validate all transactional reads and detect any possible conflicts 
that may happen among concurrent transactions. 

When storing to a memory location in a transactional section, the transaction allo-
cates a new entry in the write-set. During commit time, all locks corresponding to the 
nodes in the write-set are acquired using bounded spinning to prevent deadlock [3]. 
Failure of acquisition results in an abort. After successful acquisition, the transaction 
increments the global version clock atomically using the CAS operation and saves it 
in the local variable write version (wv). Then, all elements in the read set are vali-
dated. This is necessary to satisfy atomicity of the transactional memory. If read vali-
dation fails, all acquired locks are released, and the transaction is aborted; otherwise, 
the write-set is traversed and memory locations are updated. Hence, TL2 follows 
write-back policy for transactional writes. Also, wv is written to the version section of 
all acquired locks, and lsbs of the locks are set to zero. 

 
 
 
 
 
 
 
 
 

Fig. 1. Memory address space is mapped to an array of locks in word-based STMs. Each array 
entry shows whether the corresponding memory location is free or acquired [3].  
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It is important to note that in TL2 (and some other time-based STMs [9]), transac-
tions validate the new read memory locations to keep a consistent view of the mem-
ory. For each transactional read, the version of the newly read memory location is 
compared against the local rv. Accordingly, read operations succeed only if their 
version is less than or equal to rv. In contrast to time-based STMs, other STMs incur 
significant overhead to have a consistent view of memory [5, 14, 17]. In the eager 
validation policy [5], transactions should validate all previously read elements for 
each new transactional load [5]. This is necessary as a memory location read by the 
current transaction may be written by other transactions later. This results in unsafe 
operations which may cause infinite loops, divide by zero, or other bugs. To alleviate 
the overhead associated with the eager policy, some STMs [10] exploit lazy validation 
with invisible reader policy [10]. In invisible reader policy, memory locations read by 
a transaction are not transparent to other transactions. As such, a memory location 
read by a transaction may be written by another transaction later, and the reader will 
not detect the conflict until the commit time. STMs with lazy validation and invisible 
reader policies do not prevent unsafe operations [10]. Instead, they exploit exception 
handling to catch a subset of inconsistencies and leave the rest to the programmers. 
This is not consistent with transactional memory’s primary concern, i.e., simplifying 
parallel programming. One alternative is using lazy validation with visible reader 
policy [5]. In visible reader policy [5], write-transactions should check the list of 
readers to eliminate read-write conflict as soon as possible. This increases the com-
plexity associated with transactional writes and results in heavy bookkeeping and 
cache miss penalties [15].  

3   Motivation 

In TL2, a transactional read is validated by checking that the corresponding memory 
location is updated before the start of the transactional section. Later, during the 
commit time, all memory addresses that have been read in the transactional section 
are validated to assure that they have not been written by other transactions since the 
last validation. This is similar to the lazy validation policy with one difference. In the 
lazy validation, the new read memory location is not verified. Verification of transac-
tional reads is postponed to the commit time. However, as discussed in section 2, this 
increases complexity of programs which is too hard to deal with for most of pro-
grammers. We use term “semi-lazy” for the read validation method used in TL2. 

While the semi-lazy policy reduces the conflict window size among transactions, it 
may waste significant computational resources on executing doomed transactions. A 
doomed transaction is a transaction that reads a memory location which later is writ-
ten by another transaction. In the semi-lazy policy, the doomed transaction detects the 
conflict too late and at the commit time. 

One solution to detect doomed transactions as early as possible is using eager vali-
dation. In the eager policy, whenever a transaction reads a memory location, it revali-
dates all previously read memory locations. As a result, a doomed transaction may be 
detected before commit time, and this may prevent wasting computational resources. 
However, validating all old read operations on each subsequent read is costly. For n 
read operations, the cost of read validation in the eager policy is O(n2). 
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We expect applications to react differently to semi-lazy and eager policies. In ap-
plications with frequent transactional conflicts, the eager policy may work better than 
the semi-lazy policy as quite often, a memory location read by a transaction is written 
by another transaction later. Hence, eager validation detects these conflicts early and 
prevents doomed transactions from wasting precious processor resources. On the 
other hand, in applications with low abort rate, the semi-lazy policy may result in 
better performance compared to the eager policy. This is due to the fact that in appli-
cations with less frequent conflicts, most of the transactions commit successfully. As 
such, an aggressive validation approach such as that used in the eager policy is not 
always necessary. Under such circumstances, performing the final validation at com-
mit time could efficiently detect the few conflicting transactions.  

To provide better understanding, in figure 2 we show the execution time for Stamp 
v0.9.7 benchmark suite [4] under the eager policy versus semi-lazy policy. Our ex-
perimental framework includes four 3.16 GHz dual-core Intel Xeon processors run-
ning Linux 2.4.21 (32-bit). Table 1 presents the set of benchmarks with their input 
arguments used in our experiments. We ran benchmarks up to completion and meas-
ured statistics over a set of ten test runs. Positive bars in figure 2 represent speed-up 
under the eager policy over the semi-lazy policy. For each benchmark, the number of 
threads varies from two to 64. This figure proves that neither eager nor semi-lazy 
policies are robust across all benchmarks. Moreover, within a single benchmark,  
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Fig. 2. Execution time for eager vs. lazy policy in Stamp v0.9.7 benchmarks. Positive bars 
show speed-up under eager policy. For each benchmark, the number of threads changes from 
two to 64.  

Table 1. Stamp v0.9.7 benchmarks and input parameters 

Benchmarks Input Parameters 

Genome -g16384 -s64 -n4194304 

Kmeans -m20 -n20 -t0.00001 -i inputs/random-n65536-d32-c16.txt 

Vacation -n4 -q60 -u90 -r65535 -t4194304 

Bayes -v32 -r4096 -n10 -p40 -s1 -q1.0 -i2 -e8 
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depending on the number of threads, the optimum policy varies. For example, in Ge-
nome, when the number of threads is equal to four or eight, the semi-lazy policy out-
performs the eager policy. However, when the number of threads is equal to two, 16, 
32, or 64, the eager policy works better than the semi-lazy policy. In the next section, 
we exploit this variability and introduce adaptive techniques using one of the two 
policies according to the workload behavior.  

4   Adaptive Read Validation 

Adaptive read validation (ARV) takes a dynamic approach to select either the eager or 
the semi-lazy policy according to the applications’ behavior. ARV relies on transac-
tion history to make the proper decision. ARV stores the relative distance of the con-
flicting node in the read-set of a transaction. The relative distance is the distance of 
conflicting node from the head of link-list divided by the length of the link-list. If 
several read operations in the read-set fail, ARV selects the one appearing sooner in 
the link-list. The relative distance is compared with a predetermined threshold to 
select the validation policy for the subsequent read operations. If the relative distance 
is lower than the threshold, then eager policy is selected; otherwise, subsequent reads 
use the semi-lazy policy. The threshold is determined by running benchmarks with 
different thresholds and selecting the one with lowest execution time. Figure 3 ex-
plains ARV with an example. 

ARV assumes that a transaction tends to repeat its behavior with regard to conflicts 
with other transactions. If a conflict happens early in a transaction (relative distance 
of conflicting node is less than the threshold), we would expect that the conflict would 
happen close to the starting point of the transaction next time the transaction executes 
too. Executing such a doomed transaction is waste of resources. Therefore, eager 
validation is the preferable policy as it detects the doomed transaction as soon as 
possible. On the other hand, if the relative distance of the conflicting node is larger 
than the threshold, ARV speculates that next time the transaction is executed, the 
conflict with other transactions will occur at a point closer to the end of transaction. 
Hence, ARV uses the less costly semi-lazy policy. 

Figure 4 compares execution time under ARV to the execution time under semi-
lazy (TL2 uses semi-lazy for read validation) in Stamp v0.9.7 benchmark suite [4].  
 

 

 
 

Fig. 3. The read-set has 5 nodes. In commit, the link-list is traversed to validate transactional 
reads. Assuming a threshold of 50%, if transactional read corresponding to node B conflicts, 
relative distance is 40% as the node B is the second node in a link-list with the length of 5. In 
this case, ARV uses eager policy for the subsequent reads as relative distance is lower than the 
threshold. If conflicting node is D, then the relative distance is 80%, and ARV sets the valida-
tion policy to semi-lazy. 
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The number of threads varies from two to 64 for each benchmark. In addition to the 
number of threads, we change threshold from five to 90. Positive bars represent 
speed-up for ARV. While in some benchmarks, e.g. Genome, ARV improves per-
formance significantly, in some others, e.g. Vacation, ARV results in slowdown. 

ARV uses the location of the conflicting node in the most recent read validation 
failure to speculate subsequent transactional read. While this technique may choose 
the optimum policy in benchmarks that are write-read conflict dominant, it may result 
in frequent misspeculations in benchmarks with a low write-read conflict rate. In 
transactions that write-read conflict occurs rarely, an invalid read may be followed by 
a long stream of successful transactional reads. In ARV, the optimum policy is se-
lected by the last failed transactional read, and does not adjust the validation policy by 
the successful reads. This may result in considerable performance penalty. We clarify 
this issue through the following example. 
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Fig. 4. Execution time in ARV relative to the semi-lazy policy for Stamp v0.9.7 benchmarks. 
Number of threads changes from two to 64, and threshold varies from five to 90.  
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Assume that transaction A has 10 transactional read operations, and the threshold in 
ARV is equal to 20%. When the transaction is executed for the first time, ARV picks 
the baseline read validation policy, i.e., semi-lazy. Assuming that a conflict is detected 
for the first transactional read at commit time, the relative distance of conflicting read 
will be 10% which is less than 20%. Therefore, ARV changes the validation policy to 
eager. Assuming a scenario where none of the transactional reads conflict after the 
transaction restarts, the selected eager policy will validate all previously read memory 
locations for each read operation imposing a significant timing overhead. 

In the next section, we introduce ARV+ to dynamically change the validation pol-
icy for successful transactional reads. 

4.1   ARV+ 

To adapt our validation policy in the event of successful reads, we use a predictor to 
speculate whether the next read would succeed or fail. If a read operation is predicted 
to succeed, ARV+ selects the semi-lazy for validation. However, if the read operation 
is likely to conflict, ARV+ picks the optimum policy taking into account the relative 
distance of the last conflicting read node and the threshold. As such, in the event of  
 

 

0%

10%

20%

30%

40%

50%

60%

70%

80%

90%

100%

2 4 8 16 32 64 AVG.

5 15 25 50 75 90

a) Genome 

0%

5%

10%

15%

20%

25%

30%

35%

40%

45%

50%

2 4 8 16 32 64 AVG.

5 15 25 50 75 90

 
b) Kmeans 

0%

10%

20%

30%

40%

50%

60%

70%

80%

90%

2 4 8 16 32 64 AVG.

5 15 25 50 75 90

c) Vacation 

0%

10%

20%

30%

40%

50%

60%

70%

80%

2 4 8 16 32 64 AVG.

5 15 25 50 75 90

d) Bayes 

Fig. 5. Execution time for ARV+ using 3-bit saturating counter relative to the semi-lazy policy 
for Stamp v0.9.7 benchmarks. The threshold for the saturating counter is six.  
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speculating successful reads, ARV follows the semi-lazy policy to validate read 
memory locations avoiding the timing overhead of the eager policy. 

The predictor exploits saturating counters to speculate whether the subsequent read 
succeeds or fails. Saturating counters are widely used in hardware to speculate branch 
instructions [11] or values [12]. In our scheme, each transactional section has its own 
saturating counter. If a transactional read fails, the saturating counter is incremented. 
If the transactional read succeeds, the saturating counter is reset to zero. The subse-
quent read is predicted to succeed if the saturating counter is less than a static thresh-
old; otherwise, it is predicted to fail. The value of an n-bit saturating counter changes 
from 0 to 2n-1. The number of the bits and the counter threshold are configured once 
and used for all applications. 

Figure 5 reports execution time for ARV+ and compares to the baseline TL2. We 
use 3-bit saturating counters with a threshold equal to six. We have picked these val-
ues after trying different configurations. ARV+ improves performance for all bench-
marks. In some benchmarks, e.g. Genome, ARV+ improves performance up to 90%. 
By exploiting saturating counters, ARV+ is able to predict those transactional reads 
that pass validation and select the semi-lazy policy to validate those reads. However, 
without the saturating counter, ARV+ could mistakenly select the eager policy for 
such transactional reads and incur significant timing overhead. 

5   Related Work 

Transactional memory was originally proposed as a hardware technique by Herlihy 
and Moss [2] and later by Stone et al. [7]. Shavit and Touitou [8] introduced the first 
transactional memory relying on software. Previous studies proposed two types of 
STMS: word-based [3, 13] and object-based [14]. Word-based STMs access memory 
at granularity of memory words or larger blocks. Object-based STMs access memory 
at the granularity of objects. While object-based STMs need compiler or manual in-
sertion of lock fields, word-based STMs do not modify data structures. 

TL2 [3] uses an integer counter which is shared among all threads as a time base. 
The overhead of this counter is acceptable as inter-processor communication is done 
through on-chip wires, and so sharing data in current chip multiprocessors is inexpen-
sive. TL2 uses invisible reads with semi-lazy policy to guarantee consistency. This 
simplifies read validation as TL2 only checks the current read operation. However, 
such a read validation policy does not necessarily prevent a doomed transaction to 
abort before commit time. We use TL2 as our experimental framework and propose 
ARV+ to detect a doomed transaction as soon as possible and abort before commit. 

Herlihy et al. [14] exploit the eager policy in DSTM to validate transactional reads. 
DSTM avoids potential inconsistency by maintaining a private read list (invisible 
reader) that remembers all values previously returned by transactional reads. On every 
subsequent read, the transaction checks the validity of these values and aborts if any 
of the reads is not valid. Invisible reader incurs significant validation overhead which 
is quadratic function of transactional reads. Visible readers solve the problem. A 
writer transaction explicitly aborts all visible readers. As such, the quadratic overhead 
of eager policy is eliminated. Unfortunately, visible readers achieve this improvement 
at the expense of a significant increase in bookkeeping and cache eviction [15].  
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ARV+ is different from DSTM as it pays the overhead of aggressive validation 
only when there is high confidence that the subsequent read conflicts occur early in 
the transactional section without side effect on bookkeeping and cache miss.   

In contrast to DSTM, OSTM [16] uses the lazy validation policy and checks trans-
actional reads at commit time. Using the lazy policy with invisible reads in OSTM 
allows a transaction to enter an inconsistent state during its execution. Inconsistency 
may cause memory access violations, infinite loops, or other faults in programs. Fra-
ser proposes a mechanism based on exception handling [16] to catch problems when 
they arise. On a memory access violation, the exception handler aborts the transaction 
that caused the exception. The responsibility of detecting other inconsistencies is left 
to the application programmer which makes programming very difficult. ARV+ does 
not impose such complexities on programmers. 

Marathe et al. [17] proposed ASTM which uses an adaptive technique for object 
acquisition. ASTM switches from DSTM-style eager acquire [14] to OSTM-style lazy 
acquire [16] based on the number of transactional writes. ARV+ is different as it 
changes the read validation policy and not the object acquisition policy. In addition, 
our speculative technique is different, and it relies on relative distance and saturating 
counters. 

6   Conclusion 

In this work, we evaluated eager and lazy validation policies and showed that there is 
no single validation policy offering optimal performance across all applications. To 
address this inefficiency, we introduced a new read validation policy that adapts based 
on workload characteristics. We proposed ARV which selects one of the two valida-
tion policies using the relative distance of the conflicting node. Moreover, we intro-
duced ARV+ to improve performance further. ARV+ exploits saturating counters to 
speculate successful transactional reads and is able to improve performance for Stamp 
v0.9.7 benchmarks up to 90%. 

References 

1. Herlihy, M.P., Wing, J.M.: Linearizability: a correctness condition for concurrent objects. 
Trans. on Prog. Lang. and Syst. 12, 3 (1990) 

2. Herlihy, M., Moss, J.E.B.: Transactional memory: Architectural support for lock-free data 
structures. In: Proceedings of ISCA (1993) 

3. Dice, D., Shalev, O., Shavit, N.: Transactional locking II. In: Dolev, S. (ed.) DISC 2006. 
LNCS, vol. 4167, pp. 194–208. Springer, Heidelberg (2006) 

4. Minh, C.C., Trautmann, M., Chung, J., McDonald, A., Bronson, N., Casper, J., Kozyrakis, 
C., Olukotun, K.: An Effective Hybrid Transactional Memory System with Strong Isola-
tion Guarantees. In: Proceedings of ISCA (June 2007) 

5. Marathe, V.J., Scherer, W.N., Scott, M.L.: Design tradeoffs in modern software transac-
tional memory systems. In: Proceedings of the 7th Workshop on Languages, Compil-
ers,and Run-time Support for Scalable Systems, LCR 2004 (2004) 

6. Saha, B., Adl-Tabatabai, A.-R., Hudson, R.L., Minh, C.C., Hertzberg, B.: McRT-STM: a 
high performance software transactional memory system for a multi-core runtime. In: Pro-
ceedings of PPOPP, March 2006, pp. 187–197 (2006) 



162 E. Atoofian, A. Baniasadi, and Y. Coady 

 

7. Stone, J.M., Stone, H.S., Heidelberger, P., Turek, J.: Multiple reservations and the Okla-
homa update. IEEE Parallel & Distributed Technology: Systems & Technology, 58–71 
(November 1993) 

8. Shavit, N., Touitou, D.: Software transactional memory. In: Proceedings of PODC (August 
1995) 

9. Riegel, T., Fetzer, C., Felber, P.: Snapshot Isolation for Software Transactional Memory. 
In: 1st ACM SIGPLAN Workshop on Transactional Computing (June 2006) 

10. Fraser, K.: Practical Lock-Freedom. Technical Report UCAM-CL-TR-579, Cambridge 
University Computer Laboratory (February 2004) 

11. Tse-Yuh, Y., Patt, Y.: Alternative implementations of two-level adaptive branch predic-
tion. In: Proceedings of the 19th Annual International Symposium on Computer Architec-
ture (May 1992) 

12. Lipasti, M.H., Wilkerson, C.B., Shen, J.P.: Value locality and load value prediction. In: 
ASPLOS, October 1996, pp. 138–147 (1996) 

13. Harris, T., Fraser, K.: Language support for lightweight transactions. In: Proceedings of 
OOPSLA, October 2003, pp. 388–402 (2003) 

14. Herlihy, M., Luchangco, V., Moir, M., Scherer III, W.: Software transactional memory for 
dynamic-sized data structures. In: Proceedings of PODC, July 2003, pp. 92–101 (2003) 

15. Spear, M.F., Marathe, V.J., Scherer III, W.N., Scott, M.L.: Conflict Detection and Valida-
tion Strategies for Software Transactional Memory. In: Proc. of DISC, Stockholm, Sweden 
(September 2006) 

16. Fraser, K.: Practical Lock-Freedom. Ph.D. dissertation, UCAMCL-TR-579, Computer 
Laboratory, University of Cambridge (Feburary 2004) 

17. Marathe, V.J., Scherer III, W.N., Scott, M.L.: Adaptive software transactional memory. In: 
Fraigniaud, P. (ed.) DISC 2005. LNCS, vol. 3724, pp. 354–368. Springer, Heidelberg 
(2005) 

18. Damron, P., Fedorova, A., Lev, Y., Luchangco, V., Moir, M., Nussbaum, D.: Hybrid 
transactional memory. In: The Proceedings of the 12th Intl. Conference on Architectural 
Support for Programming Languages and Operating Systems, San Jose, CA (October 
2006) 


	Adaptive Read Validation in Time-Based Software Transactional Memory
	Introduction
	Background
	Motivation
	Adaptive Read Validation
	ARV+

	Related Work
	Conclusion
	References



<<
  /ASCII85EncodePages false
  /AllowTransparency false
  /AutoPositionEPSFiles true
  /AutoRotatePages /None
  /Binding /Left
  /CalGrayProfile (Gray Gamma 2.2)
  /CalRGBProfile (sRGB IEC61966-2.1)
  /CalCMYKProfile (Photoshop 4 Default CMYK)
  /sRGBProfile (sRGB IEC61966-2.1)
  /CannotEmbedFontPolicy /Error
  /CompatibilityLevel 1.3
  /CompressObjects /Off
  /CompressPages true
  /ConvertImagesToIndexed true
  /PassThroughJPEGImages true
  /CreateJDFFile false
  /CreateJobTicket false
  /DefaultRenderingIntent /Default
  /DetectBlends true
  /DetectCurves 0.1000
  /ColorConversionStrategy /sRGB
  /DoThumbnails true
  /EmbedAllFonts true
  /EmbedOpenType false
  /ParseICCProfilesInComments true
  /EmbedJobOptions true
  /DSCReportingLevel 0
  /EmitDSCWarnings false
  /EndPage -1
  /ImageMemory 524288
  /LockDistillerParams true
  /MaxSubsetPct 100
  /Optimize true
  /OPM 1
  /ParseDSCComments true
  /ParseDSCCommentsForDocInfo true
  /PreserveCopyPage true
  /PreserveDICMYKValues true
  /PreserveEPSInfo true
  /PreserveFlatness true
  /PreserveHalftoneInfo false
  /PreserveOPIComments false
  /PreserveOverprintSettings true
  /StartPage 1
  /SubsetFonts false
  /TransferFunctionInfo /Remove
  /UCRandBGInfo /Preserve
  /UsePrologue false
  /ColorSettingsFile ()
  /AlwaysEmbed [ true
  ]
  /NeverEmbed [ true
  ]
  /AntiAliasColorImages false
  /CropColorImages true
  /ColorImageMinResolution 150
  /ColorImageMinResolutionPolicy /OK
  /DownsampleColorImages true
  /ColorImageDownsampleType /Bicubic
  /ColorImageResolution 600
  /ColorImageDepth 8
  /ColorImageMinDownsampleDepth 1
  /ColorImageDownsampleThreshold 1.01667
  /EncodeColorImages true
  /ColorImageFilter /FlateEncode
  /AutoFilterColorImages false
  /ColorImageAutoFilterStrategy /JPEG
  /ColorACSImageDict <<
    /QFactor 0.76
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /ColorImageDict <<
    /QFactor 0.76
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /JPEG2000ColorACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /JPEG2000ColorImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /AntiAliasGrayImages false
  /CropGrayImages true
  /GrayImageMinResolution 150
  /GrayImageMinResolutionPolicy /OK
  /DownsampleGrayImages true
  /GrayImageDownsampleType /Bicubic
  /GrayImageResolution 600
  /GrayImageDepth 8
  /GrayImageMinDownsampleDepth 2
  /GrayImageDownsampleThreshold 1.01667
  /EncodeGrayImages true
  /GrayImageFilter /FlateEncode
  /AutoFilterGrayImages false
  /GrayImageAutoFilterStrategy /JPEG
  /GrayACSImageDict <<
    /QFactor 0.76
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /GrayImageDict <<
    /QFactor 0.76
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /JPEG2000GrayACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /JPEG2000GrayImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /AntiAliasMonoImages false
  /CropMonoImages true
  /MonoImageMinResolution 1200
  /MonoImageMinResolutionPolicy /OK
  /DownsampleMonoImages true
  /MonoImageDownsampleType /Bicubic
  /MonoImageResolution 1200
  /MonoImageDepth -1
  /MonoImageDownsampleThreshold 2.00000
  /EncodeMonoImages true
  /MonoImageFilter /CCITTFaxEncode
  /MonoImageDict <<
    /K -1
  >>
  /AllowPSXObjects false
  /CheckCompliance [
    /None
  ]
  /PDFX1aCheck false
  /PDFX3Check false
  /PDFXCompliantPDFOnly false
  /PDFXNoTrimBoxError true
  /PDFXTrimBoxToMediaBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXSetBleedBoxToMediaBox true
  /PDFXBleedBoxToTrimBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXOutputIntentProfile (None)
  /PDFXOutputConditionIdentifier ()
  /PDFXOutputCondition ()
  /PDFXRegistryName (http://www.color.org)
  /PDFXTrapped /False

  /SyntheticBoldness 1.000000
  /Description <<
    /DEU ()
    /ENU ()
  >>
>> setdistillerparams
<<
  /HWResolution [2400 2400]
  /PageSize [595.000 842.000]
>> setpagedevice




