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Abstract. Biometric systems are automated methods based on physical
or behavioral characteristics of an individual for determining her/his
identity. An important aspect of these systems is the reliability against
forgery that is surely improved when using multiple sources of biometric
information. In such cases combination rules can be applied to fuse the
different scores thus obtaining a multibiometric system.

In this paper we analyze a method based on margin maximization for
building a linear combination of biometric scores. The margin is a cen-
tral concept in machine learning research and several theoretical results
exist which show that improving the margin on the training set is benefi-
cial for the generalization error of an ensemble of classifiers. Experiments
performed on real biometric data and comparisons with other commonly
employed fusion rules show that a combination based on margin maxi-
mization is particularly effective with respect to other established fusion
methods.

Keywords: multiple classifiers systems, multibiometrics, margins, linear
programming.

1 Introduction

Biometric systems aim to identify an individual by analyzing some physical
characteristics such as fingerprints, iris, face, hand geometry, voice, etc. When
dealing with a single source of biometric information, such systems could not
ensure a sufficient degree of reliability because of the intrinsic noise affecting
biometric data (e.g. a face can be partially occluded by sunglasses, fingerprints
could vary due to different temperature and humidity conditions, etc.). Another
problem is the vulnerability provided by only one characteristic which can be
more easily counterfeited. An effective way to improve the accuracy is to com-
bine multiple sources of biometric information: in this way more information is
provided to the recognition/verification procedure and the whole process is more
reliable and robust against spoofing attempts. Even though such combination
could be performed at different levels, the most popular approach is to fuse the
scores provided by a pool of classifiers (a.k.a.matchers) which are obtained by
employing different feature extraction and/or matching techniques to different
biometric characteristics. It is easy to see that such approach can be arranged in
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a Multiple Classifier System (MCS) framework, where the classification problem
consists in discriminating between two categories: genuine and impostor. To this
aim, several approaches have been proposed, based on nontrained combination
rules [14], trained rules [14,15], classifiers or density estimation [8].

Like all the other classification problems, even in multibiometrics a cen-
tral problem is to guarantee a good generalization degree of the recognition/
verification system. In the area of the ensemble learning, the issue of generaliza-
tion has been particularly considered in several papers aimed at explaining the
reduction of the generalization error achieved by Adaboost. As it is well known,
this algorithm generates weak classifiers via dinamically reweighting training
samples on the basis of previous classification results; the final classifier is ob-
tained by a convex combination of the constructed weak classifiers. In their
analysis, Schapire et al. [12] introduced the concept of margin, which can be
considered as a measure of the classification confidence, and showed that im-
proving the margin on the training set guarantees an improvement in the upper
bound on the generalization error of the ensemble of classifiers.

However these studies have been focused on Boosting algorithms which con-
struct from scratch an ensemble of classifiers as different instances of a same
base learning algorithm. The aim of our paper, instead, is to experimentally ver-
ify if the margin maximization can be beneficial also in biometric score fusion,
where the classifiers in principle have different architectures, work on differ-
ent sets of features and have been trained independently. To this aim, we have
employed an algorithm for calculating the weights of a convex combination of
matchers so as to maximize the margin of the combination on the training set.
Several experiments performed on publicly available datasets have shown that
this method is particularly effective if compared with other established fusion
methods.

The rest of the paper is organized as follows: in sect. 2 the concept of margin
and its characteristics are briefly recalled while in sect. 3 the method for maxi-
mizing the margin is described. In sect. 4 the results obtained on some publicly
available data sets are presented and discussed. Sect. 5 concludes the paper with
a summary and an outline of further research.

2 Margins and Generalization

Let us consider a two-class classification problem defined on an instance space
X, in which the classes are identified by the two labels {−1, +1}. A classifier
f can be described as a mapping from X to the interval [−1, +1] such that a
sample x ∈ X is assigned to one of the classes according to sgn (f (x)). If we
assume that y is the correct label of x, the sample margin associated to x is
given by yf (x). As a consequence, f provides a wrong prediction for x if the
sample margin is negative. More precisely, while the sign of the margin indicates
the correctness of the classifier, the magnitude estimates the confidence of the
classifier in making its prediction on the sample x. In this way, a large negative
margin means that the classifier is wrong but highly confident.
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Let us now consider a training set S containing N samples xi where i =
1, · · · , N , each associated to a label yi ∈ {−1, +1}. The minimum margin or
classifier margin for f over the set S is defined as: μ (f) = min

i
yif (xi) The

classifier margin has an intuitive meaning [4]: it measures the distance that the
classifier can travel in the feature space without changing the way it labels any of
the sample points. Moreover, it has a direct connection with the generalization
capability of the classifier as proved in several papers [2,3,13] which suggested
upper bounds on generalization error expressed in terms of the classifier margin.

The margin theory has been also used in ensemble learning to analyze the gen-
eralization effectiveness of Adaboost. In particular, in [12] it has been proved that
the error of a convex combination of classifiers is bounded by PrS [yf(x) ≤ θ],
i.e. the part of training examples with margin below a threshold θ, plus a “com-
plexity penalty” term which is O (1/θ). In other words, the size of the minimum
margin (i.e. the margin related to the worst result on the training set) appears
to be the most relevant factor for improving generalization. On this basis, some
experiments have been done aimed at improving the generalization performance
of Adaboost by using a combination of the generated classifiers explicitly based
on minimum margin maximization [5]. However, the results showed that the
modified version of Adaboost performs generally worse than the original one.
A possible reason is that the boosting approach focuses on the most difficult
samples and tries to improve their margins, but with a significant possibility
of overfitting when dealing with very difficult samples [11]. This problem could
be further emphasized by a minimum margin maximization combination which
would give higher weights to the classifiers with higher minimum margins, but
more prone to overfitting.

However, as far as we know, the potential effectiveness of such a combination
has not yet been examined when the classifiers of the ensemble are built indepen-
dently and not according to a boosting approach and this becomes particularly
interesting in the case of biometric score fusion.

3 Margin Maximization Via Linear Programming

In this section we describe the algorithm used for estimating the weights of
a convex combination of classifiers which maximizes the minimum margin of
the resulting classifier. As said in the previous section, the algorithm has been
already used in [5] for experiments on Adaboost.

Let us consider again the training set S containing N samples (xi, yi). Let
us moreover assume that K already trained classifiers are available fj (x) →
[−1, +1] with j = 1, · · · , K. The margin provided by the j -th classifier over the
i-th sample is defined as:

μij = yi · fj (xi) (1)

so that the fj correctly classifies xi iff μij > 0. Let us now consider the linear
combination of the K classifiers:
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fc (x) =
K∑

j=1

wjfj(x) (2)

with wj ≥ 0 and
K∑

j=1
wj = 1. The margin provided by fc over the i-th sample is

thus

μi = yi ·

⎛

⎝
K∑

j=1

wjfj(xi)

⎞

⎠ =
K∑

j=1

wjμij (3)

while the margin of fc is μ = min
i

μi. Actually the margin μ depends on the

weights w = {w1, w2, · · · , wK} and thus such weights can be chosen to make the
margin as large as possible. In this way we have a max-min problem which can
be written as:

maximize

(
min

i

K∑
j=1

wjμij

)

subject to
K∑

j=1
wj = 1

wj ≥ 0 j = 1, 2, · · · , K

The problem can be recast as a linear problem [16] if we introduce the margin
μ as a new variable:

maximize μ

subject to
K∑

j=1
wjμij ≥ μ i = 1, 2, · · · , N

K∑
j=1

wj = 1

wj ≥ 0 j = 1, 2, · · · , K

If we collect the margins in a N × K matrix M = {μij}, the weights in a vector
w and define et the column vector consisting of t ones and zt the column vector
consisting of t zeros, the problem can be written in block-matrix form:

maximize
[
zT

K 1
] [

w
μ

]

subject to (4)[
−M eN

eT
N 0

] [
w
μ

]
≤
=

[
zN

1

]

w ≥ zK

In principle, we could use any one of the numerous linear programming solv-
ing methods available, but it should be taken into account that the number of
constraints could be very large since it equals the number of training samples.
Therefore algorithms specially suited for large size problems should be used.
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Table 1. Summary of biometric databases used in the experiments

Database Biometric Traits Matchers Users
Training Test

Set Set
NIST Fingerprint (Left and Right) 4 517 133645 133644

Multimodal Face (2 matchers)

XM2VTS
Face (5 matchers) 8 295 40600 112200

Speech (3 matchers)

4 Experiments

The effectiveness of the margin-based fusion rule has been evaluated on two
publicly available biometric databases, namely, the partition NIST-Multimodal
of the NIST-BSSR1 [9] and XM2VTS Benchmark [10]. The characteristics are
summarized in table 1. All the data have been normalized using the min-max
normalization [6]. For each experiment on NIST-Multimodal, half of the genuine
and half of the impostor match scores were randomly selected to form the train-
ing set to train the fusion rules and the test set to evaluate their performance.
Moreover, to avoid any bias in the following comparison, the hold out proce-
dure has been repeated 20 times and all the reported results have been obtained
as the mean values over each trial. For experiments on XM2VTS database the
hold out procedure has not been implemented since we used the training-test
partitioning suggested in [10].

In table 1 we also report the dimensions of training and test sets to show that
in multibiometric problems the number of matchers is significantly less than
the number of samples. This implies that our approach is usually involved in
a linear maximization problem that faces with a low number of variables (i.e.,
a low-dimensional weight vector) but with a huge number of constraints (i.e.,
a high dimensionality of training data). In particular, on NIST-Multimodal we
have only 4 matchers but 133645 samples while in XM2VTS the matchers are
8 and the number of constraints is equal to 40600. Therefore we employed the
MOSEK Optimization Software [1] that provides specialized functions to solve
large-scale linear programming problems.

In our first experiment we analyze the behavior of the proposed approach
(hereafter called LPmax, i.e. Linear Programming maximization) on margins
evaluation compared with the single matchers. To this aim, we consider the
cumulative distributions of margins on the training set provided by LPmax and
the single matchers. In figure 1 we report the margin cdfs for the proposed
approach in comparison with the 4 matchers of the NIST-Multimodal database
(figure 1.a) and the 8 matchers of XM2VTS benchmark (figure 1.b). Looking at
these graphs, it could seem that some matchers exhibit higher margins. Actually,
if we look at figure 2 (that reports the same plots but in logarithmic scale for the
y-axis) we can note that the minimum margin of LPmax is in every case higher
than all the matchers.

This agrees with the good results provided by LPmax and shown in figure 3.
Here the performance on the test set have been evaluated in terms of Receiver
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Fig. 1. Margin distributions graphs for the LPmax approach and the single matchers
on the training set of the NIST-Multimodal database (a) and the XM2VTS benchmark
database (b)
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Fig. 2. The same distribution graphs of figure 1 but with logarithmic scale on y-axis

Operating Characteristic (ROC) curves that plot the Genuine Acceptance Rate
(GAR) vs. the False Acceptance Rate (FAR). The graphs show the curves only
with a FAR between 0.01% and 0.1% since this is the only region useful to
characterize the accuracy of multibiometric systems. Graphs show that the per-
formance of LPmax are clearly better than all the single matchers on both data
sets. It is worth noting that some matchers have margin distributions sensibly
more concentrated on high values than LPmax (e.g. Right Index Finger on NIST
and FH-MLP on XM2VTS); however, the better performance of LPmax suggests
that a high value of minimum margin is the most relevant factor for increasing
the performance.

In the second experiment we have compared LPmax with other fusion tech-
niques. In particular, we considered two classifiers as combiners, i.e., AdaBoost
and Support Vector Machine (SVM) and a parametric fusion model recently pro-
posed in [8], hereafter called GMM-LR (Gaussian Mixture Model - Likelihood
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Fig. 3. Performance of LPmax compared with the matchers on the test set of the
NIST-Multimodal database (a) and the XM2VTS benchmark database (b)
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Fig. 4. Margin distributions graphs for LPmax, AdaBoost and SVM on the training
set of the NIST-Multimodal database (a) and the XM2VTS benchmark database (b)

Ratio). SVM has been used since it represents a linear classifier directly built
for the margin maximization while AdaBoost, even if it is a combination of lin-
ear classifiers, could be considered as the state of the art for margin-based clas-
sifiers. AdaBoost has been implemented by means of Modest Adaboost [17], a
more robust and stable version of standard AdaBoost, with 300 iterations of a
simple decision tree used as weak learner while SVMs have been implemented by
means of SVMlight software [7]. Following [8], linear SVMs have been used for both
XM2VTS and NIST-Multimodal database. In all the experiments the C parame-
ter of SVM has been put to infinite to keep fair the comparison with LPmax which
does not use slack variables in the optimization algorithm.

Figure 4 shows this comparison respectively on the training set of the NIST-
Multimodal and XM2VTS data sets1. In this case, the performance of SVM

1 GMM-LR is not based on a margin fusion approach and thus we did not consider it
for margin evaluation.
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Fig. 5. The same distribution graphs of figure 4 but with logarithmic scale on y-axis
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Fig. 6. Performance of the compared approaches on the test set of the NIST-
Multimodal database (a) and the XM2VTS benchmark database (b)

are quite good on margin distributions that have generally higher values than
LPmax. However, if we look at the logarithmic graphs reported in figure 5 we
can note that in both cases the minimum margin of LPmax is higher than
SVM. AdaBoost, instead, exhibits clearly higher performance than the other
approaches in terms of minimum margin on both data sets. As said in sect. 2,
this is due to the boosting approach that focuses on the most difficult samples
of the training set to be classified, giving almost perfect results on them.

Nevertheless, if we look at the performance on the test set it is possible to note
that LPmax exhibits a better generalization capability. To this aim, in figure 6
we report the ROC curves of the different approaches. Moreover, to have a single
value for the performance evaluation we also report in table 2 the mean GAR
obtained at a FAR of 0.01% that is the point on the y-axis of the reported ROC
curves. For NIST-Multimodal we provide the mean and the standard deviation
obtained from the 20 runs of the hold out procedure.
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.
Table 2. Performance on the test set in terms of mean GAR percentage at 0.01%
FAR achieved by the different approaches. The best matchers are Right Finger and
DcTb-GMM respectively for NIST-Multimodal and XM2VTS.

Database LPmax GMM-LR AdaBoost SVM Best Matcher
NIST-Multimodal 98.5 ± 0.1 99.1 ± 0.4 98.4 ± 0.4 95.4 ± 1.9 85.3 ± 1.8

XM2VTS 99.5 98.7 98.8 96.2 89.5

In this case, the comparison shows different results on the two data sets.
On NIST-Multimodal, GMM-LR has a higher ROC curve than all the other
approaches while LPmax is comparable with AdaBoost and is clearly superior to
SVM and the best matcher. The better performance of GMM-LR are probably
due to the score distribution of the matchers that, as shown in [8], are well
fitted by the Gaussian mixture model. On XM2VTS, instead, LPmax exhibits
better performance than all the other methods even if for some FAR values
the ROC of AdaBoost is higher than LPmax curve. However, if we focus on
table 2, we can note that, when fixing the threshold at 0.01% FAR, LPmax has
higher performance on XM2VTS and only GMM-LR exhibits better performance
on NIST-Multimodal even if in this case the standard deviation of LPmax is
tighter than GMM-LR, thus leading to a quite small difference between the two
approaches.

Some final considerations could be made about the comparison with the SVM
based combination which, in some regards, provides the most similar approach
to LPmax: in fact both of them are linear combination and are based on margin
maximization. The only difference is that SVM provide an optimal separating
hyperplane whose margins from the two classes are equal; in other words, LP-
max does not have the constraint of simmetrycal margins affecting the SVM
learning algorithm and this could lead to a more effective minimum margin
maximization.

5 Conclusions and Future Work

We have illustrated a framework for the fusion of match scores in a multibio-
metric system based on the margin maximization. Our approach relies on the
evaluation of the weights of a convex combination of matchers such that the mar-
gin of the combination on the training set is maximized. The obtained results
in comparisons with other recent and commonly employed approaches both on
margin distribution and on classification performance encourage a deeper anal-
ysis of the proposed method. In particular, a relaxation of the constraint in
the margin maximization could be adopted by introducing slack variables to
face with noisy data and a more extensive experimentation considering other
biometric datasets could be employed to better verify the effectiveness of this
approach.
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