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Abstract. Filtering is a key problem in modern information theory;
from a series of noisy measurement, one would like to estimate the state
of some system. A number of solutions exist in the literature, such as the
Kalman filter or the various particle and hybrid filters, but each has its
drawbacks.

In this paper, a filter is introduced based on a mixture of Student-t
modes for all distributions, eliminating the need for arbitrary decisions
when treating outliers and providing robust real-time operation in a true
Bayesian manner.

1 Introduction

Filtering, estimating some hidden dynamical state over time from just noisy
measurements of that state, in a robust, reliable manner is a challenging but
important problem, with applications in many fields. Bayes’ Theorem provides
the mathematical framework for solving this problem, however design decisions
impinge upon the implementation of this framework which put limitations on
the performance of the final filter.

In this paper, an implementation is proposed based on a Student-t mixture
model, which provides robust performance in the face of outliers at a speed
allowing real-time operation on complex problems.

1.1 Background

Robust methods of estimation have been well covered in the literature, with most
methods falling into the class of M-estimators [1]. M-estimation as a technique
can be adapted by the use of different weighting functions (e.g. Huber, Cauchy
and Tukey among others) to create likelihood functions with different properties,
the maximum of which can then be found to provide a solution.

The problem with estimation in general, however, is that the computational
load increases linearly with the number of measurements, and thus time. Filter-
ing in a recursive manner (see section 2) circumvents this problem by maintaining
a probability distribution over the state which encodes all previous measurements
and can be simply updated at each timestep. Doing this in a robust manner, how-
ever, is non-trivial as the probability distributions must be proper (integrate to
unity), thus precluding and method which uses a uniform component to model
outliers (e.g. Tukey weighting function).
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Filtering Methods. The Kalman filter [2] is often considered the forerunner
to modern filtering systems. In the case of normally distributed state and noise
distributions, it is optimal. The real world, however, often produces noise which
is far from normally distributed, e.g. measurement noise from a point tracker
where data association sometimes fails or the process noise involved with flying
a model helicopter in windy conditions, where occasional gusts of wind can cause
rapid changes to the system state. In such systems, it is known that the Kalman
filter performs poorly.

Due to the mathematical niceties of the normal distribution, many attempts
have been made to improve performance, e.g. pre-filtering measurements using
RANSAC [3] to remove any erroneous measurements. This often involves, how-
ever, rather arbitrary decisions about which measurements are erroneous and
which are not and problems can still occur when these decisions turn out to be
incorrect.

It has long been proposed that there should be no need to make such ar-
bitrary decisions, that a properly formulated Bayesian approach should handle
such problems [4]. The reason that the Kalman filter is unable to properly han-
dle erroneous measurements is due to the light-weight tails it possesses, which
effectively rule out the idea that any measurement is ever wrong.

Non-Parametric Filters. The Bootstrap filter [5] and the Condensation algo-
rithm [6] led the way in a new form of non-parametric filter. These non-parametric
filters escaped the constraints of the normal distribution by representing the
state as a set of discrete samples from that distribution, allowing the state to take
arbitrary distributions and the use of any evaluable likelihood function (e.g. a
Student-t distribution [7]). The problem with this early set of particle filters, how-
ever, was the computational cost, as the number of particles scaled exponentially
with the dimensionality of the state.

Advancements in particle filters have mostly been due to improvements in
the importance sampling densities used, such as in the Extended Kalman Par-
ticle Filter (EKPF) and the Unscented Particle Filter(UPF) [8], which provide
a better distribution of particles, reducing the quantity required and thus the
computational cost. More recent developments have thus turned into a class of
hybrid filters or kernel-based particle filters, where parametric representations
are used in parts of the algorithm to allow better particle placement [9,10]. The
restriction of using certain distributions to provide better particle placement,
however, is the shift back towards limited distribution representation. By ap-
proximating all samples with a Gaussian distribution at each step (as in [9], or
mixture of Gaussian distributions as in [10]) any semblance of heavy tails in the
state distribution is being removed, eliminating the possibility of robustness to
process noise outliers.

Although the approach in [11] is to use a Student-t kernel (and thus maintain
the heavy tails), the system is limited to representing the posterior (and prior)
by one Student-t , which fails to deal correctly with the problems associated with
data confusion (see section 3.2).
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Despite the improvements, particle and hybrid filters are still often expensive
to run in high dimensional spaces and struggle to cope with both outliers in the
process noise and measurement noise simultaneously.

Parametric Filters. Many papers have discussed introducing heavy-tailed dis-
tributions into the filtering problem. Replacement of one of the noise distribu-
tions (either process noise or measurement noise) with a Student-t distribution
has been introduced and has been shown to reject outliers in that noise distri-
bution [7,12,13,14]. Most early work, however, maintained a normal distribution
for one part of the framework, and thus avoiding the problems associated with
data confusion (see section 3.2).

The Gaussian Sum Filter (GSF) aims to approximate heavy-tailed distribu-
tions by using a mixture of normal distributions [15]. A theoretical problem
with this is proved in [13] that for sufficiently large observations, the posterior is
strictly unimodal (does not reject outliers) and thus the approximation breaks
down. While this may be avoidable in a given application provided due care is
taken, it is a limitation in using gaussian sums as a general method. Another
practical limitation is the reduction of mixture size, complicated by the fact that
different components of the mixture represent different parts of the distribution.

One of the first papers to discuss the use of Student-t distributions through-
out the system was [16], albeit in a purely one-dimensional case. It discusses
ideas such as data confusion (see section 3.2) but due to its methodology, is not
extendable into higher dimensional space.

Section 2 shall discuss a basic framework for dynamical filtering followed by
investigating the implications of using heavy-tailed distributions in section 3.
Section 4 will introduce the base of the work followed by sections 5 and 6 which
will describe the details of the work. Results are presented in section 7.

2 Filtering Theory

The filtering problem is concerned with determining, at a given time k, the
posterior distribution of the state given all the previous gathered information,
which comes in the form of measurements.

p(xk|Zk) (1)

where xk represents the state distribution at time k and Zk = {z0, z1, . . . zk}
represents the set of all measurements up to time k.

By formulating the filtering problem as a first-order Markov chain, the prob-
lem of finding the posterior distribution over all measurements can be reduced
to the recursive update of a state estimate.

p(xk|Zk) =
p(zk|xk,Zk−1)p(xk|Zk−1)

p(zk|Zk−1)
(2)

p(xk|Zk−1) =
∫

p(xk|xk−1)p(xk−1|Zk−1)dxk−1 (3)



Student-t Mixture Filter for Robust, Real-Time Visual Tracking 375

Formulating the problem recursively ensures the necessary property that the
amount of computation required does not grow over time.

The different methods of filtering differ on their representation of these distri-
butions; the Kalman filter represents all distributions by Normal distributions,
making the equations above closed form, where as the particle filters tend to
represent the prior and posterior distributions by sets of samples drawn from
that distribution.

The main requirement when designing a filter is to ensure that it fits into this
framework, and to ensure that, at each time step k, the posterior distribution
has a constant structure to ensure recursive behaviour. When a non-conjugate
prior is used then, approximations must be made to represent the posterior
distribution.

3 Heavy-Tailed Distributions

For a long time, the Normal distribution has been used as the default distri-
bution for approximating random variables. This has occurred due to its nice
mathematical properties, it being closed under multiplication and convolution
making it ideal for the Bayesian filtering framework mentioned above, and the
ease with which it can be fit to data within an ML framework.

The Normal distribution is, however, also known for its lack of robustness
to outliers, which comes as a consequence of its light-weight tails that die very
quickly. Various stages of pre-filter (e.g. RANSAC) have been used to remove
outliers ahead of the filtering, however with each of these forms there is a some-
what arbitrary decision about which measurements actually constitute ‘outliers’.

Heavy-tailed distributions have a non-negligible weight away from the mode,
making the probability of outliers occurring non-negligible. By formulating the
problem correctly and using appropriately heavy-tailed distributions, outliers
need not be thought of as a special case, as they will simply be taken care of
within the Bayesian framework.

3.1 Multivariate Student-t Distribution

The multivariate Student-t distribution represents a generalisation of the Gaus-
sian distribution (the limit ν → ∞ produces the Gaussian distribution), and is
defined as

S(x; P, ν, μ) =
Γ (ν+d

2 )
Γ (ν

2 )
|P | 12(

(ν − 2)π
) d

2

︸ ︷︷ ︸
1/z

(
1 +

Δ2

ν − 2

)− ν+d
2

︸ ︷︷ ︸
f(x;P,ν,μ)

(4)

where Δ2 = (x − μ)T P (x − μ) is the squared Mahalanobis distance from x to
μ and Γ (.) is the Gamma function. μ and P denote the mean and precision
(inverse covariance) matrix respectively, while ν denotes the number of “degrees
of freedom” of the filter, which, in this instance, may take non-integer values.
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The dimension of the filter is given by d. The Student-t distribution allows the
modelling of heavier tails, controllable by ν which can be directly related to
Mardia’s measure of multivariate kurtosis [17].

γ2 =
2d(d + 2)

ν − 4
(5)

The most common use of Mardia’s measure of kurtosis is to test the validity
of Gaussian assumptions. Here, however, it will be used to parameterise the
deviation of the Student-t modes from the Gaussian distribution.

3.2 Data Confusion

In Meinhold’s introduction of the Student-t distribution as the basis for in a
filtering framework [16], he explicitly addressed the problem of Data Confusion,
which had been ignored by earlier works. Data confusion is the tendency of heavy
tailed distributions to generate multiple distinct modes under multiplication with
each other (application of Bayes’ theorem) and is a natural consequence of heavy
tailed distributions: logically by admitting that measurements can be ‘wrong’,
a decision has to be made between them when they disagree. When both the
likelihood and the prior have heavy-tails, as the two distributions diverge on their
consensus of the current state, the posterior distribution becomes multimodal,
effectively representing each of the two possibilities, one where the measurement
was ‘correct’ and the prior ‘incorrect’, and the other vice-versa.

Although data confusion may initially appear to be a problem, it is merely
reflecting reality and representing the current estimate as accurately as possible.
Provided the distributions are dealt with as accurately as possible, future in-
formation will resolve the uncertainty when available, reinforcing one mode and
not the other, which will then die away.

4 Student-t Mixture Filter

A mixture of Student-t distributions is proposed for the basis of a filter, both
for the internal state estimate and the measurement noise distributions. This
provides a heavy tailed distribution to deal with any outliers in a Bayesian man-
ner, while allowing multiple modes to be propagated through time will enable
it to deal with the problems attributed to data confusion. In order to maintain
computation efficiency, only the N largest modes in the state estimate will be
kept after each stage.

Since the Student-t distribution is closed neither under multiplication nor
convolution, both the inference (equation 2) and the propagation of the state
through time (equation 3) must be approximated to provide a recursive filtering
framework.

5 Approximate Inference

Usual methods for approximating distributions involve the minimisation of some
error metric (e.g. KL divergence or integrated square error), but due to the non-
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integrable form of the poly-t (product of Student-t distributions) distribution,
none of these functions are analytically evaluable. Also, due to the multimodal
nature of the posterior, moments do not carry sufficient information to make an
approximation. As such, an alternate approximation scheme has been developed
which concentrates on the key areas of the posterior while maintaining heavy
tails away from the peaks.

Although it is impossible to give guarantees about the performance of this
scheme, in practice performance is good. This is demonstrated by a number of
experiments in section 7.1.

5.1 Mode Approximation

Although the posterior poly-t distribution is neither integrable nor representable
exactly by a sum of Student-t distributions, it does have a analytic representa-
tion, albeit with an unknown normalisation constant, C,

p(x|z) =
1
C

p(x)
M∏
i

p(zi|x) (6)

for M independent measurements, zi i ∈ 1...M . As such, the value of the distri-
bution and its derivatives can be calculated, up to scale. This is a key point to
the method: a scaled approximation of the scaled posterior is calculated, which
can then be normalised to provide a proper probability distribution (integrates
to unity) and an approximation to the real posterior.

The proposed method of mode approximation is similar to that put forward
in [10]. From a given set of starting points (see section 5.2), a Gauss-Newton
optimisation is performed over the real (poly-t) posterior to find peaks in the
state distribution. Gauss-Newton is particularly applicable in this situation as
it does not require knowledge of the absolute scales of the Hessian and gradient
of the cost function to operate, but merely their ratio, which can be calculated
as it is independent of C. Once the locations of the peaks are known, a mode is
placed at each.

μi = peaki (7)

The degrees-of-freedom parameter can easily be determined by considering the
decay rate of the real posterior. Each measurement has an exponent of − 1

2 (ν+dz)
(where dz is the dimension of the measurement) which are summed when the
product of the measurements is taken. For the multimodal prior, the decay rate
is dominated by the smallest exponent, − 1

2 (min(ν) + dz). By equating this sum
to the exponent of the approximating mode, a value for the degrees-of-freedom
parameter of the approximating mode can be determined.

νi = min
j∈[1,N ]

(νj) +
M∑

k=1

(νk + dz) (8)

The precision matrix is approximated by the Hessian at the peak which this
mode is representing. Since the actual Hessian of the posterior at this point
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cannot be calculated (due to the lack of a normalisation constant) the Hessians
of the real posterior and the approximate mode are equated, each normalised by
the value of their own distribution at this point. Once again, this is calculable for
the poly-t posterior as it is a ratio, and allowing the precision of the approximate
mode to be set.

Pi = −ν − 2
ν + d

∇2p(x|z)
p(x|z)

∣∣∣∣
x=μi

(9)

With all the parameters for the mode set, the weight of each mode can be
set such that the peak of each approximate mode is the same height as the
unnormalised poly-t posterior at that point.

wi =
p(x|z)

S(x; Pi, νi, μi)

∣∣∣∣
x=μi

(10)

Since p(x|z) was not a actual distribution and was only known upto scale,
once all the modes have been estimated these weights then need to be normalised
to provide a proper probability distribution for the posterior.

∑
i

wi = 1 (11)

5.2 Starting Points for Peak Finding

Since the posterior distribution is expected to contain multiple peaks, peak find-
ing must be performed several times in an attempt to find them all. To maximise
the chances of finding all of the peaks, the start points used for the search must
cover as large a part of the space that is expected to contain peaks as possible.

A preliminary list of start points is generated from two sources.

– Peaks in the Prior : For each peak in the prior distribution, a search start
point is generated. This set of start points should find all peaks corresponding
to little change in the state, even in the presence of measurement outliers.

– ML State estimates from random sets of measurements: For a num-
ber of different randomly selected sets of measurements, an ML estimate of
the state can be generated which can then be used as a start point. These
start points are generated in much the same way as hypotheses in a RANSAC
test. This set of start points should cover areas of the state space containing
peaks due to correct sets of measurements, even when large changes to the
state occur and the prior distribution in not close to the posterior.

The preliminary list of start points will often contain many overlapping points
which would most likely converge to the same peaks. To avoid extra computation,
and indeed to bound the amount of processing done, this preliminary list of
start points is clustered using the k-means++ algorithm [18]. From each cluster,
the start point with the maximum probability (as evaluated in the real poly-t
posterior) is used as a start point for peak finding for mode approximation.
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5.3 Multimodal Measurement Distributions

During approximation of the posterior, the only properties requested of the real
poly-t posterior (which is being approximating) is that the distribution can be
evaluated and the first two derivatives calculated. As such, any measurement
distribution could be used in the algorithm, provided these operations can be
performed.

This provides the opportunity for using mixtures of Student-ts for the mea-
surement distributions. Section 1.1 discussed how an explicit decision on outliers
is not required in order to be able to deal with erroneous measurements; in a sim-
ilar way by allowing multimodal measurement distributions to be incorporated
the explicit one-to-one data association stage can be removed.

6 Approximate Time Propagation

Part of the initial Markov assumption was that of a model of how the state of
the system will evolve over time and the application of transformation dynamics
is the realisation of this model on the current state estimate.

For a known process model g(.),

xk+1 = g(xk) (12)

The first two moments have been well studied in the literature and the results
of an application to a linear system are well known.

μx+1 = g(μx) (13)
Σx+1 = (∇xg) Σx (∇xg)T (14)

In [17] it was also proved that Mardia’s measure of kurtosis is invariant under
non-singular transformations.

γ2:k+1 = γ2:k (15)

Use of an unscented transform instead of this extended transform, for in-
creased accuracy in non-linear environments, is a trivial extension.

The state must then be convolved with the process noise distribution, to allow
for errors in the model. The Student-t distribution is not closed under convolu-
tion and thus as with inference, the result must be approximated. Unlike mul-
tiplication, however, under convolution the Student-t distribution is guaranteed
to be unimodal, which makes the matching of moments more meaningful.

Under the assumption of independence, it is well known that the first two
standardised moments simply sum.

P (Y ) = P (X1 + X2 + · · · + XN )

μY =
∑

i

μi ΣY =
∑

i

Σi (16)
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This falls out from the fact that these first two centralised moments are equal to
the cumulants. Although the higher order cumulants still sum, since they do not
equal the standardised centralised moments (e.g. skew, kurtosis), these moments
do not sum. Using algebraic methods developed by [19] however, the following
update equation has been derived.

γ2(Y ) =
Tr(Σ−2

Y )
d2

N∑
i

Tr(Σ2
i )γ2(Xi) (17)

These equations can be used to perform simple moment matching to calculate
the new state distribution for each mode in the state.

7 Results

7.1 Accuracy of Approximate Inference

Since the method of approximate inference introduced in section 5 is based on
numerical methods, it does not provide a guaranteed level of performance. The
results of tests indicating the actual level of performance are presented here. In
each test, two Student-t distributions were generated with random parameters
and multiplied together to produce a poly-t posterior. Two methods were then
used to fit a mixture of two Student-t distributions to this poly-t posterior.

The first method used was a Maximum Likelihood (ML) estimator. 20000
samples were generated from the posterior distribution and a mixture of two
Student-t distributions was fit to these samples using an iterative method de-
signed to maximise the likelihood of the observed samples. The second method
used was the method presented in section 5. The difference between these two
approximations and the original poly-t posterior was then measured in terms of
the KL divergence between the distributions.

The results for the ML fit indicate the suitability of using a mixture of
Student-t distributions to approximate a poly-t distribution if one were allowed
as much time as necessary to perform this approximation. The results for the
method used in the Student-t Mixture Filter (SMF) illustrate the extra infor-
mation lost in performing the approximation quickly using the method provided
in section 5.

Table 1. KL divergence statistics from the actual poly-t distribution to a mixture of
Student-t distributions fit by two different methods, a ML based parameter estimator
and the method presented in section 5

Poly-t entropy
KL divergence from poly-t

ML SMF

Mean 10.09 0.016 0.042

Standard Deviation 0.84 0.031 0.135

Maximum - 0.109 0.756

Minimum - 1.97 × 10−6 2.15 × 10−6
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Fig. 1. Wireframe model of the street scene that was tracked tracked

Fig. 2. A sample frame from one of the video sequences, with the model being tracked
by the Student-t mixture filter

The results presented in table 1 show that in most cases, a mixture of Student-t
distributions provide a good approximation to a poly-t distribution, as given
by the low mean KL divergence. In addition, it also shows that the method
presented causes a loss of very little extra information beyond that caused by the
distributional approximation in the general case, as given by the low mean value.
A shortfall of the proposed method is the maximum possible error, which occurs
when two peaks interact with each other, changing the shape but not actually
creating an extra peak. As shown by the results however, these occasions do not
have an over-severe impact on the representation still having a relatively small
KL divergence.
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7.2 Visual Tracking

Figure 1 shows a wireframe model of the street scene each of the filters was tasked
with tracking. The model includes a number of point features (with known 3D
location) and it is measurements of these that are supplied as input to each of
the filters. For each frame, the FAST [20] feature detector is used to determine
image features and normalised cross-correlation is used to match the features in
the model to those in the current frame. The strongest matches are then supplied
to the filters.

The Student-t filter is compared to both the Kalman filter and the EKPF
across the sequences. The filters were set-up with constant position models.
Measurement noise is assumed to be un-correlated, with 1-pixel variance in each
direction. The EKPF was set-up to run with 100 particles.

Since the Kalman filter and the EKPF are known to be sensitive to outliers,
RANSAC is used to remove outlying measurements prior to updating the filter
to create a robust system. Note that this RANSAC stage is not needed with the
Student-t mixture filter as it is inherently robust.

Student-t filter

Kalman filter

EKPF

Seq. 1 Seq. 2 Seq. 3 Seq. 4 Seq. 5
0

0.2

0.4

0.6

0.8

1

Fig. 3. Proportion of the sequence tracked by each filter for five different outdoor
sequences. The Student-t filter can clearly be seen to out-perform both the Kalman
filter and the EKPF in terms of robustness. Sequence 2 for each filter is included in
the supplementary material for each filter, as is Sequence 4 for the Student-t mixture
filter.
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Table 2. Average filter processing time per frame for each of the filters (Where
RANSAC is included, 500 RANSAC tests were run). The times relating to the most
robust implementation are shown in bold.

Filter Measurement Update Time Time inc. RANSAC

Student-t Mixture Filter 33.3ms -

Kalman Filter 0.53ms 19.1ms

EKPF 40.3ms 58.8ms

(a) Student-t Mixture
Filter

(b) Kalman Filter (c) EKPF

Fig. 4. Top to bottom, frames 100, 145 and 190 from Sequence 2 for each of the different
filters tested. The Kalman filter and the EKPF lose track of the buildings at various
points, whereas the Student-t mixture filter tracks the building for the entire sequence.

A video of tracking performance is supplied with the supplementary material
as outdoortracking.avi, while figure 4 shows a number of frames from each of the
trackers.

Figure 3 presents the proportion of each sequence for which each filter was able
to successfully track the buildings. It can easily be seen that the Student-t filter
out-performs both the Kalman filter and the EKPF in terms of robustness: it
maintains track for much longer than its competitors in each of the five sequences.

Table 2 shows the average update time required for the filter. As expected
due to its simplicity the Kalman filter is the least computationally expensive,
but at an average of 33.3ms per update the Student-t mixture filter falls within
the bounds of frame rate operation. Additionally, the independent nature of the
peak-finding process (the most expensive operation for the Student-t mixture
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filter) means the algorithm could easily be parallelised and run across multiple
processors.

These timings are for each filter taking an input of up to 25 measurements.
The Student-t Mixture filter simply took the top 25 matches by NCC score
(of which 47% were outliers on average), where as the Kalman filter and the
EKPF had outliers removed beforehand, resulting in 14 inlying measurements
per update on average. All filters scale with O(m) for m measurements.

8 Conclusions

In this paper, the Student-t Mixture Filter has been introduced, a filter based
around mixtures of Student-t distributions. The heavy tails of the Student-t
provide an inherent robustness to ‘outliers’ in the measurement and process
noise, negating the need for an explicit step to determine erroneous data. It has
also been shown to outperform competing filters in real-world scenarios.

The Student-t Mixture Filter is also shown to be quick enough to run in real
time, facilitating it’s use in real-time tracking systems. Being of a parametric
base, it has polynomial complexity O(n3), thus presenting itself as a scalable
solution for robust filtering.
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