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Abstract. The current supercomputers are almost achieving the
petaflop level. These machines present a high number of interruptions
in a relatively short time interval. Fault tolerance and preventive main-
tenance are key issues in order to enlarge the MTTI (Mean Time To
Interrupt). In this paper we present how RADIC, a architecture for fault
tolerance, provides different protection levels able to avoid system inter-
ruptions and allows the performance of preventive maintenance tasks.
Our experiments show the effectiveness of our solution in order to keep
a high availability with a large MTTI.1

1 Introduction

The current supercomputers have already reached the teraflop level and the new
generation of petascale machines is coming. Recent studies [1] have demonstrated
that failures in these machines may occur at the rate of twice a day. In these envi-
ronments fault tolerance represents a key issue in order to provide high availability.

In order to achieve high availability, a fault-tolerant system must provide au-
tomatic and transparent fault detection and recovery. Even in these cases, service
interruptions (a complete stop of the program execution) may occur if there are
no replacement nodes or the system degradation generated by the faults reaches
an unacceptable level. In order to ensure a large MTTI (Mean Time To Interrupt),
such solutions must also provide the means to restore the original system configu-
ration (initial number of replacement nodes, or the process per node distribution)
without stopping a running application. In addition to reactive fault tolerance, it
is also very desirable that it should perform preventive maintenance tasks by, for
example, replacing fault-probable machines without system interruptions.

Considering these aspects, we proposed and developed RADIC (Redundant
Array of Distributed Independent Fault Tolerance Controllers) [2]. RADIC is
an architecture for fault tolerance in message-passing systems providing high
availability with transparency, decentralisation, flexibility and scalability.

In order to improve the MTTI of a message-passing based parallel application,
we incorporated different protection levels within RADIC, helping to avoid or
reduce the number of interruptions during program executions.
1 This work is supported by the MEC-Spain under contracts TIN 2004-03388 and

TIN2007-64974.
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In this paper, we present the different RADIC protection levels. In the first
level, also called basic level, RADIC operates without the need for any passive
resource in order to provide its functionalities and is based on the rollback-
recovery paradigm, using some active node of the configuration to recover a
failed process which could lead to performance degradation. This protection level
is well-suited for short-running applications, or applications that may tolerate
resource loss, such as the dynamic load balanced ones.

The next protection level fits applications demanding a non-stop behaviour.
At this level, RADIC provides a flexible dynamic redundancy through a trans-
parent management of spare nodes. Such functionality allows it to request and
to use spare nodes as needed without any user intervention and without keeping
any centralised information about them. Moreover, it is possible dynamically to
insert new replacement nodes during the program execution, allowing replace-
ment of used spares or failed nodes. Such a feature increases the MTTI of a
parallel application once the number of idle spare nodes remains constant. In
continuous running applications, preventive maintenance stops are undesirable,
so it became necessary to find a mechanism allowing the performance of non-stop
maintenance tasks. Actually, RADIC also provides a mechanism for proactive
fault tolerance.

Our experiments show the behaviour of RADIC in different situations and its
effectiveness in providing high MTTI by using the correct protection level.

The remainder of this paper is organised as follows: The next section presents
the basic concepts regarding the RADIC architecture. The section 3 explains
the protection levels currently implemented with some experimental results re-
lating to them. More experimental results and the experiment environment are
presented in section 4 and in section 5 we present the related work. Finally, in
section 6 we present our conclusions and future work.

2 The RADIC Architecture

RADIC is an architecture for fault tolerance in message-passing systems provid-
ing high availability for parallel applications with transparency, decentralisation,
flexibility and scalability. The RADIC architecture acts as a layer between the
fault-probable cluster structure and the message-passing implementation. Such
a layer performs fault-masking (message-delivering) and fault tolerance (check-
point, event logs, fault detection and recovery) tasks.

RADIC is based on rollback-recovery techniques applying a pessimistic event-
log approach [3]. Such an approach was chosen because it does not need any
coordinated or centralised action in order to provide its tasks, which does not
affect its scalability. RADIC considers any absence of expected communication
as a fault, and it tolerates short transient faults by retrying the communication.

2.1 Protectors and Observers

The RADIC architecture working is based on two kinds of processes, protectors
and observers. Such processes work together in order to perform a distributed
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Fig. 1. Basic protection level in 2 situations: (a) before a fault. (b) after recovery.

controller for fault tolerance. Each node of the parallel system runs one protec-
tor while each application process has one observer attached to it. Indeed, an
observer forms an indissociable pair with the application process, implementing
the message-passing mechanism for the parallel application. Moreover, the ob-
servers are in charge of performing tasks concerned with fault tolerance, taking
checkpoints and event logs of the attached application process and sending them
to their respective protectors. The observers also detect communication failures
between applications processes and their protectors. The observers maintain a
data structure called radictable which stores the location of each process and
is used in fault-masking tasks. When recovering, the observers are in charge
of dealing with the event logs, replaying them in order to achieve a consistent
system state [3].

Each execution node runs a protector process, which may be in two states:
active, when it forms part of the detection scheme and there are some application
processes running on its node, or passive, when it is running in a spare node.
An active protector establishes a fault-detection scheme communicating with
two other protectors, called predecessor and successor. Such a fault-detection
scheme uses a heartbeat/watchdog protocol. The protectors communicate with
the observers in a successor node receiving their checkpoints and event logs
and storing them on their own node. The protectors also start the recovery of
failed processes. The passive protectors do not participate in the fault detection
system, but just stay waiting for a connection from any other active protector
requesting them to recover a failed process.

3 RADIC Protection Levels

During the program execution, observers look after checkpoints and event logs,
while the protectors monitor the cluster nodes. When one of them detects a
failure, both perform some tasks in order to reestablish the consistent system
state. These tasks depend on the protection level applied, changing the recovery
and masking procedures, while the detection and protection procedures remain
unchanged. We explain below the levels currently implemented.
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3.1 The Basic Protection Level

At this level, RADIC simply demands the application’s active resources in order
to perform its recovery tasks. Fig. 1a depicts a simple system configuration with
this protection level and the relationship between observers and active protectors
in a four-nodes cluster (N0..N3). In this figure, we can see that each observer
(O0..O3) has a connection to a protector (represented by an arrow) in a neigh-
bouring node to which it sends checkpoints and event logs of its attached appli-
cation process. Each protector (T0..T3) receives the connection of one or more
observers and connects with other protector in the neighbouring node. A protec-
tor only communicates with its immediate neighbours. Fig. 2 shows the atomic
activities simultaneously taken by the protectors and observers implicated in the
failure in order to re-establish the integrity of the RADIC controller’s structure.

In such case the system configuration changes after the recovery, and the recov-
ered process will run in the same node as its protector. Fig. 1b shows a RADIC
configuration with basic protection level after a recovery process. In this picture
we can see that the node N2 has failed and the process P2 has recovered in the node
of its protector (T1) and it sends its own checkpoint and log to its new protector.
As the figure shows, after the recovery the system configuration has changed and
the node N1 hosts two running processes. Thus, this protection level provides high
availability, but it may degrade the performance according to the application type,
being well-suited for applications like the dynamic workload-balanced ones.

The charts in Fig. 3a and in Fig. 3b show the results of the execution of an N-
Body particle simulation [4] running in a ten-node circular pipeline and observed
during a time interval of 50 minutes at the RADIC basic protection level. In these
charts, we see two lines representing the throughput (in simulation steps) of the
application: the first one (with squares) represents a failure-free execution of the
program, and the second line (with circles) represents the execution with fault
injection. These situations represent an scenario where: a) 3 faults has occurred
in different nodes of the cluster (Fig. 3a) and b) after a long period of execution,
3 faults occurred in an already overloaded node, i.e. a node already used to
recover a failed process (Fig. 3b).

In the chart in Fig. 3a we see that after the first fault the failed process
recovers in its protector, leaving the node overloaded, generating a slowdown
in the entire pipeline. The subsequent faults do not generate more throughput
degradation after the recovery process because the first overloaded node masks
the effects of the two other overloaded ones. In each failure, the throughput
falls quickly owing to the recovery process, varying according to the checkpoint

Fig. 2. Recovery activities performed by each element implicated in a failure using the
basic protection level
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Fig. 3. Results of a N-Body simulation after three faults are recovered in: (a) different
nodes and (b) the same node

and message log sizes. Despite the generated slowdown, it should be noted that
there is no interruption to the program execution, and all the steps are performed
automatically and transparently.

In the chart in Fig. 3b, we can see that the throughput is slowing down at each
fault. This occurs because after the faults one node in the pipeline hosts two,
then three and finally four processes. Despite the lack of any interruptions, such
a phenomenon may lead to very low throughput levels, and a need to restart the
application to restore the initial configuration.

3.2 The Resilient Protection Level

The basic protection level can tolerate faults without program interruptions, but
it suffers certain performance degradation. After a certain number of tolerated
faults such degradation may therefore achieve an unacceptable level, leading to a
halt in the processing in order to re-establish the original system configuration.
In order to avoid such a situation, we implemented a protection level which
provides a flexible dynamic redundancy. At this level, RADIC allows us to restore
the system configuration so as to avoid active node losses. We explain below how
these functionalities work.

Restoring the System Configuration. In the initial application of the RADIC
basic protection level, the mechanism developed for it allows us to re-establish
the original process distribution changed by the recovery procedure (described
in item 3.1). Such mechanism permits the insertion of a replacement node (Nr)
during the program execution. This inserted node will take the recovered process,
restoring the original process distribution. Starting at the situation depicted in
Fig. 1b, these are the steps to be performed: First, the execution of a protector
(Tr) in the replacement node using a special mode. In this mode, Tr connects with
any active protector of the system and starts its announcement procedure using a
reliable broadcast based on the message forwarding technique [5]. Such procedure
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Fig. 4. The resilient protection level in 2 situations: (a) before a fault with an idle
spare and (b) after the fault recovery with the allocated spare

continues until the overloaded node is reached, in such case the node N1. At this
point, the protector T1 requests the usage of the node Nr.

Some other steps form the node usage request: Initially, the protector Tr in-
corporates itself in a heartbeat/watchdog system establishing two neighbours. In
sequence, the protector T1 will command the observer O2 to send the application
process checkpoint to Nr. After, T1 then tells to the Tr to spawn the process
P2, and it tells to the process P2 running at N1 to commit suicide. Finally,
the message forwarding continues carrying the information of the new node as
allocated. The mechanism presented above is able to restore the original config-
uration in a system that was using the basic protection level, but depends on an
unpredictable user intervention to start the procedure.

Avoiding System Configuration Changes. The resilient protection level
avoids the system configuration change by incorporating a transparent manage-
ment of spares nodes. Such management allows it to request and to use these
spares without administrator intervention. Moreover, there is no centralised in-
formation regarding the existence of the spares, keeping faithful to the architec-
ture’s main principle of decentralisation. The flexibility of this dynamic redun-
dancy mechanism is given by the ability to start an application with a deter-
mined number of spares, or to include them dynamically during the application
execution. We explain this mechanism below.

The following procedure may be executed at the application start or during
the application execution: Initially we insert a node running a protector in spare
mode. When the protector starts, it searches for an active protector running with
the application and starts a communication protocol requesting for its addition
to a structure existent in the protectors called spare table - The spare table
contains some information about the current spare nodes and their states and it
is present in each active protector, keeping the decentralisation. The protector
receiving this request confirms whether the new spare data are not already in
its spare table. If not, it adds the new spare data and forwards this request
to its neighbor, passing the new spare information in sequence. Each protector
performs the same tasks until it receives the same spare node data, finalising the
message forward process. Fig. 4a shows a simple configuration with an idle spare
node (Ts), it should be noted that each protector has the information regarding
this spare node (the small grey triangle).
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Fig. 5. (a) Results of an N-Body simulation after three faults using spare nodes. (b)
Overhead comparison between the four situations.

The Recovery Procedure. At this protection level, every time a fault is detected,
the protector responsible for the recovery (generally the predecessor) searches first
for spare data in its own spare table. In case of an idle spare node being found,
the protector starts the spare use protocol. In such protocol, the protector first
confirms the spare node state by asking how many observers are executing on its
node, and in sequence it sends a request command to the spare. From this mo-
ment the spare will not accept any requests from other protectors. The protector
commands the spare to join the heartbeat/watchdog scheme, following which it
sends the checkpoint and the log of the failed process to the spare, and finally the
protector commands the spare to perform the RADIC basic level recovery proce-
dure. Fig. 4b shows the final system configuration after this procedure. The spare
node Ns assumes the failed process P3 keeping the original system distribution.

Fig. 5a depicts the chart with the result of this execution of the same N-Body
simulation using the resilient protection level with two spare nodes initially de-
fined in our configuration and injecting three faults during the program execu-
tion. Moreover, we applied the spare nodes dynamic insertion to re-insert a ”fixed”
failed node between the first fault and the second fault. In the chart there are also
two lines representing the failure-free execution (with squares) and the faulty ex-
ecution (with circles). Following the faulty execution line, we can see that after
a quick program throughput fall, the performance returns to its normal level. It
should be noted that between the first and the second fault, we re-inserted the
failed machine (as a ”fixed” one) without generating a noticeable overhead. Thus,
using this feature, we theoretically can maintain a continuous execution of the
program without permanent slowdowns. The large recovery overhead in the third
fault is generated mainly by the large size of the message log to be transmitted
and processed (when the fault occurs just before a checkpoint).

Preventive Maintenance. The mechanism used to implement the flexible
dynamic redundancy at the resilient protection level is very effective at keeping
a high interval between interruptions. Some stoppage may, however, be necessary
during preventive maintenance, e.g. replacing some fault-imminent nodes with
healthy ones or replacing nodes by upgrade reasons.
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The resilient RADIC protection level also allows to perform proactive fault
tolerance without the need to stop the entire application. This feature is based
on the conjunction of a failure injector, and the mechanism described previously.
Using the mechanism presented before we insert a new spare node in order to
receive the process running in the fault-imminent node. With the failure injec-
tor, we can schedule the appropriate moment to inject a fault in referred node
(just after taking its checkpoint, avoiding processing the event log). Hence, by
the spare use process previously described, the process running on the fault-
imminent node will migrate to the new spare node added. Such a procedure
allows a system administrator going replacing cluster machines without inter-
rupt a running application. Some fault-prediction systems may also be used in
conjunction with our solution, monitoring the node state, in order to trigger this
mechanism when some values are reached.

4 Experiments

In order to validate our proposal, we had modified the RADIC MPI proto-
type called RADICMPI[6], including the dynamic redundancy functionality.
Currently, RADICMPI incorporates basic MPI functions, including the block-
ing and non-blocking peer-to-peer communications. The experiments were con-
ducted over twelve 1.9GHz Athlon-XP2600+ PC workstations running Linux
Fedora Core 4 with kernel 2.6.17. Each workstation had 256MB of RAM and a
40GB local disk. The nodes were interconnected by a 100BaseT Ethernet switch.

We evaluated the behaviour of our distinct approaches when applied in con-
tinuous running applications by performing some experiments executing an N-
Body particle simulation implemented as a circular pipeline and based on the
example presented by Gropp [4]. We modified this program to run continuously,
allowing measurement of the throughput of a continuous running application.
In these experiments, we executed the N-Body particle simulation in a ten-node
pipeline during a time interval performing checkpoints every 120s and inject-
ing three faults at different moments and in different machines, measuring the
throughput of the program in simulation steps per minute. We analysed three
situations: a) three faults recovered without spare in different nodes (Fig. 3a);
b) three faults recovered without spare in the same node (Fig. 3b) and c) three
faults recovered with spare (Fig. 5a). In all of these experiments, we compared
each result with a failure-free execution. Moreover, we performed a comparison
of the overhead generated in the execution time of each case to reach the 1500
and 3000 simulation steps (Fig. 5b).

The chart in Fig. 5b clarifies our visualisation about the behaviour of the
RADIC protection levels in the distinct situations shown in this paper, but
measuring the execution time of each one to achieve a number of simulation steps
(1500 and 3000 steps, injecting all faults at the first 1500 steps). In the horizontal
axis are the tested situations: the vertical axis represents the elapsed time (in
minutes) to execute each job presented in the depth axis. The fault-free execution
is the comparison basis for the remaining situations. Now it is possible to see
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that the overhead of using the resilient protection level is negligible, achieving
only 6% and improving as the program continues, decreasing to 3% at 3000
simulation steps. In the opposite side, when the faults are recovered at the same
node, we see a strong overhead of 215% of the execution time getting worse
as the program continues, rising to 249% after 3000 simulation steps. Such a
situation, or even that recovering in different nodes (achieving overhead of 104%
and 109%, respectively), may be considered under the acceptable limit, causing
a system restart in order to re-establish the initial configuration.

5 Related Work

There is ongoing research on fault tolerance in message-passing parallel systems.
Our solution allows a transparent management of spare nodes, which is able to
dynamically to insert new spare nodes. Such mechanisms also may be applied
to perform preventive maintenance by making a hot swap of machines. Other
solutions also use spare nodes or allow performance of preventive activities and
we present some of them and their characteristics below.

MPICH-V[7] is a framework that has implemented four rollback-recovery
protocols. MPICH-V provides automatic and transparent fault tolerance for MPI
applications using a runtime environment formed by certain components. At the
recovery process, it uses spare nodes, but its facility for dynamic spares insertion
is not mentioned.

FT-Pro[8] is a fault tolerance solution based on a combination of rollback-
recovery and failure prediction that takes some action at each decision-point.
Such solutions currently support three different preventive actions: process mi-
gration, coordinated checkpoint using central checkpoint storages and no action.
FT-Pro only works with an static number of spare nodes.

The Score-D[9] checkpoint solution uses spare nodes in order to provide fault
tolerance through a distributed coordinated checkpoint system. This system uses
a parity generation that guarantees the checkpoint reconstitution in cases of
failures. These spares nodes are defined at the application start and are consumed
until reaching zero. This solution does not have a mechanism to allow dynamic
spare node insertion or node replacement. Furthermore, it performs the recovery
process based on a central agent.

6 Conclusions and Future Work

In this paper, we have argued that the actual failure rate of the fastest su-
percomputers makes indispensable the use of fault tolerance solutions in order
to achieve a desired MTTI. We also defended our belief that, in order to avoid
system interruptions, more than automatic and transparent recovery, a fault tol-
erant solution must provide mechanisms to avoid system configuration changes.

We presented an architecture with different protection levels which enable it
to provide a high MTTI for message-passing program executions. The first pro-
tection level provides high availability by simple reliance on the active nodes of
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the system in order to recover a failed process. Such behaviour generates a sys-
tem degradation that may leads the application to an unsatisfactory state and a
need to interrupt the execution in order to re-establish the initial configuration.
We incorporated a new protection level, the resilient protection level, which pro-
vides mechanisms that avoid system degradation or allow system configuration
re-establishment, and also allow performance of preventive maintenance tasks.

Our experiments showed the effectiveness and benefits of our solution by com-
paring different situations with or without the new protection level. The results
demonstrated that this new protection level could provide a non-stop service
for message-passing systems and the overhead of the spare node insertion and
management is very low despite the retention of a distributed controller.

Future work will include additional experiments, and closer scrutiny of bench-
mark applications under different parallel paradigms. Additional research might
be address the integration of preventive maintenance mechanism with some fault
prediction scheme. It would also be interesting to assess the effects of the RADIC
protection levels in large clusters and with different kinds of applications, giving us
a real knowledge about the RADIC scalability. Owing to physical difficulties of ac-
cessing thesemachines, the development of aRADIC simulatorwouldbe necessary.
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