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Abstract. With the emergence of multi-core CPU (or Chip-level Multi-
Processor -CMP-), it is essential to develop techniques that capitalize on
CMP’s advantages to speed up very demanding applications of parallel
computing such as Web search engines. In particular, for this application
and given the huge amount of computational resources deployed at data
centers, it is of paramount importance to come out with strategies able to
get the best performance from hardware. This is specially critical when
we consider how we organize hardware to cope with sustained periods
of very high traffic of user queries. In this paper, we propose an hybrid
technique based on MPI and OpenMP which has been devised to take
advantage of the multithreading facilities provided by CMP nodes for
search engines under high query traffic.

1 Introduction

Search engines must cope efficiently with dynamic variations in the query traffic
generated by users. Most frequent queries are answered quickly by keeping them
stored in cache machines. However, queries not found in cache must be directly
solved by a set of processors (cluster nodes) forming a cluster. The aim is to
determine as fast as possible the top-R results per query and from these results
build up the answer web pages presented to the users. For high traffic of queries
and given the huge volume of data associated with the web samples kept at each
node, this can involve the use of a significant amount of resources – processors
utilization, disk and network bandwidth –. Current search engines deal with
peaks in traffic by including enough hardware redundancy so that at normal
traffic the processors utilization is below 30% or 40%.

Hardware redundancy can be reduced by using query processing strategies
that take advantage of the economy of scale present in those situations in which
a large number of queries are solved concurrently. Recently, we have found [6,7]
that for those high-query traffic scenarios, performing what we call round-robin
query processing implemented on top of bulk-synchronous parallel (BSP) process-
ing [10], can significantly outperform the standard multi-threaded asynchronous
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message passing parallel processing employed by current search engines. For low
query traffic the opposite holds true, which makes perfect sense since in this case
individual queries can be granted as many threads they need, and those threads
are kept alive consuming all necessary resources for the time it takes to get the
top-R results. This is not harmful since hardware is being under-utilized anyway
because of the small number of queries present in the system. In [7] we actually
propose switching between both modes of operation depending on the observed
query traffic.

In this paper we propose a hybrid parallelization based on a mixed MPI(BSP)-
OpenMP programming model to take advantage of the hierarchical structure
offered by today’s clusters based on CMP processors. On every processor, the
document ranking task that select the local top-R results of a query is parallelized
using OpenMP threads. This is the most costly part of the processing of queries
and it is certainly convenient to reduce its total running under high query traffic
scenarios. Our aim here is to put T threads to work on the document ranking
phase of a group of Q queries being processed all together at the same node in
a given period of time with Q ≥ T (this is done in parallel across the P nodes
available in the system).

The current technology tendency underlines the emergence of the CMP pro-
cessors. Actually, most systems incorporate these chips discarding the old idea
of a multiprocessor system as several nodes mono-processor. Technology trends
indicate that the number of cores on a chip will continue to grow as indicates the
roadmaps of the most important manufacturers. Nowadays, AMD offers chips
with four cores (Native Quad technology) and Intel has began to incorporate
the Intel CoreTM Extreme quad-core Processor in their servers systems. How-
ever, there are still studies that evaluate the parallel programming paradigms
employed in the context of Web Servers with this technology and whether they
are the most appropriated. Taking into account this tendency, the main aim of
this paper is to study which is the most efficiently way to exploit this novel
technology.

As baseline code we have employed a parallel Web Search Engine based on
a bulk-synchronous MPI-based multiple-masters/multiple-slaves scheme previ-
ously developed by us, which has been demonstrated to achieve scalable per-
formance on conventional cluster of computers of differing architecture [5,6,7].
One could think that the better way to exploit the new extra thread level paral-
lelism available in today’s processors is to extend the number of MPI processes
to the cores available (i.e. instead of one MPI process per cluster node, one MPI
process per core). However, this would involve an additional partitioning of the
inverted file across the cores, resulting in a large number of messages (the query
receptionist machine should broadcast the queries to all cores and then collect
the answers from all of them). Furthermore, since each core has its own private
inverted index, all cores compete with each other for the shared cache space
and memory bandwidth. This paper proposes a better method to exploit the
additional parallelism provided by cores at each node.
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The remaining of this paper is organized as follows. Section 2 describes our
general method of parallel query processing for high query traffic and the par-
ticular arrangement we make to profit from multicore architectures. Section 3
describes the hardware and databases we used to test the efficiency of our pro-
posal and show performance results. Section 4 presents concluding remarks.

2 Speeding Up Round-Robin Query Processing

2.1 Distributed Inverted File

Web Search Engines use the inverted file data structure to index the text
collection and speedup query processing. A number of papers have been pub-
lished reporting experiments and proposals for efficient parallel query process-
ing upon inverted files which are distributed on a set of P processor-memory
pairs [1,2,3,5,8,6,7,11].

An inverted file is composed of a vocabulary table and a set of posting lists.
The vocabulary table contains the set of relevant terms found in the collection.
Each of these terms is associated with a posting list which contains the document
identifiers where the term appears in the collection along with additional data
used for ranking purposes. To solve a query, it is necessary to get the set of
documents ids associated with the query terms and then perform a ranking of
these documents so as to select the top-R documents as the query answer.

Current search engines use the document partitioned approach to distributing
the inverted file on a set of P processors. In this case, the document collection is
evenly distributed at random on the processors and an inverted file is constructed
in each processor considering only the documents stored in the processor. Solving
a query involves to (a) place a copy of it in each processor, (b) let each processor
calculate their local top-R results and (c) make a merge of all results to select
the global top-R results.

2.2 Query Processing

At the parallel server side, queries arrive from a receptionist machine that we
call the broker. The broker machine is in charge of routing the queries to the
cluster’s processors (where for the scope of this paper each processor is a chip-
multiprocessor node of the cluster) and receiving the respective answers. It de-
cides to which processor routing a given query by using a load balancing heuristic.
The particular heuristic depends on the approach used to partition the inverted
file. Overall the broker tends to evenly distribute the queries on all processors.

More in detail, the parallel processing of queries is basically composed of a
phase in which it is necessary to fetch parts of all of the posting lists associated
with each term present in the query, and perform a ranking of documents in order
to produce the results. After this, additional processing is required to produce the
answer to the user. This paper is concerned with the fetching+ranking part. We
are interested in situations where it is relevant to optimize the query throughput.
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A relevant issue for this paper is the way we organize query processing upon
the piece of inverted file stored in each processor. We basically let queries use of
fixed quantum of computation, communication and disk access before granting
the resources to another query in a round-robin fashion.

2.3 Iterative Ranking and Round-Robin Query Processing

The processor in which a given query arrives from the broker is called the ranker
for that query since it is in this processor where the associated document ranking
is performed. In fact, all processors are rankers of a subset of queries and as
explained below they are also fetchers of posting lists in order to let rankers
solve their queries. Thus every query is processed iteratively using two major
steps:

– Fetching. The first one consists on fetching a K-sized piece of every posting
list involved in the query and sending them to the ranker processor (K=
2R). In essence, the ranker sends a copy of every query to all other P nodes.
Next, all nodes send K/P pairs (doc id, frequency) of their posting lists to the
ranker which performs the first iteration of the documents ranking process.

– Ranking. In the second step, the ranker performs the actual ranking of doc-
uments and, if necessary, it asks for additional K-sized pieces of the posting
lists in order to produce the K best ranked documents that are passed to
the broker as the query results. We use the vectorial method for performing
the ranking of documents along with the filtering technique proposed in [9].
Consequently, the posting lists are kept sorted by frequency in descending
order. Once the ranker for a query receives all the required pieces of posting
lists, they are merged into a single list and passed throughout the filters. If
it happens that the document with the less frequency in one of the arrived
pieces of posting lists passes the filter, then it is necessary to perform a new
iteration for this term and all others in the same situation.

Thus the ranking process can take one or more iterations to finish. In every
iteration a new piece of K pairs (doc id, frequency) from posting lists are sent
to the ranker for each term involved in the query. This concept of iteration is
essential to distribute and allocate system resources to the queries in a round-
robin fashion: the quantum comes from the fact that we let queries work on
chunks of posting lists of size K and organize document ranking in iterations.

2.4 Hybrid Parallelization

With the irruption of CMPs, it is appropriate to study and review the most ap-
propriate parallelization strategies in our context. The simplest strategy would
be to extend the rankers-fetchers scheme [6] across CMP. However, we can an-
ticipate this approach which is based on mapping MPI -threads in a CMP is not
the most suitable approach because it involves an overhead caused by duplica-
tion of inverted file and competition of shared resources such as cache memory,
main memory access, communication interface, etc..
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The way we organize overall computation and communication tries to be more
CMP friendly. It is based on the idea of the broker (master) continues distribut-
ing the queries across the cluster’s nodes and having their respective answers [6],
but each node, which has to resolve a group of Q queries (query batches), makes
the ranking proccess (the most time comsuming phase) in parallel by means of
OpenMP pragmas.

The idea behind the round-robin query processing approach is that queries are
processed in such a way that it properly divides the steps involved in solving each
query and interleave these steps whilst processing batches of queries all together.
Strict interleaving of steps is possible by ways of bulk-synchronous parallel (BSP)
processing. In BSP, the parallel computation is divided in supersteps and in
each superstep the P processors are allowed to work on local data and buffer
messages to be sent to others in the same cluster. The end of each superstep is
marked by the sending of all buffered messages and the barrier synchronization
of processors.

In order to make efficient the use of CMP, we arrange the processing of queries
as described in the following supersteps which are executed by all processors in
parallel. We assume that query traffic is high enough to let the broker place Q
queries of t terms in each processor. Each processor is represented by a single
MPI thread containing T OpenMP threads created at the start of the search
engine. The algorithm is as follows.

Superstep i (Broadcast). Each processor gets Q−m queries from the broker
and m queries already in process requiring a new iteration, and broadcasts
them to all processors.

Superstep i + 1 (Fetching). Each processor fetches from disk t·Q posting lists
of K/P items each, and send them to the requesting processors (rankers).

Superstep i + 2 (Ranking)
Part 1. Each processor receives the arriving t·Q·P posting lists of size K/P

and merge posting lists per term and query, to store them in contiguous
memory data structures, one per query, each of size t·K.

Part 2. Each processor uses its T ≤ Q OpenMP threads to calculate the
ranking of each query using the contiguous memory to keep on-going doc-
ument ranking. Each query is processed sequentially by a single OpenMP
thread. These threads keep both ownership of the memory and on-going
queries during the complete process.

Part 3. Determine the outcome of on-going queries which can be a request
to go back to the logic superstep i (namely superstep i + 3) or send the
top-R results to the broker.

These steps show the process associated with the solution of queries where rank-
ing does not require all documents to contain all query terms. In this case, all
posting lists are kept stored in decreasing in-document frequency. The most
costly part of this process which justifies the usage of OpenMP threads is the
ranking of documents.
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In the case of queries requiring intersection of posting lists, that is, systems
in which all selected documents must contain all query terms, it is necessary to
intersect and rank lists in the superstep i+1 above. This may require considering
the whole list of each term involved in each query. Thus intersection can be a
very expensive operation for which the T OpenMP threads can also be employed
to compute the intersections.

3 Experiments

Our experimental platform is based on a commodity cluster equipped with
shared memory Linux boxes. Each cluster node includes two Intel’s Quad-Xeon
multicore processor, the main features of which are summarized in Table 1.

Table 1. Main features of the target computing platform

Processor

Intel Quad-Xeon (2.66 GHz)
L1 Cache 4x32KB + 4x32KB (inst.+data)
(per core) 8-way associative, 64 byte per line
L2 Unified 2x4MB (4MB shared per 2 procs)

Cache 16-way associative, 64-byte per line
16 GBytes

Memory (4x4GB) 667 MHz FB-DIMM memory
1333 MHz system bus

Operating GNU Debian System Linux
System kernel 2.6.22-SMP for 64 bits

Intel C/C++ Compiler -O3 -march=pentium4 -xW -ip -ipo
v10.1 Switches (icc) Parallelization with OpenMP: -openmp

MPI Library mpich2 v1.0.7 compiled with icc v10.1
BSPonMPI Library http://bsponmpi.sourceforge.net

The exploitation of in-processor thread level parallelism has been performed
in this work by means of OpenMP directives, which are directly supported by
the native Intel C/C++ compiler [4]. It is also worth to mention that we have
combined into the same program those directives with the BSPonMPI commu-
nication library, which is an implementation of BSP primitives based on MPI.

The results have been obtained using a Chilean Web database sample taken
from www.todocl.cl. Queries have been selected randomly from a set of 127.000
queries extracted from the todocl log.

3.1 Experimental Setting

We executed experiments assuming high and moderate query traffic arriving at
the cluster nodes. This traffic is set by the broker machine and is independent
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of the particular configuration of MPI and OpenMP threads being used by the
search engine.

Let us assume that the broker sends an average of B queries per unit time.
The challenge for the search engine is to solve these queries using batches of size
B= Q·P where Q queries per processor are solved using T OpenMP threads. In
the context of the experiments shown in this section the value of P represents
the number of MPI threads executing the BSP supersteps of the search engine.

Assuming a total of N CPUs across all nodes and cores, the search engine can
use all of them provided that N= T·P since in our cluster we observed significant
saturation whenever N < T·P. Thus in this section we investigate the practical
feasibility of T > 1 for different values of P such that N= T·P. Notice that as
B= Q·P a reduction in P produces an increase in Q so for each pair (T,P) we
need to set Q properly. To complete our experimental setting we also need to use
a practical value of K and actual query log in order to represent precisely the
work-load requirements on computation and communication upon the nodes.

We observed by running our parallel program with K= 128 on the nodes that
with no exception for any given P the best performance was achieved for the
maximum number of OpenMP threads such that N= T·P. Thus we only show
results for that case. In addition and to better illustrate the comparative per-
formance among the different configurations (P,T) we show results represented
as the ratio maximum running time achieved by any (P,T) of the set of exper-
iments, to the running time achieved by the particular (P,T) being shown. All
measures were executed 5 times using a very large sequence of queries from our
query log and averaged.

We basically performed two set of experiments or runs, the first one indicates
a case of high query traffic given by B= 512, whereas the second one represents
a moderate traffic given by B= 128. We call these two sets as runs-A and runs-B
respectively. These experiments were performed on two nodes. We also investi-
gated the situation in a single node for which we halved the query traffic B/2
and thus we have for this case the counterparts runs-C and runs-D for high and
moderate query traffic.

In addition we studied two types of query ranking algorithms, one we call light
ranking in which documents are ranked using a small amount of computation
time and another one we call heavy ranking which is a method more demanding
in computation.

3.2 Performance Results

In this section we attempt to answer those questions raised above about the
most suitable configuration for a Web Search engine in a CMP architecture.
Let’s start this study with performance results obtained on a single node of a
cluster which includes two Intel’s Quad-Xeon multicore processors.

The tables 2.a and 2.b show a comparison in terms of the improvement in
speedups between the two parallel programming paradigms (MPI vs. OpenMP)
and their combination for every experiments considered. As a baseline code, we
have chosen one which provides the worse throughput for any parallel
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configurations. It normally corresponds to the näıve parallelization (P=8), so
that its speedups respect to itself is 1.00 in the table. The results are quite sat-
isfactory in every situation under study, although they are more impressive for
moderate query traffic as a result of significant load imbalance in these cases.
Although relative speedups for a more demanding query traffic are not so impor-
tant, nevertheless, we would like to highlight what provide a higher throughput
performance. The table shows better gains for parallelization with OpenMP al-
though such parallelization is only applied in the ranking phase. It is worth to
remark that the best parallel configuration in a single node corresponds to T=8 in
comparison with any possible combination with message passing. The noticeable
difference between both paradigms is motivated by the overhead associated with
duplication of the inverted file and the saturation involved by its shared mem-
ory/disks accesses in MPI approaches. This handicap is in part avoided using
OpenMP, due to positive effects provided from sharing different levels of mem-
ory hierarchy between all T threads, which can generate memory-prefetching
and important bottlenecks reductions.

Table 2. Improvements in throughput speedups

(a) Heavy Ranking
Single node

P T Runs-C Runs-D
1 8 1.04 1.16
2 4 1.04 1.16
4 2 1.04 1.12
8 1 1.00 1.00

(b) Light Ranking
Single node

P T Runs-C Runs-D
1 8 1.09 1.40
2 4 1.10 1.39
4 2 1.10 1.29
8 1 1.00 1.00

(c) Heavy Ranking
Two nodes

P T Runs-A Runs-B
2 8 1.29 1,76
4 4 1.27 1,72
8 2 1.22 1,54
16 1 1.00 1,00

(d) Light Ranking
Two nodes

P T Runs-A Runs-B
2 8 1.48 2.15
4 4 1.44 2.08
8 2 1.35 1.76
16 1 1.00 1.00

In tables 2.c and 2.d, we show the speedup improvements achieved in two
CMP nodes considering as a base code the poorest throughput one. As can
be seen, improvements are bigger than in a single node. Our parallel scheme
proposed outperforms any configuration which combine P and T threads. This
phenomenon is due mainly to the increment of communications between the P
processes and the competition for their shared communications interface. Note
that these effects are not so relevant in a single node because the communications
are made across the shared memory. For example, taking the most successful
configuration (T=8) in Runs-A and Runs-B, there is appreciable detriment in
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terms of speedups due to communication effects (around 10-35%). However, in
such situations and the trend confirm, our hybrid parallelization scheme gets
better throughputs in comparison with their counterparts under any traffic and
ranking rates which is reflected into impressive improvements from 1.35 to 2.15.

It is also interesting to study the behavior of different parallel configurations
when not all cores are available. The figure 1 shows the speedups achieved in the
heavy ranking phase for two nodes with high/moderate query traffic [Speedup
= time(P= 2,T= 1) / time(P,T) ]. As expected, our hybrid parallel scheme
based on OpenMP again reports better results independently of the number of
threads assigned. These encouraging results near to ideal, open future chance of
considering the parallelization of a priori cheaper stages as fetching.

Fig. 1. Speedup achieved in two CMP nodes for high/low traffic

Even though our study has been limited by the availability of two nodes which
includes CMP, we have tested the scalability of our method in a bigger cluster
in order to extrapolate the results to a more realistic scenario. We were able to
prove that it is possible to achieve efficiencies near to 85% [Efficiency = Tserial
/ Tparallel * number of nodes ] in a particular system with 32 nodes.

4 Conclusions

We have described a technique to improve query throughput of Web Search
Engines based on the efficient use of parallelism coming from the multithread-
ing hardware available in multi-core processors. Our results on state of the art
hardware show significant increment of throughput to process large streams of
queries.

As baseline code we have employed a bulk-synchronous realization of the clas-
sical document partitioned inverted file used by Web Search Engines as an index
to enable very fast solution of user queries. Perhaps, intuitively one could think
that the better way to exploit the new extra thread level parallelism available in
CMP is to extend the number of logical processors devoted to query processing.
However, this implies a division of the inverted file across the cores which can
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cause serious contention for shared resources, especially cache space and memory
bandwidth.

Our proposal tried to minimize these effects by applying a hybrid paralleliza-
tion in a way that it allows OpenMP threads do their job and benefit from
positive interactions amongst threads caused by inter-thread temporal locality
effects. To the best of our knowledge the feasibility of a hybrid which com-
bines bulk-synchronous parallelism with OpenMP multithreading has no been
tested so far. We have shown that this scheme can be very effective at increasing
throughtput under situations of high and moderate traffic of user queries.
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