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Abstract. Cache coherency protocols implemented in today’s shared memory 
multiprocessor systems use snooping mechanism to keep the data correct and 
consistent between the caches and the system memory. This requires a large 
number of snoops sent out on the system interconnection links. However, pub-
lished research has been shown that a large percentage of these snoops are not 
necessary or can be eliminated. To detect and eliminate these unnecessary 
snoops, several techniques have been proposed. But these techniques have not 
been evaluated using commercial server benchmarks and large caches that are 
common on today’s server platforms. In this paper, we evaluate three popular 
snoop filtering techniques, namely Region Scout (RS), Region Coherence Array 
(RCA) and Directory Cache (DC), using four different commercial server work-
loads. We compare and contrast these three techniques and show how effective 
these techniques are in eliminating unnecessary snoops. These techniques differ 
in implementation approaches and the implementation differences yield accu-
racy and areas tradeoffs. We show 38% to 98% of the last level cache snoops 
are unnecessary in major commercial server benchmarks. With the snoop filter-
ing techniques we are able to eliminate 35% to 97% of the unnecessary snoops 
with 1-3% additional die area.  

Keywords: CMP, cache regions, snoop filtering, coarse-grain tracking, fine-
grain tracking. 

1   Introduction 

Dual and Quad processor (socket) systems are very commonly used in the enterprise 
data centers. These are considered to be the workhorses of enterprise computing. To 
maintain data coherency and correctness in these multi-processor systems, cache 
coherency protocols [13,15] have been developed. These coherency protocols use a 
mechanism called snooping. Using this mechanism, whenever a processor needs an 
address that is either not stored in its local caches or is not in the right state, it sends 
out snoop messages to all the other peer nodes. Snoops are broadcast on the system 
interconnect and every recipient of the snoop message responds back. It has been 
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shown that a large number of snoops get generated during program execution and the 
number increases with the number of processors in the system. Typically, the request-
ing processor has to wait for all the snoop responses to come back before deciding 
whether to fetch the requested address from the memory. While these snoops play a 
vital role in keeping the data coherent, they can cause delays, take up precious inter-
connect bandwidth, and consume power. The snoops that miss in all peer caches are 
therefore unnecessary and should be avoided. To understand the percentages of un-
necessary snoops in commercial server workloads on today’s server systems, we have 
run cache simulations using large bus traces collected for four popular commercial 
server benchmarks: SAP [3], SPECjbb2005 (SJBB) [4], SPECjAppServer2004 
(SJAS) [6], and TPC-C [5] (more on this in later sections). Figure 1 shows the per-
centages of snoops that miss in all peer caches and are therefore unnecessary. The X-
axis shows different cache sizes and numbers of LLCs (one LLC per socket). The data 
shows that for benchmarks with little data and code sharing among program threads (i.e. 
SAP and SJBB), more than 80% of the snoops are unnecessary. For benchmarks with 
significant sharing among CPUs (i.e. TPCC and SJAS), the percentage decreases as the 
cache size increases and as the number of caches increases. However, even for these 
benchmarks, at least 35% and as much as over 80% of the snoops are unnecessary. 
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Fig. 1. Unnecessary LLC Snoops in Server Benchmarks 

Furthermore, when a line is found to miss in all peer caches, the entire region of 
that line is also often not stored in any of the peer caches. This is called a region miss. 
A region is defined as a block of contiguous memory addresses and the region size is 
pre-defined. We have run simulations for various region sizes and the results are shown 
in Figure 2. The data shows that a large percentage of lines misses are also region 
misses even as we increase the defined region size up to 32KB per region. for all the 
benchmarks except for SJAS, at least 50 to 90% of the unnecessary snoops also result in 
coarse-grain region misses. The results strongly suggest that we can track and capture 
line sharing information at much coarser granularities than the line-granularity. 

Several techniques have been proposed in the past with the intention of eliminating 
the unnecessary snoops, in particular Region Scouts (RS) [7, 9], Region Coherence 
Arrays (RCA) [8, 9], and Directory Cache (DC) [10, 11, 12, 14]. RS and RCA take 
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advantage of the region miss ratios mentioned above and tracks information at a 
coarse-grain region level. Directory Cache stores information in the granularity of 
regions but tracks fine-grain sharing information for each line. However, these tech-
niques have been evaluated using non-server workloads and with cache sizes that are 
far smaller than what are common in today’s systems and in future systems. Large 
caches have potential to reduce the number of misses hence reduce the number of 
unnecessary snoop messages. Motivated by this, we have evaluated these three snoop 
reduction techniques using commercial server benchmarks with cache sizes common 
in today’s CMPs. Our main contributions in this paper are to compare and contrast 
these techniques using commercial server workloads and to make recommendations 
based on our in-depth analysis. 

Region Miss Ratio
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Fig. 2. LLC Region Miss Ratios in Commercial Server Benchmarks 

The rest of the paper is organized as follows. In the next section, we provide a brief 
description of the three techniques. In Section 3, we describe our simulation tools, 
methodology and configurations. In Section 4, we evaluate each individual technique, 
analyze its behavior, and discuss its strengths and weaknesses. We also show how 
these techniques compare in their snoop filtering performance with similar amounts of 
die area overhead. Section 5 concludes the paper. 

2   Overview of Evaluated Techniques 

In this section, we provide a brief overview of the three snoop filtering techniques 
(RS, RCA and DC) by describing each’s data structures and operations. For detailed 
description of these techniques, readers are requested to read the provided references. 
 

RegionScout. RegionScout consists of two data structures, Cached-Region Hash 
(CRH) and Non-Shared-Region Table (NSRT), in each LLC. The CRH is a hash table 
with each entry tracking the number of cache lines currently in the local LLC for a 
certain region. The lower bits of the region address are used as a hashing function to 
index into CRH. Each entry has a present bit that is set to 1 when the counter value is 
> 1 (more than 1 cache line is present in the cache) and is reset to 0 whenever the 
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counter is 0. NSRT is a tagged, set associative structure, with each entry tracking 
regions that are not currently in any other LLCs (i.e., non shared). Each entry has a 
valid bit when a region is stored in another LLC or the sharing information is un-
known. Essentially, CRH indicates what regions are currently in the local LLC and 
NSRT indicates what regions are in the peer LLCs and determines whether an LLC 
miss entails snooping as usual. Upon receiving a snoop message, each LLC’s CRH is 
looked up to determine if the region (size predetermined) is present or absent in the 
local cache. This region response is sent along with the conventional snoop response. 
If the snoop response indicates that the requested region is absent in all the peer 
caches, then the region is entered into the requesting node’s NSRT and any further 
requests to that region can be avoided until at least one of the remote caches request 
for a line in that same region at which time the region is marked non-shared.  

Note that the CRH is inclusive (i.e. the total line count in all the counters should 
add up to be the valid line count in the LLC) but imprecise (i.e. multiple regions can 
hash into the same entry because the hashing function is only a part of a region ad-
dress). Therefore the counters can contain false positives.  
 

Region-Coherence Array. RCA keeps track of shared and non-shared regions of 
memory in a small structure, also called Region Coherence Array (RCA). An RCA is 
a tagged, set-associative structure in each LLC, each entry containing an address tag 
for a region, a counter to indicate the number of cache lines in the region currently in 
the local LLC, a state bit to indicate shared or not shared state of the region, and a 
valid bit. An RCA entry is allocated for a region when any line in the region is 
brought to the cache for the first time. Subsequently, any lines in the region brought to 
the cache will increment the line counter for that region. Conversely, on a line evic-
tion the line counter is decremented for that region. The RCA is accessed on each 
LLC miss to determine whether a snoop broadcast is necessary and is accessed when 
snoops requests are received to update the share state bit in the local RCA. If the entry 
in RCA indicates that the requested region is currently not being shared then no 
snoops are sent out for that region. 

The RCA is inclusive (i.e. all the counters should add up to be the total valid line 
count in the LLC) and precise. In order to be precise, when an RCA entry is evicted 
due to either the set conflict or the RCA capacity, all the valid lines in that region 
need to be back-invalidated. This side effect will be quantified and analyzed further in 
the Results and Analysis section. 
 

Directory Cache. For all the memory addresses, the information about which LLCs 
have particular address lines is tracked and stored in the main memory in a directory 
structure. In this structure, each entry contains a tag per region and an array of N-bit 
values, one value for each 64-byte line in this region. The full size of the array is 
therefore the number of lines in a region depending on the region size chosen. The N-
bit value for each line tracks which ones of the N LLCs have the line. This directory 
structure tracks all memory addresses.  

Since the entire directory is too large to be kept on the die, each LLC keeps a small 
tagged and set-associative structure, called a directory cache, to store entries for the 
most frequently used regions. Whenever there is a line miss in the LLC, we look up 
the local directory cache to figure out if any peer LLC currently stores the line and 
send snoops accordingly. If there is a miss in the directory cache (which means we 
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don’t have the information about lines in this region including the line that misses in 
the LLC), the entry is fetched from the main directory. When an entry is evicted from 
the directory cache, it is written back to the main directory.  

Note that the LLCs don’t inform the directory caches about line evictions. A direc-
tory cache learns that a line is no longer in an LLC when the LLC returns a miss as 
the result of a snoop, at which time the local directory cache updates the information 
about the line accordingly. As a result, there are some false positives in the directory 
cache which affect the efficiency of snoop filtering (but this does not cause any cor-
rectness issues). 

3   Methodology 

We use the CASPER [1, 2] simulator for our simulations. CASPER is a trace-driven 
functional cache simulator that supports a rich set of features including multiple levels 
of cache hierarchy based on the MESI coherence protocol. The platform we simulate 
is an 8-core CMP that contains two or four last level caches (LLC), with four cores 
sharing a cache in the case of two LLCs and two cores sharing a cache in the case of 
four LLCs. Since our primary interest is on the performance improvement of these 
techniques on server benchmarks, we experiment with four multi-threaded commer-
cial server benchmarks: 

• SAP SD/2T [3]: SAP SD 2-tier is a sales and distribution benchmark to rep-
resent enterprise resource planning (ERP) transactions. 

• SPECjbb2005 [4]: SPECjbb2005 models a warehouse company with ware-
houses that serve a number of districts. 

• TPC-C [5]: An online transaction processing benchmark that simulates a 
complete computing environment where a population of users executes 
transactions against a database. 

• SpecjAppServer2004 [6]: a multi-tier server benchmark that represents J2EE 
application servers. SJAS models the information flow between an automo-
tive dealership, manufacturing, supply chain and order/inventory. An indus-
try standard benchmark designed to measure the performance of J2EE 1.3 
application servers. 

 
We collected long bus traces for these benchmarks on Intel XeonTM MP Platform 

with eight hardware processor threads running simultaneously and the hardware LLCs 
shrunk to a very small size (256KB). The traces collected were then processed by the 
LLCs simulated in CASPER.  

4   Results and Analysis 

In this section, we first present the results for each technique with a wide range of 
configurations and discuss its efficiency as well as its limitations. We then choose a 
set of similar configuration from each technique and compare the results among them. 
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4.1   Region Scout Results 

The accuracy of RegionScout depends on the sizes of both CRH and NSRT struc-
tures. To study the impact of NSRT sizes, we conducted experiments with extremely 
large CRH structures (e.g. 2M entries) to minimize the CRH size impact and varied 
the NSRT size from 512 entries to 16K entries with 4-way associativity. We found 
that 1K entries for NSRT were sufficient (is able to capture most of the region misses) 
to achieve close to optimal effectiveness. We fixed the NSRT size at 1K entries with 
4-way associativity for the rest of our experiments.  

To study the impact of the CRH size and the region size on RegionScout’s snoop-
filtering performance, we ran a set of experiments with a wide range of CRH sizes 
and region sizes for various LLC sizes (see Figure 3). It shows that benchmarks with 
little sharing among LLCs such as SAP and SJBB benefit from increasing region sizes 
since their LLC line misses often result in region misses even for large regions. By 
contrast, benchmarks with a lot of sharing among LLCs such as TPC-C and SJAS 
benefits from the region size increases up to a certain point, after which size the re-
gion miss ratio and the snoop-filtering opportunity decrease. 
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Fig. 3. Snoop Filter Rates by RegionScout 

We found that in order to achieve decent performance across the board, both the 
region and CRH sizes need to be large. Smaller region sizes or smaller CRHs would 
cause more regions to be hashed into the same CRH entry and therefore higher false 
positive ratios. This situation aggravates when there are many collisions in the CRH 
and there are many accesses to the lines in the non-shared region.  

To reduce the false positive ratios, we examined the CRH occupancy and collisions 
with various CRH sizes for all the benchmarks. We found that increasing the CRH 
size helped reduce collisions only to a certain extent. Due to the memory access pat-
terns of the server benchmarks, many regions still collided into the same entries. For 
example, when we doubled the number of entries from 32K to 64K, the occupancy of 
a 64K CRH for these benchmarks was nearly halved because many regions that 
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collide in the 32K CRH still end up colliding in the 64K CRH and nearly half of the 
entries are empty with no regions mapped to them.  64K entry CRH can generate false 
positives up to over 50% of the time with 8MB cache and this ratio increases with 
larger caches.  

To reduce hashing collisions, we experimented with alternative hashing functions 
that could be feasible to implement in hardware. Instead of using the lower address 
bits of the region tag, we used middle portions of the region tag or even the upper 
address bits. We also experimented with XOR functions on two different parts of the 
CRH address tag bits in attempt to randomize the hashing key. However, we did not 
find a hashing function significantly better than the simple function of using the lower 
address bits that works across the board. CRH hashing collisions and the resulting 
false positives remain as the limiting factors in RegionScout’s performance. 

4.2   RCA Results 

We ran sets of experiments to study the impact of various parameters on the effi-
ciency of RCA: the associativity, number of entries, region size, and cache size. The 
results show very little impact of the RCA associativity (a 16-way RCA yielded up to 
7% and often less improvement in eliminating unnecessary snoops over a 4-way 
RCA). For the rest of the experiments we used 16-way associativity for RCA. The 
RCA snoop filter rates are shown in Figure 4. 

The results show that RCA performs better than RegionScout in general. It is 
worthwhile to point out that both techniques are limited by the optimal filter rates that 
can be achieved with coarse-grain tracking (i.e. the region miss ratios inherent in a 
benchmark), and the optimal filter rates decrease as the region sizes increase. While 
RCA can be very effective on benchmarks with little sharing, it misses to filter up to 
80% of the unnecessary snoops of benchmarks that offer small region miss ratios. 
This seems to be a limitation of schemes using coarse-grain region-based tracking.  

One significant side effect of the RCA technique is cache line back-invalidations, 
which cause extra cache lookups and extra LLC misses. Since the RCA is a precise  

 
%Unnecessary Snoops Eliminated by RCA

0%

10%

20%

30%

40%

50%

60%

70%

80%

90%

100%

8K 16
K

32
K 8K 16
K

32
K 8K 16
K

32
K 8K 16
K

32
K 8K 16
K

32
K 8K 16
K

32
K 8K 16
K

32
K 8K 16
K

32
K 8K 16
K

32
K 8K 16
K

32
K 8K 16
K

32
K 8K 16
K

32
K 8K 16
K

32
K 8K 16
K

32
K 8K 16
K

32
K

2K 4K 8K 16K 32K 2K 4K 8K 16K 32K 2K 4K 8K 16K 32K

4M 8M 16M

cache size/region size/RCA entries

%
U

nn
ec

es
sa

ry
 S

no
op

s 
E

lim
in

at
ed

SAP

SJBB

TPCC

SJAS

 

Fig. 4. RCA Snoop Filter Rates 



148 J. Young et al. 

representation of all the cache lines currently in the local LLC, whenever a region 
needs to be evicted from RCA, all the valid lines in that region also need to be back-
invalidated from the cache. As a result, extra LLC misses occur when these lines are 
needed by the processor later. We ran experiments to quantify this side effect. We 
found that the extra LLC miss ratios can be as high as 70% even for 16K-entry RCAs 
and 8KB regions. Increasing the region size and RCA entries helped reducing the 
extra misses. For example, a 32K-entry RCA with a region size of 16KB resulted in 
5% extra LLC misses. 

4.3   Directory Cache Results 

The directory cache stores information in the granularity of regions but tracks fine- 
grain sharing information for each line. The directory cache’s snoop filter rates are 
not limited by the region miss ratios as the coarse-grain techniques. The following 
graph shows the directory cache can achieve very high unnecessary snoop filter rates. 
The results are the same for different directory cache sizes and region sizes since, if 
the directory cache does not currently have the sharing information of a region, it will 
simply fetch the region from the main directory in the memory and decide if snooping 
is required. However, one import limiting factor of the directory cache is the false 
positive sharing information on the lines. As mentioned earlier, the directory cache is 
not informed immediately when a cache line is evicted. Rather, it finds out about this 
information when a later snoop request of this line is responded with a negative re-
sponse by the cache. The directory cache can thus contain false positive information 
on whether a cache has a line. The false positives directly affect the efficiency of the 
directory cache. Our study showed these false positives 5% to over 20% of the time. 

Another important disadvantage of the directory cache is the extra latency of fetch-
ing a region from the main memory when there is a directory cache miss. It is impor-
tant to have enough die areas for the directory caches to ensure a high hit ratio. We 
have done an extensive study on the hit ratios of various directory cache sizes. A 2K-
entry directory cache has hit ratios from 55% to 92%. 
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Fig. 5. Directory Cache Snoop Filter Rates 
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4.4   Comparison 

To compare these techniques, we first calculate the die area required by each tech-
nique to decide on the numbers of entries that take up similar die areas and compare 
their snoop filtering effectiveness using these sizes. 

For the same region size and cache size, increasing the number of entries for the di-
rectory cache drastically increases its die area, taking up much larger die areas than 
RegionScout and RCA. An RCA is twice as large as a CRH with the same number of 
entries. Figure 6 shows a comparison of performance of the three techniques and their 
die area overheads. RCA and the directory cache both perform better than Region-
Scout. In some cases, RCA out-performs the directory cache but the directory cache 
works very well in cases where coarse-grain snoop filters are less effective, i.e. 
benchmarks with significant sharing and low region miss ratios such as SJAS. 
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Fig. 6. Comparison in Snoop Filter Rates 

5   Conclusion 

We have shown high percentages of last level cache snoops are unnecessary in com-
mercial server benchmarks. Eliminating these snoops helps alleviating LLC-to-LLC bus 
bandwidth demands. We have evaluated and compared three region-based snoop filter-
ing techniques, specifically RegionScout, RCA, and Directory Cache, with major com-
mercial server benchmarks on simulated CMP platforms of current industry standards. 
We showed that 35%-97% of the unnecessary snoops can be eliminated from the com-
mercial server benchmarks. They dynamically track information to adapt to changing 
sharing patterns and are transparent to the operation system and software applications.  
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