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Abstract. Robust tracking of objects in video is a key challenge in com-
puter vision with applications in automated surveillance, video indexing,
human-computer-interaction, gesture recognition, traffic monitoring, etc.
Many algorithms have been developed for tracking an object in controlled
environments. However, they are susceptible to failure when the challenge
is to track multiple objects that undergo appearance change to due to fac-
tors such as variation in illumination and object pose. In this paper we
present a trackerbasedonBayesian estimation,which is relatively robust to
object appearance change, and can trackmultiple targets simultaneously in
real time. The object model for computing the likelihood function is incre-
mentally updated and uses background-foreground segmentation informa-
tion to ameliorate the problemof drift associated with object model update
schemes. We demonstrate the efficacy of the proposed method by tracking
objects in image sequences from the CAVIAR dataset.

1 Introduction

Reliably tracking an object through an extended image sequence remains a
fundamental and challenging problem in computer vision. While considerable
progress has been made, robust tracking in unconstrained environments remains
an unsolved problem [1]. Some of the reasons for the difficulty are:

– noise in image data and camera artifacts
– unpredictable and nonlinear object motion
– articulated nature of some objects, e.g., humans
– partial or full occlusion of objects by other objects or background elements
– illumination changes affecting both background and object
– real time processing requirements
– change in detail or appearance of the object as it moves within the Field of

View (FoV) of the camera
In this paper we present a novel solution to the problem of multiple-object track-
ing in the presence of fluctuating object appearance. This variation in appear-
ance might be due to one of many factors, including change in shape, orientation,
pose, depth, or illumination. Figure 1 shows some examples of changing object
appearance under variation in illumination, orientation, depth and shape.
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Fig. 1. The image windows show two examples of change in object appearance exhib-
ited in video from a single camera

Fig. 2. These frames show errors in multi object tracking as a result of the drift
problem

Our approach to multiple object tracking in the presence of appearance change
is to employ a real time adaptive tracking algorithm that incrementally updates
the object model in a novel and effective manner. The update method incorpo-
rates information from a background-foreground segmentation process, and this
serves to ameliorate the drift problem. Drift is a problem commonly associated
with object tracking and is a significant nuisance for methods which perform ob-
ject model updates. It is manifest by the accumulation of small errors in the target
model that result in mis-tracking whereby the object is lost or an alternative re-
gion is incorrectly tracked. Figure 2 shows an example of mis-tracking of multiple
objects due to drift. In the past this drift problem has typically been ameliorated
by carefully choosing the initial parameters, using tracking parameters which are
invariant to change, and updating the target model or template in a sophisticated
way. As the environmental constraints are relaxed it becomes difficult to choose
features which are invariant to change in the object and environment. Sophisti-
cated update techniques cannot alone completely ameliorate the drift problem.
Rather, the key here is to use additional information of the right kind.

2 Related Work

We briefly review developments in object tracking most relevant to this work. In
a landmark paper, Comaniciu and Meer developed a kernel based object repre-
sentation and applied mean shift to tracking objects [2]. Mean shift trackers em-
ploy a single hypothesis and tend to be less suitable for multiple object tracking.
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An object update model is difficult to incorporate and tracking may fail under
significant illumination or colour changes. Ross et. al. [3] proposed an adaptive
probabilistic real time tracker that updates the model using an incremental up-
date of a so-called eigenbasis. They demonstrated the efficacy of their method
on single object tracking. Nummiaro et. al. [4] developed an adaptive particle
filter tracker, updating the object model by taking a weighted average of the
current and a new histogram of the object. There is no explicit discussion on
how to solve the drift problem.

R. Collins and Y. Liu [5] and B. Han and L. Davis [6] presented methods
of online selection of the most discriminative feature for tracking objects. Here
again there is no explicit solution for adapting to changes in the object model.
In [7], Han et. al. presented a kernel based Bayesian filtering framework which
adopts an analytic approach to better approximate and propagate a density
function. This formulation helps in better tracking objects with high dimensional
state vectors. In [8] an on-line density based appearance model was presented
in which the density of each pixel was composed of a mixture of Gaussians and
the parameters of the mixture were determined by the mean shift algorithm.
This method works well for updating the model of the target but the algorithm
tracks a single object only. Perez et. al. [9] proposed a multiple cue tracker for
tracking objects in front of a web cam. They introduced a generic importance
sampling mechanism for data fusion and applied it to fuse various subsets of
colour, motion, and stereo sound for tele-conferencing and surveillance using
fixed cameras. Appearance update is not factored into the approach.

The novelty of the work presented in this paper is that it uses background-
foreground segmentation information in updating the object model incrementally
thus preventing the background regions from becoming a part of the model. This
mechanism reduces the tendency for corruption of the object model and thus acts
to offset the drift problem.

3 An Adaptive Bayesian Tracker

We now present a novel multiple object tracker after first detailing some prepara-
tory material.

3.1 Bayesian State Estimation

The aim of the Bayesian estimation process is to compute the posterior prob-
ability density function (pdf) p(Xt|ZT ) of the state vector Xt given a set of
measurements ZT = (z1, · · · , zt) from the sensor, which in visual tracking is a
camera. In Bayesian tracking, we adopt a process model

Xt+1 = Ft+1(Xt, vt), (1)

where Ft+1 : Rnx × Rnv → Rnx is a nonlinear function of the state, and vt

is independent identically distributed (i.i.d.) process noise. Further we adopt a
measurement model

Zt = ht(Xt, nt), (2)
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where ht : Rnx × Rnn → Rnx is a possibly nonlinear function and nt is i.i.d.
measurement noise. In Bayesian estimation the problem is then to recursively
calculate the degree of belief in the state Xt given all the measurements Z1:t;
that is, we are required to construct the pdf p(Xt|Z1:t). This is done in two
stages of prediction and update. The prediction stage involves the use of the
process model (1) in the Chapman-Kolmogorov equation

p(Xt+1|Z1:t) =
∫

p(Xt+1|Xt)p(Xt|Z1:t)dXt. (3)

This is followed by an update step when the measurement at t + 1 becomes
available. The update is done using Bayes’ theorem [10]

p(Xt+1|Z1:t+1) =
p(Zt+1|Xt+1)p(Xt+1|Z1:t)

p(Zt+1|Z1:t)
. (4)

The likelihood function p(Zt+1|Xt+1) is defined by the measurement model, and
the normalizing constant is obtained using the total probability theorem [10].

3.2 Particle Filter

The particle filter is a special case of Bayesian estimation process (see [11] for
a tutorial on particle filters incorporating real-time, nonlinear, non-Gaussian
Bayesian tracking). Particle filters were first used in [12] to track objects in video.
The key idea of a particle filter is to approximate the probability distribution
of the state Xt of the object with a set of samples/particles and their weights
{X i

t , w
i
t}Ns

i=1. Each sample/particle can be understood to be a hypothetical state
of the object and the weight/belief for this hypothetical state is computed using
the likelihood function. The particles at each iteration are computed using the
system model (1).

Motion Model. In real life scenes, and especially with humans walking, it is
very difficult to know the motion model a priori; also human movements and
interactions can result in very unpredictable motions. Therefore we use a random
walk motion model, where the next particle vector is obtained by adding random
noise to the current particle. Given the state vector Xt = [xc, yc, b, h]T , where
xc, yc are the co-ordinates of the centroid of the object and b, h are the breadth
and height of the object, the update is given by:

Xt+1 = Xt + vt. (5)

The state vector defines a window in the image frame, which is the measurement
obtained from the camera.

Likelihood Function. The weight of a particle is computed using a likeli-
hood function, which is equivalent to the measurement model of the Bayesian
estimation process

L(Zt|Xt) = Lcolour(Zcolour,t|Xt). (6)
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This function is colour based. We compute the likelihood measure using a non-
parametric representation of the colour histogram of the object P = p(u)

u=1...m

and particle/candidates Q = q(u)
u=1...m, where m is the number of bins in the

histogram. Colour histograms change with variation in illumination, object pose,
etc. However, they are (1) relatively robust to partial occlusion, (2) rotation
invariant, (3) scale invariant, and (4) efficient to compute. The disadvantages
of colour histograms are ameliorated by intelligently updating the object model
and incorporating foreground segmentation information.

It has been argued in previous works [4], [2] that not all pixels in the object
or candidate region are equally important in describing the object or candidate.
Pixels on the boundary of a region are typically more prone to errors than the
pixels in the interior of the region. The general trend in the solution has been
to use a kernel function like the Epanechnikov kernel [2] to weight the pixels’
contribution to the histogram. The same kernel function is applied irrespective
of the position of the region. Our contention is that this blind application of
the kernel function can accentuate the drift problem when the object model
is updated. Small errors can accumulate to the point where the target model
no longer reflects the appearance of the object being tracked. Our strategy in
building the object and candidate histogram is to weight the pixel contribution
by the background-foreground segmentation information. In our implementation
we have used the fast queue based background-foreground segmentation method
[13]. The foreground segmentation result is cleaned up using morphological op-
erations. The Manhattan distance transform [14], [15] is then applied to get the
weights of the pixels for their contribution to the object/candidate histogram.
In a binary image the distance transform replaces intensity of each foreground
pixel with the distance of that pixel to its nearest background pixel. Figure 3
shows the weights of the pixels scaled to [0 − 255] (for their contribution in
building histogram model of the object)computed using the Manhattan distance
transform. Scores of the bins of the histogram are computed using the following
equation

p(u) =
∑

xi∈Foreground Region

w(xi) δ(g(xi) − u), (7)

where δ is the Kronecker delta function, g(xi) assigns a bin in the histogram to the
colour at location xi, and w(xi) is the weight of the pixel at location xi obtained
on application of the distance transform to the foreground segmented image. The
weights for backgroundpixels are always zero, which makes it nearly impossible for
the tracker to shift to background regions of the scene. When two or more objects
merge, it is effectively detected using a merge-split algorithm [16]; the update of
the object model is temporarily halted when the objects have merged.

3.3 Model Update

To handle the appearance change of the object due to variation in illumination,
pose, distance from the camera, etc., the object model is updated using the
auto-regressive learning process
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Fig. 3. The weight image generated by application of the distance transform to the
foreground segmentation image, showing three people

Pt+1 = (1 − α)Pt + αP est
t . (8)

Here P est
t is the histogram of the region defined by the mode of the samples used

in tracking the object, and α is the learning rate. The higher the value of α the
faster the object model will be updated to the new region. The model update
is applied when the likelihood of the current estimate of the state of the object
Xest

t , with respect to the current measurement Zt, given by

Lcolour(Zt|Xest
t ) = exp(−d(Pt, P

est
t )/σz) (9)

is greater than an empirical threshold. The quantity d(P, Q) =
√

1 − ρ(P, Q) is
the Bhattacharyya distance based on the Bhattacharyya coefficient, ρ(P, Q) =∑m

i=1

√
p(i)q(i)

4 Results

The tracker has been tested on a number of real video sequences. Figure 4
shows the tracking result in an image sequence from the CAVIAR data set. The
objects were tracked using 100 particles per object. In some cases the tracker
was successful in tracking objects with as few as 40 particles. Each object was
modelled in RGB colour space. The tracker was able to track the objects in
spite of changes in pose, illumination and scale. There is significant illumination

Fig. 4. These images show the tracking of three objects simultaneously form a video
in the CAVIAR data set
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Fig. 5. These images shows the object model of the person being tracked with solid
bounding box. Y-axis are the bin scores and X-axis are different bins of the RGB chan-
nels. Notice the significant change in object model for different instances of tracking.

Fig. 6. These images show the tracking result of three objects on an another sequence
from CAVIAR data set

change for example the lights coming from the shop windows. The illumination
change is well captured in the object model shown in Figure 5. This figure
shows the RGB reference histogram model of the person being tracked with
solid bounding box for the time instance for which tracking results are shown in
Figure 4. The change in reference model reflects the change in the appearance of
the object. Because of the large depth of the corridor there is significant change
in the object scale as well. Figure 6 shows tracking result on another video from
the CAVIAR data set.

Each object was manually initialised and the algorithm is robust to small
errors in initialisation.

Figure 7 shows successful tracking of two persons as they cross each other. One
target completely occludes other at one point in this sequence. This video is from

Fig. 7. These images show the tracking of two objects when they cross each other. One
occluding the other almost completely.
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the data set of our vision lab. A drawback of the tracker presented here is that,
when shadows are detected as foreground then there are errors in localisation
of the object being tracked. This can be improved by using a shadow detection
algorithm along with foreground detection algorithm.

5 Conclusion

An enhanced particle filter system was developed for robust, multiple-object
tracking. Key to the approach is the use of new object model and update method
for the model that incorporates foreground information obtained via a back-
ground subtraction process. This provides improved handling of object models
undergoing change, rendering the system less susceptible to the drift problem.
As a consequence, the tracker gives improved performance in the presence of
changes in object appearance due to partial occlusion, variation in illumination,
pose, and scale. Experimental results suggest the method holds promise.
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