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Abstract. There is usually an assumption in traditional machine learn-
ing that the training and test data are governed by the same distrib-
ution. This assumption might be violated when the training and test
data come from different time periods or domains. In such situations,
traditional machine learning methods not aware of the shift of distrib-
ution may fail. This paper proposes a novel algorithm, namely bridged
refinement, to take the shift into consideration. The algorithm corrects
the labels predicted by a shift-unaware classifier towards a target distri-
bution and takes the mixture distribution of the training and test data
as a bridge to better transfer from the training data to the test data.
In the experiments, our algorithm successfully refines the classification
labels predicted by three state-of-the-art algorithms: the Support Vector
Machine, the näıve Bayes classifier and the Transductive Support Vec-
tor Machine on eleven data sets. The relative reduction of error rates is
about 50% in average.

1 Introduction

Supervised learning requires enough, if not many, high-quality labeled examples
to guide the learning progress for a model, by which we predict the labels of
newly coming test data. Labeling examples are labor-intensive, and what makes
things worse is that more and more labeled data become out of date as time
goes by. For example, in the past years, there are a large number of textual data
on the Web such as news reports that were written in formal style. But recently,
blogs have been emerging, and their owners begin to write their posts in a style
increasingly different from what they read in news reports. Past labeled news
data thus cannot be used to reliably classify blog articles, since the usage of
vocabulary becomes different in blog articles from news articles.

Transfer learning focuses on how to utilize those data from different time
periods or domains to help the current learning task. Many previous researches
on transfer learning are for so-called “multi-task” learning, where there are K
tasks at hand and one wants to complete the K-th task, the mainly-focused task,
with the help of the previous K − 1 tasks.

In this paper, we focus on such a situation that we only have one task, by which
we mean that the set of target categories are fixed, but the document-marginal
distribution, P (d), of the training data L and the test data U are different, for
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example being Dl and Du respectively. We only have labeled data governed by
Dl, i.e. the training data L, and have no labeled data governed by Du. All test
data, U , which are governed by Du are to be classified. We want to transfer the
knowledge in the training data L to well classify the test data U .

To achieve this goal, in this work, we propose a bridged refinement algorithm.
The algorithm receives the predictions from a shift-unaware classifier, which is
trained from data governed by Dl and is expected to work well on data governed
by Dl. But now the predictions produced by it may be far from satisfactory
since the distribution of the test data changes from Dl to Du. Our algorithm
refines the classification labels in a two-step way, firstly towards the mixture
distribution Dmix and secondly towards the test distribution Du. The mixture
distribution Dmix governs both the training and test data as a whole. Hence
Dmix is more similar both to Dl and to Du than Dl to Du, so regarding it as an
intermediate step, or a bridge, makes the two steps of refinement relatively easy.
The bridged transfer process is intuitively depicted in Figure 1.

In each step of refinement, we want to refine the classification labels to make
them more consistent under the target distribution (i.e. Dmix in the first step
and Du in the second). Considering the observation that two identical documents
even under two different distributions, e.g. news vs. blogs, are supposed to be in
the same category, the conditional distribution of the class label c on the input
d, P (c|d), does not vary. Based on this assumption1, our refinement operation
tries to make the labels more consistent under the target distribution.

The algorithm aims at refining classification labels instead of the decision
boundary of a model. Refining a model seems more useful since it can be later
used for newly coming test data. But it may be difficult in our problem, because
what can be transferred from the labeled training data L totally depends on the
test data U . Different test data may require different knowledge to be transferred.
Hence it is more realistic to set our goal to better classifying only the currently-
given test data rather than learning or refining a universal classifier model, so
what we are to solve in this paper is to refine the classification labels instead of
the classifier itself.

The experimental results show that our bridged refinement algorithm can
successfully refine results predicted from different kinds of shift-unaware clas-
sifiers, reducing the error rates by 50% in average compared with those classi-
fiers. We attribute the success of our algorithm to the awareness of distribution

1 More details are available at http://ida.first.fraunhofer.de/projects/different06/.
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shift in each refinement step and the utilization of the mixture distribution as a
bridge.

The rest of this paper is organized as follows. Some related work is discussed
in Section 2. Our bridged refinement algorithm is described in Section 3 and the
experiments are reported in Section 4. In Section 5, we conclude our work and
mention some future work, as well as several interesting thoughts for extension.

2 Related Work

Utilizing labeled data from different domains, tasks or distributions as auxiliary
data for a primary learning task is discussed in the transfer learning context
[12,11,3,10]. [1] provided a theoretical justification of transfer learning through
multi-task learning.

However, there are two slight differences between our work and many previous
researches in the transfer learning literature. Firstly they usually utilize the
auxiliary data to bias the classifier while our work focuses on refinement of
classification results of the test data instead of the classifier itself, which is like
what transductive learning does, as Vapnik [15] said,

When solving a problem of interest, do not solve a more general problem
as an intermediate step. Try to get the answer that you really need but
not a more general one.

What we really need here is the correct labels for those test data, so we do not
refine the model as an intermediate step, which is more general and more difficult,
but directly refine the classification labels. Secondly, many researches require
confidently labeled data under the new distribution, albeit little in amount,
while ours do not need any.

The sample selection bias problem was mentioned in e.g. [16]. In that paper,
the author concluded four kinds of biases, based on the dependency and inde-
pendency between whether one example is selected and its feature-label pair
(x, y). The problem we solve in this paper is similar to the second kind, which is,
whether a training example is picked up (e.g. out-of-date labeled data vs. new
data) is independent of the response y (positive or negative) given the input x.
The author also suggested a solution to this kind of bias provided that given the
input x, the selection criterion can be modeled properly, which is not needed in
our work.

The refinement step in our proposed algorithm is suggested by the PageRank
algorithm [9]. The PageRank algorithm conveys a mutual reinforcement principle
that good pages may also link to some other good pages, thus it yields

PR = MT × PR (1)

where PR is a vector, each element of which is the score of each page, and M
is the adjacent matrix of pages with each row L1-normalized. Under a random
surfer model, the formula is appended with another vector, E, to reflect the fact
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that the surfer may be bored with clicking through hyper-links in the Web pages
and input a completely new URL in the browser:

PR = α MT × PR + (1 − α) E (2)

Such modification also involves some computational consideration such as rank
sinks [2] and convergence to a unique point. Meanwhile a lot of researches regard
the extra item E as a complement to the mutual reinforcement principle. The
tradeoff between the two factors are controlled by the teleportation coefficient
α. This kind of work includes: Topic-sensitive PageRank [5], TrustRank [4], etc.

3 Bridged Refinement Algorithm

Our algorithm receives the predictions from a shift-unaware classifier and then
makes two-step refinements on these predictions, taking the mixture distribution
Dmix as a bridge.

3.1 Refinement

One run of refinement is to correct the labels of the documents to make them
more consistent with each other under the distribution observed in the docu-
ments themselves, which we name as the target distribution. In the first (left)
refinement in Figure 1, the target distribution is Dmix, observed in L ∪ D, and
in the second one, it is Du, observed in U .

In order to clarify what we mean by “consistent”, we introduce our assump-
tion first. Formally, we assume that the conditional probability of a specified
class given a document d, P (c|d), does not vary among different distributions:
PDu(c|d) = PDmix(c|d) = PDl

(c|d), although the probability of a document P (d)
varies. This is based on such an observation that if identical documents appear
both in the training data L and the test data U , the labels should be the same.
Taking it a step further, if one’s neighbors have high confidence scores to belong
to a specified category, the document itself may also receive a high confidence
score to that category. This situation constitutes a mutual reinforcement rela-
tionship between documents. This kind of influence may occur across the decision
boundary found by a shift-unaware classifier and thus can be used to correct the
labels.

In a word, by the term “consistent”, we mean similar documents should have
close confidence values to the same category, where the similarity is measured
in some way under the target distribution.

We now introduce the algorithm for refining the confidence score of each
document to belong to a specified category under the target distribution. Math-
ematically, let M denote the adjacent matrix of documents, where Mij is set to
0 if dj is not a neighbor of di and 1/K if dj is a neighbor of di, where K is the
number of neighbors. The information of distribution governing the documents
is, in some way, captured by the matrix M .
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Input: The document collection D in bag-of-words representation, the unrefined
confidence score UConfi,j of each document di and each category cj , and
α, K

Output: The refined confidence scores RConf
foreach Pair of documents di, dj do1

dist(i, j) = 1 − cos(di, dj)2

end3

foreach Document di do4

Heap sort {< j, dist(i, j) >} on dist(i, j) until top K + 1 are sorted5

Ni ← K nearest neighbors of document di (excluding di itself)6

end7

foreach Category cj do8

UConf·,j ← UConf·,j/||UConf·,j ||19

end10

repeat11

foreach Document di do12

foreach Category cj do13

RConf
(t+1)
i,j ← α

�
s∈Ni

RConf
(t)
s,j /|Ni| + (1 − α) UConfi,j14

end15

end16

until RConf converges ;17

return RConf18

Algorithm 1. Refinement Algorithm

UConf·,j is a vector, each element of which denotes the confidence score of a
document to belong to the category cj reported by those shift-unaware classifiers.
Let RConf·,j denote the refined confidence scores of each document to belong to
the category cj . The mutual reinforcement principle yields the following equation
for solving RConf·,j :

RConf·,j = α MT RConf·,j + (1 − α) UConf·,j (3)

where α is the trade-off factor between the refinement process and the original
(unrefined) confidence scores.

The equation can be solved in a closed form

RConf·,j = (1 − α) × (I − α MT )−1UConf·,j (4)

or in an iterative manner as what is done in Algorithm 1 if M is too large to be
inversed efficiently.

RConf·,j can also be explained in a random surfer model. Suppose the surfer
wants to read documents of the category cj , he/she starts at a random place and
then reads similar documents until he/she decides to switch to a very different
document from the one being read, but of the same category. The i-th element
in RConf·,j, RConfi,j , is the probability that the surfer may read di. RConf·,j
tells the relatedness of each document to the category cj . In other words, it can
be regarded as an estimate to P (di|cj).
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Input: The document collection L and U in bag-of-words representation, the
unrefined confidence score UConfi,j of each document di and each
category cj , and α, K

Output: The refined labels of U
Call Algorithm 1 with D = L ∪ U , UConf , α, and K. RConf1 is returned.1

Call Algorithm 1 with D = U , RConf1 projected on U , α, and K. RConf2 is2

returned.
foreach Document di in U do3

cati = arg maxj RConf2
i,j4

end5

return cati for all documents in U.6

Algorithm 2. Bridged Refinement Algorithm

The refinement step can be also regarded as a thinker. Given a document,
he/she seeks from his/her memory for similar documents whatever they are new
or old, and transfer the confidence of those similar articles to give a refined
confidence score.

The refinement algorithm is shown in Algorithm 1. Line 1 to 3 compute the
pairwise distances and in Line 4 to 7 neighbor sets are calculated. Line 8 to
10 normalize each UConf·,j to unit length. The iterative manner for solving
Equation 3 is implemented in Line 11 to 17. The refined results are returned
in the last line. It should be noticed that the operations in Line 8 to 17 can
be accomplished in very neat codes of a matrix programming language such as
Matlab and that most part of the refinement algorithm can be easily adapted to
be performed in a parallel way.

3.2 Bridged Refinements

The refinement step is mainly controlled by the examples governed by the target
distribution, reflected in the adjacent matrix M in Algorithm 1. Alternatives of
refinements include refining under the mixture distribution Dmix, or directly the
target distribution Du. But in our algorithm, we work in a “bridged” way that
we first refine under Dmix and then Dl. Algorithm 2 gives the full description of
our bridged refinement algorithm.

The mixture distribution Dmix observed by L ∪ U is similar both to Dl and
to Du. Hence a relatively hard transfer from Dl to Du is now bridged by Dmix,
by which we decompose a problem into two relatively easy ones. Algorithm 1 is
performed twice. For the first time, we let D be L ∪ U , and for the second time, D
be U . In this way, two different M ’s will be calculated in the two steps, reflecting
the fact that each refinement is conducted towards a different distribution.

Finally we classify each document to one category that the final confidence in
RConf·,j is the highest, which is done in Line 3 to 5 in Algorithm 2:

cati = argmax
cj

P (di|cj) = argmax
j

RConfi,j (5)
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4 Experiment

In this section, we want to verify the validity of the refinement step and the
bridged way of refinements. We perform the experiments on two categories for
the sake of simplicity, though it is straightforward to apply it for multi-categories.

4.1 Data Preparation

We prepare our data sets from three data collections: 20 Newsgroups2, SRAA3

and Reuters-215784 for evaluating our bridged refinement algorithm.
These three data collections are not originally designed for transfer learning,

so we need to make some modifications to make the distribution between the
training data and the test data different. Each of these data sets has at least
two level hierarchical structure. Suppose A and B are two root categories in
one data collection, and A1, A2 and B1, B2 are sub-level categories of A and
B respectively. Now we form the training and test data in this way. Let A.A1,
B.B1 be the positive and negative examples in the training data respectively. Let
A.A2, B.B2 be the positive and negative examples in the test data respectively.

Thus, the target categories are fixed, being A and B, but the distributions of
the training data and the test data are different but still similar enough for the
evaluation of our refinement algorithm for transfer learning.

In SRAA, there are four discussion groups: simulated autos (simauto), sim-
ulated aviation (simaviation), real autos (realauto), real aviation (realaviation).
We compose two data sets from SRAA. In 20 Newsgroups, there are seven top
level categories, while three of them have no sub-categories. We compose six (C2

4 )
data sets from the remaining four categories. From Retures-21578, we compose
three data sets. The detailed composition of these data sets are provided in the
Appendix.

We make some preprocessing on the raw data, including turning all letters
into lowercases, stemming words by the Porter stemmer [13], removing all stop
words. According to [14], DF Thresholding can achieve comparable performance
to Information Gain or CHI, but it is much easier to implement and less costly
both in time and space complexity. Hence we use it to cut down the number of
words/features and thus speed up the classification. The words that occur in less
than three documents are removed. Then each document is converted into bag-
of-words presentation in the remaining feature space. Each feature value is the
term frequency of that word in the document, weighted by its IDF (log N/DF ).5

4.2 Performance

Working with Different Classifiers. To ensure that our bridged refinement
algorithm for transfer learning is robust enough, we perform our algorithm on
2 http://people.csail.mit.edu/jrennie/20Newsgroups/
3 http://www.cs.umass.edu/ mccallum/data/sraa.tar.gz
4 http://www.daviddlewis.com/resources/testcollections/reuters21578/
5 We also conduct experiments on TF without IDF weighting. Both the unrefined and

refined results are worse than that of the TFIDF representation.
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Fig. 2. Error Rates on Eleven Data Sets

the labels predicted by three different shift-unaware classifiers, from which we
receive the unrefined results: the Support Vector Machine[15], the näıve Bayes
classifier[8] and the Transductive Support Vector Machine[7]. The Support Vec-
tor Machine is a state-of-the-art supervised learning algorithm. In our experi-
ment, we use the implementation SVMlight[6] with a linear kernel and all options
set by default. The näıve Bayes classifier, despite its simplicity, performs sur-
prisingly well in many tasks, so we also try to refine the classification results
predicted by the näıve Bayes classifier. Last, we select a representative from
semi-supervised learning algorithms, the Transductive Support Vector Machine,
to see whether our refinement algorithm can reduce the error rate on that kind of
learning algorithms. The experimental results show that, in all cases, our bridged
refinement algorithm can reduce the error rates.

We first use each of the three models to learn from the training data L and
classify the test data U . Now we have labels for both the training data and
the test data. For those positive examples, we set the corresponding element in
UConf·,+ to 1 and for negative examples, we set to 0. In binary classification,
UConf·,− happens to be 1−UConf·,+. Then we pass these unrefined confidence
scores to our algorithm and receive its outputs as the refined classification results.

Figure 2(a) shows the error rates of the Support Vector Machine on different
data sets compared with the error rates of the refined results. In all data sets,
our algorithm reduces the error rates. The greatest relative reductions of the error
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rates are achieved on n.ds5 and n.ds3, being 89.9% and 87.6% respectively.
The average relative reduction of the error rates over all the eleven data sets
is 54.3%. Figure 2(b) shows the results about the näıve Bayes classifier. The
greatest relative reductions of the error rates are achieved on n.ds5 and n.ds3,
being 91.2% and 85.7%. The average relative reduction is 51.5%. Figure 2(c)
shows the result about the Transductive Support Vector Machine. The greatest
relative reductions of the error rates are achieved on n.ds5 and n.ds8, being
89.2% and 78.1% respectively. The average relative reduction is 45.4%.

Does the Bridged Way Help? For each data set and classifier, we also exper-
iment three different refinement strategies. They are (1) directly refining towards
Du, (2) refining towards Dmix only, and (3) refining firstly towards Dmix and
then towards Du.

Taking the Support Vector Machine as an example, each kind of refinement
brings improvement in accuracy on all the eleven data sets. Moreover, still on all
the eleven data sets, the bridged refinement outperforms another two one-step
refinements consistently. Similar outperforming can be observed on another two
classifiers. We attribute the success of the bridged refinement to the fact that
the mixture distribution Dmix is more similar both to Dl and to Du than Dl to
Du and thus the transfer is easy to perform.

4.3 Parameter Sensitivity

Our refinement algorithm includes two parameters, the number of neighbors K,
and the teleportation coefficient α. In this section we want to show that the
algorithm is not that sensitive to the selection of these parameters.

We only report six series from all eleven data sets and three classifiers, that
is in total 33 combinations, to make the figures clear and easy to read. The
selected six series are composed of three groups, two in each working with a
different classifier. The six series can also be decomposed into another three
groups, two in each from a different collection. Such consideration makes the
selected six data sets representative.

From Figure 3(a), we can find that the performance is not greatly sensitive to
the selection of K as long as K is moderately large, so K is empirically chosen
as 70 in this paper. The teleportation coefficient α used in PageRank is reported
to be 0.85. From Figure 3(b), we find 0.7 is a better choice. It is interesting to
investigate the error rates when α is 0 or 1. In the former case, the error rate
is just that of the unrefined labels, while in the latter case, the labels predicted
by those shift-unaware classifiers impose no impact on the final labels. In both
cases, the performance is not that good.

Although the iterative manner for solving Equation 3 may require many it-
erations before convergence, in our experiments, we find that in our situation,
convergence is reached within five iterations. Thus the iterative way is preferred
to directly computing the closed form since inversing a large matrix requires
much time. In Figure 3(c), Iteration 1 to 10 are performed for the first refine-
ment towards Dmix and 11 to 20 are for the second refinement towards Du.
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5 Conclusion and Future Work

In this paper, we propose an algorithm to solve a problem in transfer learning,
i.e. how to refine the classification labels predicted by a shift-unaware classifier
when the distribution of inputs (documents), P (d), varies from training data to
test data, under the assumption that the conditional probability of the category
given the document, P (c|d), do not vary from training data to test data.

We concentrate on the refinement of the classification labels instead of the
classification model, based on the consideration by Vapnik [15] that predicting
test data when they are available at hand may be easier than first learning a
model and then predicting.

To show the robustness of the algorithm, we refine the results produced by two
supervised learning representatives, the Support Vector Machines and the näıve
Bayes classifer, and one semi-supervised learning representative, the Transduc-
tive Support Vector Machine. In all cases, our refinement algorithm can reduce
the error rate.

We also verify that taking the mixture distribution Dmix into account is suc-
cessful since directly refining the results under the test distribution Du is not
as good as the two-step way. We attribute this to the fact that Dmix is more
similar both to Dl and to Du than Dl to Du directly.
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There is a very interesting way to generalize our algorithm that can be tried.
In our algorithm, only (1−λ) Dl + λ Du, where λ = 0.5 and 1 are considered, as
Dmix and Du. Given a series: λ0 = 0, λ1, . . ., λn−1, λn = 1, where λi < λj , i, j =
1, · · · , n, i < j, one can perform an n-step refinement instead of the two-step
way in our algorithm, where n = 2, and λ1 = 0.5, λ2 = 1. Thus the transfer
process may be carried out in a more smooth way.

There are also some points in this work that can be handled more elegantly.
For example, the unrefined confidence scores of both the training examples and
the test examples are the same, but the labels of the test data are much less
reliable than the training data. Therefore applying an discount to the confidence
scores of the test data can be considered. Besides, given the refined confidence
scores, the decision rule is based on the maximum likelihood principle. Other
alternatives can be tried, including maximizing a posterior after modeling the
category a prior probabilities, or directly assigning a document to a category
where it ranks highest, etc. We will explore them further as our future work.
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Appendix: Data Set Composition

There are too many sub-categories in Reuters-21578, so we ignore composition
details of the last three data sets, which are from Reuters-21578. The detailed
composition of the data sets from other two collections are completely shown
below:

Source Data Set Train/Test Positive Negative # of examples

s.ds1 train simauto simaviation 8, 000
SRAA test realauto realaviation 8, 000
(s.) s.ds2 train realaviation simaviation 8, 000

test realauto simauto 8, 000
train rec.autos talk.politics.guns 3669

n.ds3 rec.motorcycles talk.politics.misc
test rec.sport.baseball talk.politics.mideast 3561

rec.sport.hockey talk.religion.misc
train rec.autos sci.med 3, 961

n.ds4 rec.sport.baseball sci.space
test rec.motorcycles sci.crypt 3, 954

rec.sport.hockey sci.electronics
train comp.graphics talk.politics.mideast

comp.sys.mac.hardware talk.religion.misc 4, 482
n.ds5 comp.windows.x

test comp.os.ms-windows.misc talk.politics.guns 3, 652
comp.sys.ibm.pc.hardware talk.politics.misc

train comp.graphics sci.crypt 3, 930
20 comp.os.ms-windows.misc sci.electronics

Newsgroups n.ds6 test comp.sys.ibm.pc.hardware sci.med
(n.) comp.sys.mac.hardware sci.space 4, 900

comp.windows.x
train comp.graphics rec.motorcycles

comp.sys.ibm.pc.hardware rec.sport.hockey 4, 904
n.ds7 comp.sys.mac.hardware

test comp.os.ms-windows.misc rec.autos 3, 949
comp.windows.x rec.sport.baseball

train sci.electronics talk.politics.misc 3, 374
n.ds8 sci.med talk.religion.misc

test sci.crypt talk.politics.guns 3, 828
sci.space talk.politics.mideast

r.ds9 train orgs.* places.* 1, 078
Reuters test orgs.* places.* 1, 080

- r.ds10 train people.* places.* 1, 239
21578 test people.* places.* 1, 210
(r.) r.ds11 train orgs.* people.* 1, 016

test orgs.* people.* 1, 046


	Bridged Refinement for Transfer Learning
	Introduction
	Related Work
	Bridged Refinement Algorithm
	Refinement
	Bridged Refinements

	Experiment
	Data Preparation
	Performance
	Parameter Sensitivity

	Conclusion and Future Work
	References



<<
  /ASCII85EncodePages false
  /AllowTransparency false
  /AutoPositionEPSFiles true
  /AutoRotatePages /None
  /Binding /Left
  /CalGrayProfile (Gray Gamma 2.2)
  /CalRGBProfile (sRGB IEC61966-2.1)
  /CalCMYKProfile (ISO Coated)
  /sRGBProfile (sRGB IEC61966-2.1)
  /CannotEmbedFontPolicy /Error
  /CompatibilityLevel 1.3
  /CompressObjects /Off
  /CompressPages true
  /ConvertImagesToIndexed true
  /PassThroughJPEGImages true
  /CreateJDFFile false
  /CreateJobTicket false
  /DefaultRenderingIntent /Default
  /DetectBlends true
  /DetectCurves 0.1000
  /ColorConversionStrategy /sRGB
  /DoThumbnails true
  /EmbedAllFonts true
  /EmbedOpenType false
  /ParseICCProfilesInComments true
  /EmbedJobOptions true
  /DSCReportingLevel 0
  /EmitDSCWarnings false
  /EndPage -1
  /ImageMemory 524288
  /LockDistillerParams true
  /MaxSubsetPct 100
  /Optimize true
  /OPM 1
  /ParseDSCComments true
  /ParseDSCCommentsForDocInfo true
  /PreserveCopyPage true
  /PreserveDICMYKValues true
  /PreserveEPSInfo true
  /PreserveFlatness true
  /PreserveHalftoneInfo false
  /PreserveOPIComments false
  /PreserveOverprintSettings true
  /StartPage 1
  /SubsetFonts false
  /TransferFunctionInfo /Remove
  /UCRandBGInfo /Preserve
  /UsePrologue false
  /ColorSettingsFile ()
  /AlwaysEmbed [ true
  ]
  /NeverEmbed [ true
  ]
  /AntiAliasColorImages false
  /CropColorImages true
  /ColorImageMinResolution 150
  /ColorImageMinResolutionPolicy /OK
  /DownsampleColorImages true
  /ColorImageDownsampleType /Bicubic
  /ColorImageResolution 600
  /ColorImageDepth 8
  /ColorImageMinDownsampleDepth 1
  /ColorImageDownsampleThreshold 1.01667
  /EncodeColorImages true
  /ColorImageFilter /FlateEncode
  /AutoFilterColorImages false
  /ColorImageAutoFilterStrategy /JPEG
  /ColorACSImageDict <<
    /QFactor 0.76
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /ColorImageDict <<
    /QFactor 0.76
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /JPEG2000ColorACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /JPEG2000ColorImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /AntiAliasGrayImages false
  /CropGrayImages true
  /GrayImageMinResolution 150
  /GrayImageMinResolutionPolicy /OK
  /DownsampleGrayImages true
  /GrayImageDownsampleType /Bicubic
  /GrayImageResolution 600
  /GrayImageDepth 8
  /GrayImageMinDownsampleDepth 2
  /GrayImageDownsampleThreshold 1.01667
  /EncodeGrayImages true
  /GrayImageFilter /FlateEncode
  /AutoFilterGrayImages false
  /GrayImageAutoFilterStrategy /JPEG
  /GrayACSImageDict <<
    /QFactor 0.76
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /GrayImageDict <<
    /QFactor 0.76
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /JPEG2000GrayACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /JPEG2000GrayImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /AntiAliasMonoImages false
  /CropMonoImages true
  /MonoImageMinResolution 1200
  /MonoImageMinResolutionPolicy /OK
  /DownsampleMonoImages true
  /MonoImageDownsampleType /Bicubic
  /MonoImageResolution 1200
  /MonoImageDepth -1
  /MonoImageDownsampleThreshold 2.00000
  /EncodeMonoImages true
  /MonoImageFilter /CCITTFaxEncode
  /MonoImageDict <<
    /K -1
  >>
  /AllowPSXObjects false
  /CheckCompliance [
    /None
  ]
  /PDFX1aCheck false
  /PDFX3Check false
  /PDFXCompliantPDFOnly false
  /PDFXNoTrimBoxError true
  /PDFXTrimBoxToMediaBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXSetBleedBoxToMediaBox true
  /PDFXBleedBoxToTrimBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXOutputIntentProfile (None)
  /PDFXOutputConditionIdentifier ()
  /PDFXOutputCondition ()
  /PDFXRegistryName (http://www.color.org)
  /PDFXTrapped /False

  /SyntheticBoldness 1.000000
  /Description <<
    /DEU ()
  >>
>> setdistillerparams
<<
  /HWResolution [2400 2400]
  /PageSize [595.000 842.000]
>> setpagedevice




