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Abstract. We propose a low-complexity audio-visual person authentication 

framework based on multiple features and multiple nearest-neighbor classifiers, 

which instead of a single template uses a set of codebooks or collection of 

templates. Several novel highly-discriminatory speech and face image features 

are introduced along with a novel “text-conditioned” speaker recognition 

approach.  Powered by discriminative scoring and a novel fusion method, the 

proposed MCCN method delivers not only excellent performance (0% EER) 

but also a significant separation between the scores of client and imposters as 

observed on trials run on a unique multilingual 120-user audio-visual biometric 

database created for this research. 

Keywords: Speaker recognition, face recognition, audio-visual biometric  

authentication, fusion, multiple classifiers, feature extraction, VQ, Multimodal 

1   Introduction 

Multimodal biometric authentication is attracting lots of interest these days  as it 

offers significantly higher performance and more security than unimodal methods 

using a single biometric. Multimodal methods also make the system more robust to 

sensor failures and adverse background conditions such as poor illuminations or high 

background noise.  However, proper fusion of multiple biometrics remains a 

challenging and crucial task.  Amongst the various multimodal biometric methods 

reported so far, Audio-Visual person authentication [3-8][17] offers some more 

unique advantages. First of all, it uses two biometrics (speech and face image), which 

people share quite comfortably in everyday life. No additional private information is 

given away. These biometrics are not associated with any stigma (unlike fingerprints 

which are taken for criminals as well). These are contact-free and the sensors for these 

are everywhere thanks to the worldwide spread of camera-fitted mobile phones. 

Another unique advantage of this combination is that the combined use of an intrinsic 

biometric (face) along with a performance biometric (voice) offers a heightened 

protection from imposters, while providing flexibility in terms of changing of 

„password‟. 

 The challenges faced by audio-visual authentication are: a) poor performance by 

face recognition, especially for expression, pose and illumination variation, b) poor 

performance in speaker recognition in noise, c) increased complexity of the system, 
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requirements for any biometric systems are: a) training material should be low and 

enrollment should be fast, b) enrollment of a new user should not require any massive  

re-estimation, c) ease of using the system during enrollment and actual usage, d) 

complexity to be minimal so that it can be scaled up to handle a large number of users 

or  run it in an embedded device, e) high accuracy , or in other words a significant 

separation between  client and imposter score distributions f) robustness to multiple 

sessions of testing g) ability to change “password”, and  h) robustness to various 

imposter attacks.  
    Majority of the recent audio-visual biometric authentication methods [3-8] use  

separate speech and face based classifiers and then apply various late fusion methods 

[12] such as sum, product, voting, mixture-of-experts, etc, to fuse the scores of the 

two modes. A few recent methods (e.g. [8]) proposed a feature level fusion as well.  

For the speech mode, various text-independent speaker recognition methods, using 

GMM [11] or VQ [10], are predominantly used.  These methods offer lower 

complexity than HMM [13] or DTW[14] based text-dependent speaker recognition 

methods. Performance of the Text-dependent methods are better accuracy but they 

require lots of training data. For the face-mode, majority of the methods [1] are 

essentially variations of PCA-based [2] approach. Since PCA-based methods suffer 

severely from pose and illumination variations, various pose normalization methods 

[1] were proposed using 2D or 3D models followed by a PCA based dimension 

reduction and a nearest neighbor matching of the reduced-feature template. Several 

methods (e.g. [9]) use multiple frames of a video and analyze different trajectories or 

face dynamics in the feature space for face recognition. Note that all these methods 

mentioned here require quite high complexity and some methods, especially the 

HMM-based ones, need a massive amount of training data as well. PCA based 

methods also face the problem of re-estimation -- every time a new user is enrolled.  
In this paper, we propose a low-complexity multimodal biometric authentication 

framework based on multiple features and multiple nearest neighbor classifiers 

(MNNC). The proposed MNNC framework uses multiple features and for each 

feature uses a set of codebooks or collection of templates (opposed to a single 

template). We used it here for audio-visual person authentication, but MNNC can be 

used for any detection/verification task involving multiple classifiers. We also 

introduce several new speech and face features and a novel “text-conditioned” 

speaker recognition approach.  Coupled with a discriminative scoring and a novel 

fusion method the proposed MNNC method delivers excellent performance (0% 

EER) as well as a non-overlapping distribution of the client and imposter scores, as 

demonstrated on trials run on a unique 120 people multilingual MSRI Bimodal 

Biometric database.  The proposed method meets all the requirements mentioned 

above, while operating at very low complexity. A real-time AV-LOG person 

authentication system prototype is created based on this research, which is being used 

by employees of our organization on a trial basis.  

 This paper is organized as follows: Section 2 details the basic architecture, 

describes the computation of the scoring & fusion method. Section 3 presents the 

various feature extraction methods. Section 4 presents details of the MSRI database, 

experimental set up, followed by the results. Finally the summary and conclusions are 

presented in section 5. 

and d) lack of proper fusion method to exploit best of the two biometrics.  Some other 
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2   Person Authentication by Multiple Nearest Neighbor Classifiers  

In the proposed architecture, multiple features F1  F2, F3, …., FL , are extracted from 

the various biometrics used. For each feature Fi, we have a dedicated nearest neighbor 

classifier, which compares Fi with a set of codebooks, one for each of the N users 

enrolled, and computes a score Ri and multiply it with a suitable weight. A suitable 

fusion method combines various scores Ri to form a final score Rfinal, which is then 

compared with a threshold to decide to accept or reject the identity claim. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

                 Fig 1   Architecture of the proposed MNNC framework 

2.1  Score Computation for Person Authentication  

During  enrollment,  for  each  user Pj and  for  each  feature  vector Fi ,  a codebook 

CBij, is designed from the feature vector ensemble [Fi1 Fi2 Fi3 .. FiT] of size T 

obtained from the training data. Any standard clustering method such as K-means can 

be used to design the codebooks.   

During authentication, a set of Q biometric samples are presented (Figure 1), along 

with an identity claim, „k‟. We need to verify whether the feature set [F1 F2 F3 .. FL], 

extracted from the biometric samples, belongs to person Pk or not. We present next 

the scoring method for person verification (the basic idea can be extended to the 

person-identification problem as well).  
    Let us consider just a single Nearest Neighbor classifier, which has N codebooks 

CBk  k=1,2,..,N, for the N users enrolled to the system. Each CBk  has M codevectors, 

CBk = [Ckm], m=1,2,..,M.  
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   Given a feature vector F (one of the L feature vectors Fi, i=1,2..L, we drop the index 

“i” here for convenience) and a claim “k”, we find a similarity-dissimilarity ratio R as 

follows : 

Step1: Given the identity claim, k, compute two distances, Dtrue & Dimp, as follows:  

Dtrue = minimum distance of F  from the codebook CBk of claimed person Pk,  Dtrue = min 

{Dkm}, where Dkm = ||F – Ckm ||2, m=1,2,…,M, Ckm being the codevector of codebook CBk. 

Dimp = minimum distance of F from the set of  codebooks of all other persons except person 

Pk or Dimp = min {Dim}, where Dim = ||F – Cnm ||2, m=1,2,,M; n=1,2,..N & n not equal to k.   

Note that, when a sequence of feature vectors [Fij, j=1,2,3…J] are given (as in case of the 

MFCC sequence of all the J  frames of a speech utterance),  Dimp  and Dtrue  are computed 

by first computing the Dimp and Dtrue distance for each feature vector Fij  and then 

accumulate them, e.g.  Dtrue (J) = Dtrue (Fi1) + Dtrue (Fi2) +….+ Dtrue (FiJ). 

Step2:  Compute the score as  R = Dtrue / Dimp 

In conventional person verification using a single feature, this score R will be 

compared against a threshold T and the identity claim will be rejected/accepted if R is 

greater/less than T. In our system, we compute this ratio Ri for each of the L features 

Fi  i=1,2,..,L and then fuse them.  If all the users being tested are pre-enrolled, it can 

be shown that for a client, Ri should be less than 1 and for an imposter, it should be 

greater than 1. Note that, Ri is essentially a likelihood ratio measure.  

2.2  Fusion Methods Used in the Proposed MNNC Framework  

Knowing the unique property of the scores Ri, it makes sense to use the product rule, 

i.e. Rfinal = R1xR2x..x RL. This should perform well, separating the true and imposter 

distributions.  However, often one or two feature scores will misbehave making the 

product score to be inaccurate. Therefore, we propose a “trend-modified-product‟ 

(TMP) rule described below: 

1. Given the scores, find whether the majority is greater than 1 (indicated by a flag J=0) or 

the majority is less than 1 (indicated by a flag J=1). 

2. If  J equals 1, then final-score is a product of those scores which are less than a threshold 

(THmin), else if (J=0) then the  final-score is a product of scores Ri which are greater 

than a threshold (THmax). 
 

   With the features we proposed here (section 3), we observed that usually only one 

or two feature scores fail at the most, and most of the times the majority trend (J=0) is 

observed. This helps TMP to work well. To illustrate this, we show the results of a 

sample speaker verification trial (Table 1). TMP does work better (lower EER; better 

client-imposter score separation) than product rule in this example.  

Table 1.   Results of  MNNC based speaker verification using  product rule & TMP  
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Only Speech MFCC: CBsize=4; Dim=9;   CMD: CBsize=10; Dim=9
EER FAR FRR Mc Mi D(Mc,Mi) Dovlp Dsep

Product 
Fusion 5.5 61.6 61.7 1.31 30.24 29.24 24 -

TMP Fusion 0.75 1 20.5 0.75 45.4 44.4 6 -



2.3  MNNC Based Audio-Visual Person Authentication System -- AVLOG  

We designed a real-time person authentication system called AVLOG for log-in and 

other access-control applications. The biometrics used here are speech utterances of a 

user-selected password and multiple profiles of the user‟s face. During testing and 

enrollment, a person is asked to look at 3 to 5 (this number is a system parameter) 

spots on the screen and a single web-cam captures the multiple profiles. Then the 

person is asked to speak his password. During enrollment, 4 samples of the password 

are taken. During testing the user needs to say the password only once.  A password is 

a set of 4 words, such as address, names, etc – something which is easy to remember 

and preferably spoken in the native language of the person.  As a result, the passwords 

are unique (very unlikely to be the same) and phonetically and linguistically quite 

different from each other.  We call this approach “text-conditioning” speaker 

recognition, which differs from the conventional „text-dependent‟ or „text-

independent‟ approaches.  Details of feature extraction methods are presented next. 

3   Feature Extraction Details  

We want to  keep  the training and test data to the minimum, so the challenge is how 

to extract multiple meaningful features from limited data. For face, we use multiple 

poses, and for each pose we use a highly discriminatory “transformed pose feature” 

(TFP) [16] which captures the essence of a person‟s face quite well. For speech we 

use the conventional MFCC (Mel-Frequency-Cepstral-Coefficient) as well as 

introduce a novel speech feature called Compressed MFCC Dynamics (CMD).  

3.1 Speech Feature 1: Text-Conditioned MFCC   

Text conditioning (use of unique password per user) leads to a high discrimination 

and the extracted MFCC sequences become more separable. Figure 2 shows the effect 

of the proposed text-conditioning approach. It shows the MFCCs of the two 

passwords of two users plotted in a 2-D MFCC (MFCC component 1 & 2) space. 

Conventional case (any password) on the left shows overlapping, while the text-

conditioned case on the right shows distinct separation of data from  two speakers.  

 

                      
 

Fig 2.  Scatter plots of 2 MFCC components; Blue dot/cross  two utterances of speaker-1, 

Red dot/cross  two utterances of speaker-2. Note that text-conditioned data are separable
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    Text-conditioning allows a simple VQ-based classifier perform significantly better 

than the conventional text-independent VQ (TIVQ) speaker recognition systems [10] 

at significantly less complexity.  We call our speaker-recognition method „text-

conditioned VQ‟ or TCVQ.  Table 2 compares the identification accuracies of TCVQ 

against TIVQ for various codebook sizes and dimensions for trials run on our MSRI 

database. The discriminatory power of text-conditioned MFCC feature allows TCVQ 

to outperform TIVQ, while using lesser number of codebook parameters -- amounting 

to lower complexity and memory usage [17].  
    Text-conditioned MFCC offers two other advantages as evident in Figure 3: a) 

there is a significantly wider separation of the client from imposters and b) the system 

can quit earlier (without processing the entire utterance) while giving 100% accuracy.  

3.2 Speech Feature 2: Compressed MFCC Dynamics (CMD) Signature 

When  a  person  says  something,  his  or  her  characteristics  are  best  captured  in the 

dynamics of the utterance. Traditionally researchers used a combination of 13-

dimension MFCC, 13 delta-MFCC & 13-delta-delta-MFCC or a total of 39 dimension 

vector to capture such dynamics. This gives a little benefit but makes the feature 

space very large -- increasing confusability and complexity.  
We introduce a novel speech feature called  “Compressed-MFCC-Dynamics”  or 

CMD, which captures the above-mentioned speech dynamics efficiently. The CMD is 

computed as follows. The set of MFCCs are collected from the entire utterance to 

form a 2-D array called MFCCgram (Figure 4). On this 2-D array, we apply DCT and 

then keep a small set (M) of DCT coefficients. This fixed M-dimension (typically 

M=15 works well) vector forms the CMD. Figure 4 shows the MFCCgram and the 

CMD parameters for 3 users and their 2 passwords. Figure 4 clearly shows how well 

the CMD feature captures speaker characteristics. Note the similarities within a 

Table 2. Speaker identification accuracies of TIVQ & TCVQ for various codebook size(N) 
and code-vector dimension (K) for experiments run on the MSRI database
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Fig. 3. Plot of accumulated distance of target speaker(client) and 4 closest imposters over 
time (expressed as speech frame numbers) – plotted for conventional (left) MFCC and text-
conditioned (right) MFCC  

TIVQ TCVQ
K=8 K=8 K=13 K=8 K=8 K=13

N=4 51.4 60.1 65.9 97.8 98.3 97.4
N=8 76.2 81.7 84 100 100 100
N=64 93.1 94.9 95.6 100 100 100



 

 

 
 

 

 
 

 

 

 

 
 

 

 

 

 

Fig. 4. MFCCgram and the corresponding CMD signatures of two utterances of the 
passwords of 3 speakers of the MSRI database. CMD dimension=15. 

3.3 Face Image Feature: Transformed Face Profile (TFP) 

The face features are extracted in a manner similar to the CMD. From each face 

profile, after face detection [15] DCT is applied on the cut gray image. A set of 

selected DCT coefficients is stored [16] as the Transformed Face Profile (TFP) 

signature. Figure 5 shows the discriminatory power of TFP across users and their 

ability to form natural clusters in a 3D TFP space (formed by two selected maxima 

and one minimum). Also note how well TFP tolerates expression variations. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Fig 5 Left:  Central profile faces and the corresponding TFP signatures for 4 users. Right: 
Clustering of 3 TFP points (2 maxima, 1 minima) for 10  central-profile  samples of 8 users  

. . 

speaker and the differences across speakers. Note that MFCCgram is variable in X 

dimension, but CMD has a fixed dimension
 – 

easy for designing classifiers
. 

1120 A. Das 



4   Database, Experiments and Results  

        Due to our text - conditioning requirements (unique password for each user) we 

could not use any conventional audio-visual databases. We therefore created a unique 

multilingual audio-visual biometric MSRI database which captured 3 face profiles 

(left, center and right) and unique multi-lingual passwords from 120 people.  For each 

user, there are 10 training and 10 test samples of the password and 10-20 face images 

for each profile.  The face images are captured with digital camera in normal office 

lighting condition and there are decent expression variations.  

        For the proposed MNNC method, we report results for only  the person 

verification task. The system can easily be configured for both closed-set and open-set 

person identification tasks. The various system parameters are: MFCC-codebook-size, 

MFCC dimension, number of CMD‟s, CMD dimension, no of TFP‟s and TFP 

dimension. The results presented in Table 3 are for the individual biometrics as well 

as the combined audio-visual system.  
      

        Only a  minimal number  of system parameters  are used, leading to a storage of 

only 486 numbers per user and approximately 4000 multiply-add operations for each 

user-trial. In comparison, a 128x39 Text-independent VQ speaker recognition sub-

system alone would  have needed 5000 numbers per user to be stored and about 5x10
5
 

multiply-adds per user-trial. 

Table 3

well as the means of the client and imposter distributions (Mc, Mi), the distance between them 
D(Mc, Mi) and the amount of overlap, Dovlp , (or non-overlap, Dsep ) between the tails of the 
distributions of client and imposter scores . 

. Performance of the proposed  MNNC method. Shown here are th e EER, FAR, FRR as 
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Only Speech MFCC: CBsize=4; Dim=9;   CMD: CBsize=10; Dim=9
EER FAR FRR Mc Mi D(Mc,Mi) Dovlp Dsep

MFCC 0.83 0.8 2.5 0.9 1.28 0.28 0.2 -
CMD 13.5 87 0.25 1.67 13.1 12.1 32.5 -
Product Fusion 5.5 61.6 61.7 1.31 30.24 29.24 24 -

TMP Fusion 0.75 1 20.5 0.75 45.4 44.4 6 -

Only Face CBsize=8; Dim=15
EER FRR FAR Mc Mi D(Mc,Mi) Dovlp Dsep

Left TFP 4.6 13 24 0.59 36 35 2.11 -
Center TFP 7.8 16 41 0.64 43.2 42.2 3.34 -
Right TFP 3.3 21.7 8.3 0.43 48.1 47.1 1.5 -

TMP Fusion 0.09 0.09 0.09 0.22 1.8E+07 1.8E+07 1.3 -

Speech+Face   Speech:   MFCC-CB-size=4;Dim=9; CMD number=10;Dim=9
Face:   TFP number=8, TFP Dim=15

EER FRR FAR Mc Mi D(Mc,Mi) Dovlp Dsep

Product Fusion 0 0 0 0.33 6E+08 6E+08 - 10

TMP Fusion 0 0 0 0.11 7.5E+08 7.5E+08 - 44



    From the results in Table 3. the following observations can be made:  

a) Combination of multiple features and multiple biometrics gives better 

results than unimodal methods using a single biometric  

b) Proposed trend-modified-fusion (TMP) does provide better client-to-

imposter separation than the conventional product fusion 

c) The MCCN framework proposed here performs quite well, significantly 

separating the score distributions of the client and imposters (no overlap; 0% EER)  

       The proposed MNNC method requires very low complexity. To provide some 

insight into this, let us compare the storage and computation requirements of MNNC 

with two hypothetical AV biometric systems using PCA [2] for face and text-

independent VQ for speech [10] and PCA for face and a high performance text-

dependent DTW based system (as in[14] ) for speech. As mentioned earlier, these 

sub-systems are the most popular ones used in audio-visual authentication systems 

proposed recently. The MIPS-complexity is expressed here in terms of the number of 

multiply-add operations per user-trial (for 120 users) and the memory-complexity is 

expressed in terms of number of real constants required to be stored per user. For the 

MIPS part, PCA complexity dominates, for the memory, the DTW method dominates. 

As see in Table 4, the proposed MCCN method requires significantly less complexity 

and storage per user than any of these conventional methods. 

 

5   Summary and Conclusions 

We proposed a low-complexity high-performance audio-visual person authentication 

method based on multiple features and a multiple nearest neighbor classifier 

framework.  Few novel speech and face features were proposed, which are highly 

compact and discriminatory. Use of a judicious fusion method combined with the 

discrimination power of the features led the proposed method to achieve high 

performance (0% EER) and a wide separation (no-overlap) of the score-distributions 

of the client and imposters.  We created a unique multilingual 120-user bimodal 

audio-visual MSRI biometric database to test our proposed approach. A real-time 

AVLOG access control system has been built using the basic principles proposed here 

and the system is being tested by various employees of our organization. The 

performance of the real-time prototype is similar to the data presented here. We also 

have versions which are robust to background noise. Our current and future focus 

includes: a) mobile and small-foot-print embedded implementation, b) expanding our 

database to more number of users and c) investigating few more promising features. 

Table 4 Complexity  and  memory  usage  comparison  of  MCCN  with  conventional  methods  . 

1122 A. Das 

METHOD MIPS Memory Comments

VQ+PCA 10^8 O(6000)
4 sec test utterance; CBsize=128; dim=39; PCA - 60 size 
eigenvalue per profile; 40x40 size image

DTW+PCA 10^8 O(30000)
5-template DTW, 4 second test utterance; Method as in 
[14]; PCA as above

MCCN O(4000) O(500) 4 second test utterance; other parameters as in Table 3
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