
Using Temporal Consistency to Improve Robot
Localisation

David Billington, Vlad Estivill-Castro, René Hexel, and Andrew Rock
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Abstract. Symbolic reasoning has rarely been applied to filter sensor
information; and for data fusion, probabilistic models are favoured over
reasoning with logic models. However, we show that in the fast dynamic
environment of robotic soccer, Plausible Logic can be used effectively to
deploy non-monotonic reasoning. We show this is also possible within
the frame rate of vision in the (not so powerful) hardware of the AIBO
ERS-7 used in the legged league. The non-monotonic reasoning with
Plausible Logic not only has algorithmic completion guarantees but we
show that it effectively filters the visual input for improved robot local-
isation. Moreover, we show that reasoning using Plausible Logic is not
restricted to the traditional value domain of discerning about objects
in one frame. We present a model to draw conclusions over consecutive
frames and illustrate that adding temporal rules can further enhance the
reliability of localisation.

1 Introduction

Despite a large body of research into symbolic reasoning in Artificial Intelligence,
symbolic reasoning has rarely been applied to filter sensor information. For data
fusion, probabilistic models are favoured over reasoning with logic models. For
example, for combining information from several sources, their reliability is mod-
elled using probabilities and “reasoning with uncertainty” is performed using
general models that include applications to sensor fusion [8, and references].

However, reasoning has always been regarded as a fundamental capability of
intelligent systems. Progress in reasoning is remarkable [9,11] and has become
a classical aspect of intelligent systems technology (for example, 4 chapters are
dedicated to uncertain knowledge and reasoning in [14], at present the most
widely accepted textbook in Artificial Intelligence and 57th most cited com-
puter science publication ever). Moreover, many examples of reasoning relate
to robotic situations, as is the long-lived example of the blocks world where in
order to stack objects a robot that can hold only one object must reason about
which other objects to remove from above the object it needs to transport. Even
in the context of agent systems [16], the agent is expected to do some reason-
ing after sensing the environment in order to select what action to carry out
next. However, in realistic robotic environments, the domain is dynamic1 and
1 The environment is dynamic if it will evolve in the time gap between the sensors

collecting information and the agent performing an action [16].
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non-deterministic2. Robotic soccer is also inaccessible3 and the agent needs to
work in teams against teams of adversaries. While the robot may carry with it
stable domain knowledge regarding the field and settings of RoboCup, some of
the conclusions of its reasoning regarding a particular situation may need to be
withdrawn in light of new evidence. This capacity to retract previous derivations
is called non-monotonic reasoning (and we differentiate it from belief revision as
we are not to update the domain knowledge).

Non-monotonic reasoning has long been considered too complex for real-time
settings. Visual robot localisation in the 4-legged league places particular strin-
gent demands. Video camera systems typically operate at a rate of 30 frames per
second, which allows only about 30 ms to perform full image recognition, feature
extraction, and consistency verification. Moreover, poor lighting conditions can
make colour calibration extremely difficult. More often than not, vision systems
make errors in object recognition (in particular, they may occasionally miss the
landmarks for localisation or report non-existent objects as visible).

Dynamic, inaccessible and non-deterministic environments have prompted the
use of reactive architectures and/or hybrid systems. The influential works by
Brooks [4] have also lessened the interest in using symbolic/logic approaches.
We argue here that a computable non-monotonic logic has a role to play in mak-
ing sense of inputs and filtering sightings for localisation. Moreover, we present
a method that uses time as an important factor when reasoning about the con-
sistency of the perceived world. In this work we propose to use a combination
of both the time and the value domain in a robot localisation system to make
more solid decisions about consistent and inconsistent objects. We show how the
incremental extensibility property of Plausible Logic can be used to increase the
robustness against temporary inconsistencies. Section 2 examines the state of
the art in robot localisation. Section 3 explains our approach and shows the rule
based system we propose. Section 4 contains an experimental evaluation of our
system. Section 5 concludes with a discussion on the impact of our findings.

2 Background and Related Work

Localisation based on a camera presents data quality issues over other positional
sensors. In the 4-legged league, localisation is based on only one camera with
restricted field of vision mounted on a head with fast movement. Such hardware
(and the vision software) produces errors due to many causes.

For real-time localisation of robots, Kalman Filters (KF) pose some problems.
Alternative techniques have since emerged to address these problems in robot
localisation. These techniques use grid-based hidden Markov Models (MM) and
Monte Carlo Localisation (MCL) [6,7,15]. Bayes’ theorem is used in all three
approaches [7,15] to integrate into the current belief about one’s position in the
world Prob(xt) (1) the data ot from a sensor, (2) the prediction x′

t+1 by a motion

2 An environment is non-deterministic if an action may not have the expected out-
come [16], like a skid because the surface is smoother than anticipated.

3 Information about the entire environment may not be possible to collect [16].
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model, and (3) a previous pose belief Prob(xt−1). Conditional probabilities are
used to represent prior and posterior knowledge about the state of the world.
Every observation ot and action at is then used to update the positional belief.

MCL has been shown to be superior to the Extended KF [7] and to MM [7].
They seem the most effective method for the 4-legged league [13]. This paper
does not argue for the elimination of these techniques. However, these approaches
have problems with inconsistencies. MCL is slow to converge relative to the ac-
curacy of the sensors, and until recently little theoretical foundation existed for
some of its fixes [15]. Because of these drawbacks, it is important that the ob-
servations from sensors be reliable (otherwise, convergence is too slow or the
artifacts to handle the kidnap problem introduce other high modes in the rep-
resentation of the distribution). For example, in soccer, the two goals are at
opposite sides of the field. With a single, forward-looking camera, it is impos-
sible to see both goals. The question is what to do if vision does report both
goals at the same time. The challenge is to estimate Prob(visible scene|pos),
where the visible scene is formed of a description of all visible objects, and
where pos is a vector for the current belief. To avoid the daunting task of build-
ing a table for the values Prob(visible scene|pos) at all scenes and positions
one would like to at least decompose this into separate probabilities (as per ob-
jects in the scene). In the simple case of two visible objects, one would like to
treat the objects as independent and weight the current belief in proportion to
the product Prob(See front goal|pos) · Prob(See back goal|pos) (for example
when seeing both goals). The difficulty becomes defining Prob(X is visible|pos)
for each land mark X taking into account that pos has significant noise re-
garding the orientation and pan of the head of the Sony AIBO. Therefore,
Prob(X is visible|pos) is unlikely to be set to zero in any case. As a result,
the MM and MCL approaches create at least a new mode in the distribution
modelling the location and KF suffers an enlargement of the covariance matrix.

Domain knowledge says that seeing both goals is impossible. Thus, for all pos-
tures pos, Prob(See front goal ∩ See back goal|pos) = 0 is usually adopted.
This leads back to a large sets of special cases and the impossibility of decompos-
ing Prob(visible scene|pos) into simpler functions. We conjecture that all teams
at RoboCup have incomplete systems to deal with these special cases (but survive
reasonably well because many cases are uncommon and the frame rate allows
the robot to recuperate from these pathological cases4). The handling of incon-
sistencies within the localisation module becomes a series of logical checks. The
code which filters observations that are considered inconsistent soon becomes a
large piece of software that is hard to verify for correctness or completeness.

Our first thesis is that such a filter of inconsistent observations is better han-
dled by some logic. The second thesis is that such a logic should not only be
capable of ruling out observations, but allow reasoning about them to provide
informative inputs for localisation. This treatment of cases could potentially be

4 However, from the perspective of software quality and reliability for robots around
humans, the system must be capable of acting properly if it faces seeing all 6 land-
marks in one frame.
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treated by a classifier system (a la machine learning). Namely, learning or mak-
ing explicit a function P that maps a visible scene and a pose pos into a suitable
value Prob(visible scene|pos). The impossibility of a comprehensive training set
rules out using a decision tree, a decision list, an artificial neural network, or
even support vector machines to learn P .

Moreover, the design implicit in existing approaches deals only with the con-
sistency problem in the value domain. That is, because of the large number of
special cases, the system can not take advantage of other information for lo-
calisation, most notably time. For example, if vision reports both goals in one
frame, the usual rule of thumb is to discard both observations (even if in the
previous frame and the next frame show only one goal and the 3 consecutive
frames have the front goal in common). We will show here how reasoning with
Plausible Logic (PL) [3,12] about the previous frame can even take advantage
of this. KF, MCL, and the MM approaches deal with this situation over time,
but for those 3 frames they loose height in the peaks of their distributions.

3 Using a Model of Time to Improve Consistency

Plausible Logic. Non-monotonic reasoning allows to draw conclusions from
a collection of facts and beliefs, but also withdraws those inferences in light of
new evidence that challenges previous inferences. Plausible Logic [2] is a formal-
ism for non-monotonic reasoning [1] that is implementable. Currently, the only
available implementation, DPL, is in Haskell. Moreover, with respect to other
non-monotonic logics, Plausible Logic (PL) is capable of identifying proofs that
demand an infinite loop and as a result it can halt. One additional characteristic
of PL is that it has several algorithms to establish a conclusion, each of them
weighing differently the evidence in favour and against a proposition and allowing
a conservative or risky approach to accepting the proposition. This is because
PL differentiates between propositions derived using only factual information
from those derived using plausible information. This is achieved because there
are several proof algorithms each resulting in a certain degree of confidence on
the validity of the proposition. PL reduces to classical propositional logic if only
factual information is used. However, when determining the provability5 of a for-
mula, the algorithms in PL can deliver three values (that is, it is a three-valued
logic). The proof algorithms terminate assigning the value +1 to the formulas
that have been proved. It assigns the value 0 when the formula cannot be proved
and attempting so will cause infinite recursive looping. It assigns the value −1
when the formula is not provable and does not generate a loop. Because PL uses
different algorithms, it can handle a closed world assumption (where not telling
a fact implies the fact is false) as well as the open world assumption by which
not being told means nobody knows. The β algorithm for PL uses the closed
world assumption while the π algorithm uses the open world assumption.

The information that constitutes a PL program is encoded in three types
of rules. The first type are strict rules of the form A → l and the semantics
5 Provability here means determining if the formula can be verified/proved.
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{} → quail(Quin) /* Quin is a quail */

quail(x) → bird(x) /* Quails are birds */

R1 : bird(x) ⇒ fly(x) /* Birds usually fly */ (a)

{} → quail(Quin) /* Quin is a quail */

quail(x) → bird(x) /* Quails are birds */

R2 : quail(x) ⇒ ¬fly(x) /* Quails usually do not fly */ (b)

Fig. 1. Two knowledge bases. Are they inconsistent?

is that if all literals in A are proved, then we can conclude l (that is, this is
ordinary implication). An example of a strict rule is human(x) → mammal(x) to
represent that Humans are mammals. The second type of rule are plausible rules
of the form A ⇒ l and the semantics is that when there is no evidence against l,
then A is sufficient evidence for concluding l. An example of a plausible rule is
bird(x) ⇒ fly(x) and we use this to represent that Birds usually fly. The third
type of rules are defeater rules of the form A ⇀ ¬l with the intended meaning
that if we cannot disprove A, then it is too risky to accept l. An example is
{sick(x), bird(x)} ⇀ ¬fly(x) to encode that Sick birds might not fly. Plausible
rules allow derivations although we may not be absolutely sure. Defeater rules
prevent conclusions which would otherwise be too risky. This may happen in a
long chain of conclusions from plausible rules.

PL provides a priority relation R1 > R2 between rules that represents that
R1 should be used over R2. Later, we demonstrate the expressive power of this
aspect; however, consider the example of the knowledge base in Fig. 1 (a)from
which one would conclude that Quin usually flies. But, if one considers Fig. 1 (b),
the correct conclusion is then that Quin usually does not fly. But what if both
knowledge bases are correct; that is, both rules R1 and R2 are valid. We perhaps
can say that R2 is more informative as it is more specific and we add R2 > R1 to
a knowledge base representing the beliefs of a robot who knows both. PL reaches
the proper conclusion that Quin usually does not fly while if it finds another bird
that is not a quail, the robot would accept that it flies.

Another example of the power of hierarchies between rules can be seen in
the 3 Laws of Robotics. In fact, humans describe situations commonly in this
way. That is, a human expert will usually define a general rule, and present
the next rule as a refinement. Rules further down continue to polish the de-
scription. This style of development is not only natural, but allows incremental
refinement. Indeed, the knowledge elicitation mechanism known as Ripple Down
Rules [5] extracts knowledge from humans experts by refining a previous model
by identifying the rule that needs to be expanded by detailing it more.

Temporal Model. We illustrate our approach with one simple model. A purely
spatial DPL model for 0, 1, or 2 landmarks within one frame has already been
shown to be feasible and also it has been extended to 3 and even 4 landmarks [10].
Moreover, the properties of PL make it possible to incrementally construct more
complex world models by basing them on proven simpler models [10]. Thus,
we base the temporal model on the same domain knowledge as the spatial
model [10]. Fig. 2 shows the facts of the model for the 2005 4-legged league
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Fig. 2. The facts about the 4-legged soccer field

field6. Colour coding allows the identification of landmarks as Front Goal (FG),
Back Goal (BG), Left Post (LP), Right Post (RP), Right Back Post (RBP)
and Left Back Post (LBP). However, in a temporal model, the objects may have
been visible in the previous frame or in the current frame and vision now reports
sightings with respect to a frame (ie the predicate is now See(x, f)).
type Frame = {PF, CF}. type See(x <- Landmark, f <- Frame).
type SeeLtoR(x <- Landmark, y <- Landmark - {x}, f <- Frame).

Sightings may be transient (did not last across consecutive frames) or persis-
tent (the object is in both frames).
type Tra(x <- Landmark). R1: {} => ~See(x,f). R2: {} => ~Tra(x).
R3: {See(x, PF), ~See(x, CF)} => Tra(x). R3: {~See(x, PF), See(x, CF)} => Tra(x). R3 > R2.
type Per(x <- Landmark). R4: {} => ~Per(x). R5: {See(x, PF), See(x, CF)} => Per(x). R5 > R4.

Nothing is consistent unless we get at least a transient or a persistent sighting.
type Cs(x <- Landmark). R6: {} => ~Cs(x).
R7: {Tra(x)} => Cs(x). R7 > R6. R8: {Per(x)} => Cs(x). R8 > R6.

Seeing two opposite landmarks is grounds for inconsistency (even persistently
or transiently).
R9: {Opp(x, y), Per(x), Per(y)} => ~Cs(x). R9 > R7. R9 > R8.
R10: {Opp(x, y), Tra(x), Per(y)} => ~Cs(x).
R11: {Opp(x, y), Tra(x), Tra(y)} => ~Cs(x). R10,R11 > R7.

What it means for two objects to be in a transient left-to-right order? This
happens if vision sees the objects in the previous frame in that order but does
not see them in the current frame in such order, or they are seen in the current
frame in that order but they were not seen in the previous frame in such order.
type TraLtoR(x <- Landmark, y <- Landmark - {x}). R14: {} => ~TraLtoR(x, y).
R15: {SeeLtoR(x, PF, y, PF), ~SeeLtoR(x, CF, y, CF)} => TraLtoR(x, y).
R15: {~SeeLtoR(x, PF, y, PF), SeeLtoR(x, CF, y, CF)} => TraLtoR(x, y). R15 > R14.

However, objects are persistently seen in a left-to-right order if the sighting
of that relationship happened in the previous and current frame.
type PerLtoR(x <- Landmark, y <- Landmark - {x}). R16: {} => ~PerLtoR(x, y).
R17: {SeeLtoR(x, PF, y, PF), SeeLtoR(x, CF, y, CF)} => PerLtoR(x, y). R17 > R16.

Finally, seeing landmarks out of order is grounds for inconsistency. But we
only overwrite those rules that may have suggested consistency.
R18: {LR(x, y), Per(x), Per(y), PerLtoR(y, x)} => ~Cs(x).
R18: {LR(x, y), Per(x), Per(y), PerLtoR(y, x)} => ~Cs(y). R18 > R8.
R19: {LR(x, y), Tra(x), Per(y), TraLtoR(y, x)} => ~Cs(x).
R19: {LR(x, y), Per(x), Tra(y), TraLtoR(y, x)} => ~Cs(y). R19 > R7.
R20: {LR(x, y), Tra(x), Tra(y), TraLtoR(y, x)} => ~Cs(x).
R20: {LR(x, y), Tra(x), Tra(y), TraLtoR(y, x)} => ~Cs(y). R20 > R7.

6 Previous versions of the field are very similar.
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4 Implementation and Evaluation

Running PL off-line but evaluating on-line. For the 2005 RoboCup, it
seemed rather difficult to re-implement DPL in C++ for the Sony AIBO. How-
ever, DPL not only provides the algorithms for obtaining proofs but provides an
interface for presenting facts, and describing a theory [10]. With the interface,
we could indicate which predicates are inputs and for what output predicates we
needed proofs. The system summarises the proof results as a logic expression for
each output predicate in terms of the relevant inputs. We then could request the
logic expressions to be simplified (optimised by reducing the number of terms).

The model is executed in DPL (outside the robot) and as a result we obtain
a header file in C++ with expressions for the requested outputs [10]. The robot
executes a template method (named Run()) where all the C++ expressions (one
for each landmark) are evaluated after each frame. PL is used on the Sony AIBO
through a C++ template method. The template method is executed every time
a new frame arrives and the vision module analyses an image.

void Consistency::Run()
{INIT_ALL_FALSE(); UPDATE_ALL(); CHECK_NEW_LANDMARKS(); PLACE_CS_ALL(); COPY_ALL_BOOL(); }

These procedures are defined by computer generated glue code macros. The
INIT ALL FALSE() macro creates the definitions of C++ Boolean variables for
all landmarks and sets all Booleans that identify if a landmark is visible in the
current frame to false. UPDATE ALL() queries the reports of the vision module for
the current frame. CHECK NEW LANDMARKS()makes sure that sightings are for the
current frame and previous sighting also have the correct fame number relative to
the current frame. PLACE CS ALL()will evaluate the output expressions for which
we requested outputs and if a landmark evaluates to true, it will forward the
sighting to the localisation module (or any other module that may benefit from it,
like the action to kick when the front goal is visible). PLACE CS ALL() will have as
many if statements as outputs requested. The expression of the if statement is
defined in the pre-computed simplified proofs. For example, testing (evaluating)
the Cs FG macro, correspond to asking if we have a consistent sighting of the front
goal. Finally COPY ALL BOOL() shifts the current Boolean values to the Boolean
variables corresponding to previous frames (so the previous frame values are
correctly set for the next execution of the template method Run()).

If the front goal was not seen in this frame, then INIT ALL FALSE()would have
set the variable to false and UPDATE ALL() would not have changed FG’s value,
so no landmark sighting is forwarded to localisation. However, if the front goal
was visible UPDATE ALL() would have (1) set FG to true (previously initialised
to false in INIT ALL FALSE()) and (2) provided a pointer to such an object so
other attributes about the landmark can be evaluated (like its size or if it is
to the left or right of another landmark). The if statement in PLACE CS ALL()
would fire, resulting in localisation receiving the sighting information about the
front goal if the model determines it is consistent with other objects sighted in
this and other previous frames.
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Simulator. The evaluation of temporal properties is particularly hard in an en-
vironment where sighting errors only occur sporadically at a frame rate higher
than 25Hz. Thus, first we implemented a simulator that allows reproducible sce-
narios of what vision might report to the localisation system and used it to
validate the correctness of the PL expressions resulting from the off-line execu-
tion. To minimise the risk of testing different algorithms in the simulator and
the robot, we used the same C++ code that was generated from the PL rules in
both the simulator and the robot. In order to provide a way to consistently set
and evaluate a scene, the simulator wraps the C++ expressions in a graphical
user interface (GUI) (refer to Fig. 3).

(a) (b) (c) (d)

Fig. 3. (a) The simulator showing one particular object (RP) as visible in the current
frame. (b) Two consistent objects in the current frame. (c) Three inconsistent sightings
in the current frame. (d) The persistent back goal (BG) wins over the temporary
sightings of the right post (RP) and the front goal (FG).

The user of the simulator can place landmarks on rows, and the succession of
rows represents the order in which these objects are seen (with top to bottom
representing left to right in the field of vision). The first column shows the name
of the landmark. The next two columns allow the user to select what the visibility
state is for the previous (Pre) and current (See?) frames. The rightmost column
shows the output of the consistency module (Cs) after performing its reasoning
about the state of the world. Furthermore, the GUI allows the dragging and
dropping of objects to change the order, as well as addition (Add) and deletion
(Delete) of landmarks.

Fig. 3 (b) shows two consistent sightings. Even though the two landmarks
RP and BG were not visible in the previous frame, they are consistent with
each other, allowing them to be forwarded on to the localisation module. In fact,
this is the same result that a traditional value domain reasoning system would
obtain. This is also true for Fig. 3 (c) where we can see three objects that are
inconsistent with each other. Since all the objects only occur within one single
frame, the only conclusion that can be drawn is that nothing is consistent in that
scene. Once information varies over time, a richer belief about the environment
can be formed. Fig. 3 (d) shows the same scenario as Fig. 3 (c), but this time the
temporal properties of the visible objects vary. The back goal that was visible
in the previous frame as well as the current frame is given precedence over the
right post and the front goal that were only visible in a single frame.

Temporal test can be combined as in Fig. 4 (a). Objects that are consistent
in either space or both space and time are ruled as being consistent in the world
view of the system. Only inconsistencies that persist over both space and time
will force the system to conclude that nothing is consistent (Fig. 4 (b)).
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Evaluation on the robot. We have analysed the effectiveness of the approach
in an Sony AIBO ERS-7 in the lab and in the actual RoboCup 2005 com-
petition. In particular, evaluating the CPU costs on board is important since
the file roboconsistency.h can be quite large. For the Spatial Model [10],
this file has 4700 tokens for the 6 expressions that determine the consistency
of the landmarks. For the Temporal Model (with 3 outputs) this file has
1,336 tokens. The Complete Model for 3 [10], has 12,530 tokens. However,
these expressions are in conjunctive normal form and the terms are literals of
Boolean variables. The C++ compiler can optimise their evaluation, and in fact
we profiled the execution times on the AIBO. Evaluating all 6 expressions in the
Spatial Model required only 60±1 microseconds

Fig. 4. (a) The two persistent
landmarks (RP and BG)are
consistent with each other,
but inconsistent with the front
goal (FG). (b) Nothing is con-
sistent in this view.

(this is with a 99% confidence interval), and eval-
uating all 6 expressions in the Complete Model
for 3 required only 110±3 microseconds (also 99%
confidence interval). For the Temporal Model,
we evaluated 3 expressions and this required 41±1
microseconds (this is also a 99% confidence inter-
val). However, in all three models the constant
overhead of initialising the Boolean values and re-
trieving the pointers from the vision module was
30± 1 microseconds. This means that the evalua-
tion of the large expressions is comparable to the
initialisation of a few Boolean variables and in fact
orders of magnitude faster than the processing of
a frame by the vision module or the processing of a localisation update (the revi-
sion of the position belief because of sensor inputs and action) in the localisation
module.

Although all cases were tested, we illustrate only when both goals were re-
ported by vision on the same frame. We evaluated during games (with a log on
the robot’s memory stick) and also in the lab with a log on a telnet connection
that displays the ID of the objects reported by vision and the outcomes of the
non-monotonic reasoning. Fig. 5(a)-5(c) shows images at the venue in Osaka
where the consistency module filtered phantom objects for localisation. We have
enlarged the captured image on board, then the blobs of the colour as the sec-
ond largest and the objects reported by vision appear on three screens on the
bottom right corner. The left most of these bottom images displays the sightings
for goals. Fig. 5(a) shows that phantom sightings occur even with the regular
colour-coded objects in the field. The ball has enough yellow pixels to be con-
fused for a yellow goal against a blue goal. Fig. 5(b) shows that the blue match
score and timer appears as a goal on a frame with the yellow goal. While our
vision system has an analysis for filtering objects above the field of vision, the
fact that the Sony AIBO has a head with three degrees of freedom and has legs
that during pursuit of the ball make positions and angles of vision that cannot
always rule this case out. Fig. 5(c) shows another case where natural lighting and
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(a) The ball has enough yellow pixels to
be confused for a yellow goal against a
blue goal

(b) The blue timer appears as a goal
with the yellow goal

(c) A window of the field is confused for
a blue goal against a yellow goal

(d) The lab setting allows sequences of
frames where two goals are reported by
vision

(e) The blue goal can be (dis) covered
quickly

(f) The yellow goal can be (dis) covered
quickly

Fig. 5. RoboCup 2005 examples and lab examples

off the field objects result in phantom sightings. In this case, a window registered
enough blue pixels to be reported as a blue goal together with the yellow goal.

Fig. 5(d)-5(f) shows a lab setting where we can rapidly produce opposite goals
in a frame and immediately after block one goal, or the other. In the log, we
found sequences where the robot is seeing only the front goal and reports it as
consistent. When the back goal appears as well, for that first frame, the front
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goal remains consistent and the back goal is labeled inconsistent (note that in
the discussion of the KF, MM, and MCL localisers we indicated that the frame
with both goals becomes not usable). If the back goal persists with the front
goal for one more frame, then both goals are now labeled inconsistent (note that
the model can easily be adjusted if a different effect is desired besides having
two consecutive frames with both goals to rule them out). If the front goal drops
out, then the back goal in the previous frame and the back goal in the current
frame both become consistent. We have no space here to discuss more examples
of the versatility of the modelling here, but using the RP also helps since the
blue goal is in the right left-to-right order with respect to the post.

5 Discussion and Conclusions

We have experimented with modelling the RoboCup field for the 4-legged league
without PL [10]. This results in large models that grow exponentially as more
landmarks are introduced and, where little can be inferred. An attempt with
other logics also results in very large models [10]. The challenge is then to con-
sider what the always imperfect vision module may report. That is, in a single
frame, the analysis of an image may actually perceive two blobs of yellow colour
and one of blue that are rectangular enough for all of them to be considered as
goals. Again, any software/logic that rules out two rectangular blobs of yellow,
perhaps on the basis that one is larger than the other, or one is above the field
of vision, or one is next to green, is performing some reasoning based on domain
knowledge. And what we are arguing here is that if all those ways of ruling out
sightings of landmarks are not concentrated in a single module represented in
logic, then the software is very likely to have such rules in several modules, result-
ing in high coupling of several modules, and more seriously, in incomplete and
inconsistent modelling of the reasons why some sightings are ruled out before
they are used for localisation. As the robots move to more realistic environments
more reasoning is needed (now the new field does not have a barrier of white
around it, there are more phantom objects in the audience 7).

We have no space here to discuss what other logics produce as the rules for
when vision reports two objects which are landmarks that have a third land-
mark in between. What are the cases for when we have two objects which are
landmarks that have a third landmark to the side. Then, we have to progress to
when vision reports exactly 3 landmarks. Seeing exactly 4 landmarks results in
120 rules and so on. The point we are making is that even from the software en-
gineering, software verification and validation point of view, we need a complete
and correct logic theory of the consistency of the vision reports.

Because of this large number of cases, the knowledge elicitation approach (at-
tempting to make P explicit with something like Ripple Down Rules) will also
constitute a large model of deeply nested if-then-else rules. Since the hierar-
chy is basically a tree, there is the potential of replicating some subtrees. But
more seriously, Ripple Down Rules would be a binary valued logic incapable of
7 See Fig. 5 for examples of this in the RoboCup-05 setting.
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reaching more generic conclusions and reasoning capabilities as PL(for example,
switching between the closed world assumption and the open world assumption).
Although the Spatial Model and the Temporal Model have relations for only
two objects in the same frame, they correctly derive conclusions for most cases
with three objects in a frame. In particular, these two models can correctly rule
out the inconsistent object when the left post is correct, but the goal and right
post are inverted. A case they miss is when the left post and the goal are in cor-
rect order, but the right post appears leftmost. This again reflects the power of
modelling with PL as opposed to modelling without it. The PL is analysing the
pairs within the triplet in sight. And while two of the pairs are consistent (those
involving the left post), the pair involving the goal and the right post indicates
both of these are inconsistent. The Complete Model for 3 objects gets this
case correct and again resolves correctly almost all sightings of 4 objects.

We included reasoning in a hybrid architecture (symbolic and reactive) for
useful tasks within the time bounds of a dynamic environment like robotic soccer.
The next step is to implement PL in C++ so that it can run on board the Sony
AIBO. In this way, the robot will not be required to carry on board proofs of all
possible outputs of interest, but just execute reasoning as needed.
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