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Abstract. Keeping sight of the enterprise’s workforce strengthens the entire 
business by helping to avoid poor decision-making and lowering the risk of 
failure in problem-solving. It is critical for large-scale, global enterprises to 
have capabilities to quickly identify subject matter experts (SMEs) to staff 
teams or to resolve domain-specific problems.  This requires timely 
understanding of the kinds of experience and expertise of the people in the firm 
for any given set of skills.  Fortunately, a large portion of the information that is 
needed to identify SMEs and knowledge communities is embedded in many 
structured and unstructured data sources.  Mining and understanding this 
information requires non-linear processes to interact with automated tools; 
along with visualizations of different interrelated data to enable exploration and 
discovery.  This paper describes a visualization solution coupled with an 
interactive information analytics technique to facilitate the discovery and 
identification of workforce experience and knowledge community capacity. 
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1   Introduction 

Often, in today’s global business environment, a team of consultants with different 
kinds of expertise and different levels of experience must quickly be brought together 
in response to a potential client engagement or to address a client issue. This is 
especially true of any kind of outsourcing engagements, where one company is 
contracted to run a piece of another company’s business. Fast and dynamic team 
definition capability is critical to the success of addressing these business needs.  One 
key component to this capability is the ability to quickly identify the appropriate 
persons with the appropriate experience for assignment to the team.  However, for 
many large scale companies, this may be the equivalent of finding a needle (the 
appropriate person) in a haystack (amongst 100s or 1000s of people resources). 

In large-scale geographically dispersed firms, there is also a great need to 
understand the skills of the organization as a whole. This means more than just 
identifying experts in specific domains to lead others or address difficult problems. It 



318 C. Kieliszewski et al. 

is the understanding of the overall skills, experience and expertise landscape within 
the firm. This information can be used to intelligently choose client engagements and 
to evolve the workforce to meet future market or strategic needs. On the other hand, 
losing sight of the knowledge community weakens the entire business, leading to poor 
decision-making which may result in failures in problem-solving.  

Both of these goals require evaluating knowledge worker experience and expertise.  
How can this be accomplished? In the context of large enterprises, vast volumes of 
experience information are embedded in both structured and unstructured data 
sources. Identification of individual employee’s skills can be determined by mining 
structured databases, such as a resume database or an employee skills database. In 
recent years, searching and sorting through structured data has become a relatively 
automated process. However, additional information is often required to determine 
one’s experience around a given skill or a particular role.   

Unstructured data sources, such as white papers, presentations, proposals, reports 
or manuals provide evidence of demonstrated knowledge and experience of an 
individual and teams. In addition, these sources are often more up-to-date than 
structured sources. However, the programmatic analysis of unstructured sources is not 
100% accurate, so the analysis becomes a semi-automatic process that requires a 
human to be highly engaged in the analytics process.  The analytic tool design needs 
an additional element to ensure interactivity and appropriate feedback to make sense 
of the analytic landscape. 

The primary scenario we used to develop our expertise locator solution was to 
provide assistance to a human resource analyst in finding a subject-matter expert 
(SME).  Where, the identification of a SME is imperative to the resolution of a critical 
situation in a client engagement. This scenario could be extended to be team creation, 
where a team of people with specific experiences may need to be identified and 
assembled to meet the needs of a particular client engagement. 

From the idea of team creation, a secondary scenario for the project was to provide 
a tool for long-term workforce planning that would provide analysts with a snapshot 
of the distribution of the organization’s experiential make-up. This concept includes 
understanding skill and experience overlap and gaps with the ability to interact with 
and validate the automated analytic output. 

In general, there are two pieces to this problem to understand an experience 
landscape: (1) proper data warehousing and analytical technologies and (2) the human 
analytic process and technology interaction. This paper focuses on the facilitation of 
the human analytics process through improved data visualization that support 
discovery and insight of knowledge community experience in order to find expert 
resources and evaluate experience capacity. 

2   How Is Expertise Found? 

To gain a better understanding of how human resource analysts identify experts, we 
interviewed three analysts whose job it is to find information and people that can 
solve impending business problems. One of the most interesting aspects of their jobs 
is that these analysts are like internal head-hunters; they are the people that 
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organizations turn to for help in finding an expert after having exhausted all of their 
own search leads.  

Our interviews confirmed our hypothesis that the analysis and insights process is 
not linear.  That is, analysts move back and forth between and through information, 
depending on what is discovered during the exploratory process. Intuitively, this 
probably isn’t a surprise to anyone, but has been a difficult behavior to understand 
and mimic [e.g., 1]. 

However, what we found was that the analysts performed their searches for 
information or people within a relatively structured process.  For the most part, this 
process is defined by what they are asked to find (i.e., information or people) and the 
focus of the databases they have access to.  For example, if an analyst is asked to find 
an expert who has in-depth knowledge of a particular product or process, she would 
focus her search by first weeding-out any inconsequential information with respect to 
the request. Then, she would determine relationships that are of consequence and may 
facilitate the search (e.g., a particular client relationship or a certain geographical 
region). 

Once this groundwork is complete, she would then methodically search for 
communities of experience in people-oriented databases, such as directories, knowledge 
repositories, or discussion forums, around the relationships of consequence. She would 
then hone in on individuals with particular expertise. As can be imagined, this is a highly 
iterative process where, although automated queries against databases are being 
performed, the analyst must manually sort through and make sense of the results to 
identify either an individual or community of expertise who will fulfill the request.  

3   Scenario and Our Approach 

Our team was challenged with creating a technology solution that would facilitate the 
iterative process of searching, sorting and analyzing unstructured information to more 
efficiently locate knowledge worker experience and expertise. The primary scenario 
for development of this expertise locator solution was to afford fast and accurate 
identification of a SME to assist in resolving a critical situation. This scenario was 
based on the project requirements and the interview findings.  

As mentioned earlier, identification of individual employee skills can often be 
determined by mining structured databases. For example, if an employer wants to know 
who has experience with SAP software applications for assignment to a project, a resume 
database or an employee skills database can be queried to find such individuals. 
However, additional information is often required to determine one’s level of experience 
and expertise for a given skill or a particular role. This information often resides in 
unstructured sources such as white papers, presentations, proposals, and other business 
documents that are not as easily mined and examined. The general problem being solved 
by our solution is the facilitation of the human analytics process, through improved data 
visualizations in support of discovery and insight in the domain of workforce 
management. 

In order to reach the goals of an analysis, the visualization design of the supporting 
analytics output must be flexible, yet be able to present a significant amount of 
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information in an easily digestible manner. The presentation must also keep the user 
reminded of the analysis goal while working with the analytical details [2].  

To date, skills and expertise location products tend to focus on improved search 
and analytical processing technology but are lacking in their portrayal of information 
to facilitate understanding. For example, data visualizations tend to be asynchronous 
displays of 2-dimensional information that the resource analyst has to page through. 
The visualizations are helpful, but this type of interaction requires the user to 
manually review, recall and associate visually disparate information—an inefficient 
process to aid discovery and insight. 

A more efficient method is to structure the interaction to progressively sequence 
the type and amount of information within context of the discovery and insight 
activities. To incorporate this method for expertise location, output from a text 
analytics platform was used to analyze a corpus of business documents to identify 
SMEs and the experiences that they posses. (Note: detailed description of the 
analytics platform is beyond the scope of this discussion [see 3].)   

However, as stated in the interview findings, analysis is an iterative process where 
identification of a solution to a problem is focused (and refocused) depending on what 
the information landscape is that is being explored. With that said, our design strategy 
was to provide a flexible interaction solution that: 

1. provides context around detailed inquiries; 
2. allows for a non-linear work process that affords  switching between tasks; 
3. allows dynamic modification of search results to focus or refocus the query; and 
4. implements visualization techniques that support progressive exploration to 

facilitate discovery and validation. 

This system would surface the various mappings between experience and people 
resources provided by the analytic platform, to facilitate the semi-automated 
identification of expertise. Where, the final goal was to demonstrate the value of 
visualization techniques in enhancing the efficiency and effectiveness of identifying 
knowledge worker experience and determining expertise. 

4   Our Solution 

Our solution design had to consider (1) the kind of problems that might need to be 
solved and how to facilitate a query; (2) structure of the search parameters; (3) review 
and editing of the search results; (4) display of the results at different levels of detail; 
(5) flexible user interaction between searching, editing and reviewing the results; and 
(6) implementation as an AJAX enabled interactive web-based user interface. Based 
on these considerations and text analytics platform constraints, the user interface was 
designed to include four basic elements: search and context, landscapes, progressively 
sequenced graphical presentation and all within an interactive tabbed framework. 

4.1   Search and Context 

Based on the interview findings, we thought it was important that the analyst be 
provided some degree of problem context while performing an analysis.  It was 
decided that problem context would be linked to the search parameters. Queries to the 
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underlying data were initiated by the analyst as a key term search. If desired, the 
analyst was also able to include structured field filters in the query to focus the range 
of returned results. Recall, the analyst would often try to determine relationships of 
consequence to focus her search and analysis. The structured filters afforded a small 
degree of relationship selection and focus. Once the search results were returned, the 
parameters remained in sight to aid in recall of problem context. 

4.2   Interactive Tabbed Framework 

Output from the analytics platform was in the form of editable landscapes with 
weighted categories that provided a measure of relatedness to the query parameters. 
These were used to populate the interactive tabbed framework for simple and 
complex insight. 

The entire user interface was designed within a simple tabbed framework. This was 
done so that the analyst could easily modify previously viewed information during the 
analysis process.  Where, edits performed in one tab would be reflected in all other 
tabs. One thing to keep in mind is that all of the results are only driven at the user 
interface level and are not persisted at this level of the technology; any edits to the 
result set through the user interface would instantiate a recalculate via the text 
analytics platform and produce altered output (Figure 1). 

Fig. 1. Illustration of basic user interface layout 

Output from the analytics platform was in the form of Landscapes and 
Relationships. The tabbed framework was designed to first provide the analyst with a 
Landscape of the output based on 1-dimensional taxonomy classifications. Two 
taxonomies were generated via the text analytics platform (for this particular 
application), each being an individual dimension of the overall information landscape.  
Information was categorized either within an experience dimension or a people 
dimension under Landscapes. In addition, each category linked to the source 
documentation in a side panel, which is included in every tab.  This provided a path to 
evidence and afforded simple insight into concepts found in the documents along with 
interactive editing to refine the output results (Figure 2).  
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Fig. 2. Landscape dimensions with 1-dimensional output 

In the first iteration of the application, the analyst was able to determine the 
amount of evidence there was for any given experience category (or person) by 
viewing the number of associated documents. She could also then select a document 
and review material relevant to the search.  Any unwanted experience categories (or 
people) could be deleted to focus the result set, with the modifications reflected in 
Relationships. These changes would persist at the analytical backend, so switching 
tabs would not unexpectedly delete the modifications. 

4.3   Progressive Sequencing 

Since the tabbed interface allowed for quick navigation throughout the analytics 
process, we needed progressive sequencing to show the context of the user’s actions, 
while displaying more information. Just as we kept the search parameters once we 
displayed the results, we applied the same idea within tabs by keeping a view of the 
user’s selections when navigating the results. 

Once the analyst was satisfied with the output in the Landscapes, she could then 
explore the relationships between experience and people by selecting the 
Relationships tab and perusing the visualizations. A cross-landscape analysis of 
experience and people resulted in 2-dimensional matrix output that could be used to 
populate any number of visualization types. 

The Relationships tab includes four sub-tabs—each of which provided a different 
view of the matrix to create maps of the experience field. The intention in providing 
different views was to provide multiple perspectives of the same information. In 
addition, different levels of granularity were supported within each view to support 
discovery and complex insight to identify hidden patterns and relationships.  The 
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progressive sequencing concept was applied in each tab, in that the display of the 
coarse information was linked and visually alongside the more granular information.     

The four views that composed Relationships were: (1) co-occurrence table, (2) 
experience affinity, (3) people affinity, and (4) network diagram. The co-occurrence 
table was a sortable representation of the raw 2-dimensional matrix. The experience 
and people affinity allowed users to navigate through one dimension and drill down 
via relationships into the other dimension. The network diagram represented the 
relationships as an interactive graph of nodes and edges and provided a bird’s-eye 
view of the relationships.   

The co-occurrence table allowed the analyst to quickly identify a set of experts for 
a group of experiences (Figure 3). Both the rows and columns were sortable so that 
the analyst could easily view (a) the top people with a particular experience or (b) 
experiences of an individual person. Also, the cells were color coded categorically as 
having a high, medium or low affinity score. So, our analyst could quickly gauge the 
strength of the relationship represented by each cell.  

 

Fig. 3. Example of co-occurrence table 

A dossier was generated and composed based on experience-people relationships 
and by accessing a directory repository and including contact information, if 
applicable. The information that populated the dossier depended on the interest of the 
analyst—identifying experience first or identifying people first.  If the analyst was 
more interested in identifying experience, the dossier would populate with a list of the 
top people and supporting documents.  If the analyst was more interested in 
identifying a person, the dossier would populate with contact information, top 
experiences and supporting documentation. 

The experience and people affinity tabs were symmetric representations of the data 
output (Figure 4). In general, the affinity results provided the inherent similarity 
between experience and people. As with the co-occurrence table, the affinity results 
were displayed categorically as high, medium and low. The progressive sequencing 
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Fig. 4. Progressive sequencing in People Affinity, coarse-to-granular information movement 
from left-to-right in the linked frames 

within the view was from left to right.  Where, more coarse information was provided 
as individual experience or people and the most granular information was provided in 
the composite dossier. This view is especially helpful in finding the top people with a 
particular experience(s) or the aggregate of an individual’s experience.  

By selecting elements within the three regions of the visualization, the view would 
update to illustrate the relationship between found people, experience affinities for the 
person and the dossier. For example, let’s assume that our analyst wanted to find 
someone with experience troubleshooting Server Brand X and is located in the United 
Kingdom. She would have initially created a search using this information as query 
parameters.  Then received, reviewed, and modified the Landscape results. From there 
she would select the Relationships tab to identify an individual (or set of individuals) 
with high affinity to Server Brand X.  

If we use the experience affinity view as an example, our analyst would progress 
through the visualization by selecting Server Brand X in the left-most frame, which 
would update the center affinity frame and dossier frames with pertinent information. 
The context of that selection is displayed by a check mark along with the initial search 
parameters. Then, our analyst can select and explore further on an individual of 
interest. These actions also update the dossier by adding contact information and 
shortens the list of displayed documents to just those relating to that person and 
experience combination. 

The fourth sub-tab within Relationships is the network view (Figure 5). Placing the 
people and experiences as nodes in a network graph allows the analyst to see the 
relationships between people and experiences; and is a way to visualize the whole 
organization’s experience based on the search parameters. Where, this view allows 
the analyst to see the relative abundance of experience in the organization and the 
gaps in experience within the organization. Similar to the other views, selecting a 
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Fig. 5. Network view 

node in the network will display the appropriate dossier to the right. In addition, the 
network graph is a unique view in that it can represent more than two dimensions, 
which the co-occurrence table and affinity views do not allow. 

4.4   Discovery and Insight Activities 

We recognize that this type of interaction model and information sequencing is not a 
new idea with respect to data visualization—as evidenced by a history of visualization 
references [e.g., 4, 5].  However, the visualizations coupled with the text analytics 
platform is a new approach within the domain of workforce management and 
expertise location. 

The novelty of this design is that individual visualizations were systematically 
linked in different combinations for synchronous data display within context of the 
problem space. Through the overall interaction framework, the resource analyst is 
able to search for a desired experience type, examine and refine the landscapes, view 
relationships between experience categories and people, iterate on this sequence to 
refine the investigation, and then contact the SME to validate knowledge or 
availability. In addition, the analyst can also check the overall knowledge distribution 
of the organization around a certain topic to identify overlap or gaps. 

The framework allowed for the exploration of both 1-dimensional data for simple 
insight and multi-dimensional data for complex insight to identify hidden patterns and 
relationships in maps of cross-landscape analysis. Data presentation was provided 
using visualizations techniques that analysts were already accustom with as tables, 
tree-diagrams, network diagrams, affinity diagrams, and a composite dossier.  Where, 
the dossier provided a detailed profile and contact information of the found expert for 
further investigation and decision-making.  
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5   Summary 

In summary, this paper describes a general visualization solution that affords 
understanding of large amounts of unstructured and structured data. More 
specifically, it demonstrates a technique that allows a resource analyst to view 
synchronous maps of experience and people to determine expertise within a 
community of knowledge workers.  
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