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Abstract. This paper introduces a study about deriving a set of quantitative 
relationships between speech and co-verbal gestures for improving multimodal 
input fusion. The initial phase of this study explores the prosodic features of 
two human communication modalities, speech and gestures, and investigates 
the nature of their temporal relationships. We have studied a corpus of natural 
monologues with respect to frequent deictic hand gesture strokes, and their 
concurrent speech prosody. The prosodic features from the speech signal have 
been co-analyzed with the visual signal to learn the correlation of the prominent 
spoken semantic units with the corresponding deictic gesture strokes. 
Subsequently, the extracted relationships can be used for disambiguating hand 
movements, correcting speech recognition errors, and improving input fusion 
for multimodal user interactions with computers. 
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1   Introduction 

Advances in human-computer interaction (HCI) research have enabled the 
development of user interfaces that support the integration of different 
communication channels between human and computer. Predominately, speech and 
hand gestures are the two main types of inputs for these multimodal user interfaces. 
While these interfaces often utilize advanced algorithms for interpreting multimodal 
inputs, nevertheless, they still need to restrict the task domains to short commands 
with constrained grammar and limited vocabulary. The removal of these limitations 
on application domains relies on our better understanding of natural multimodal 
language and the establishment of predictive theories on the speech-gesture 
relationships. 

Most human hand gestures tend to complement the concurrent speech semantically 
rather than carrying most of the meaning in a natural spoken utterance [1, 2]. 
Nevertheless, temporal relationship between these two modalities has been proven to 
contain useful information for their mutual disambiguation [3]. Recently, researchers 
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have shown great interest in the prosody based co-analysis of speech and gestural 
inputs in multimodal interface systems [1, 4]. In addition to prosody based analysis, 
co-occurrence analysis of spoken keywords with meaningful gestures can also be 
found in [5]. However, all these analyses remain largely limited to artificially pre-
defined and well-articulated hand gestures. Natural gesticulation where a user is not 
restricted to any artificially imposed gestures is one of the most attractive means for 
HCI. However, the inherent ambiguity of natural gestures that do not exhibit one-to-
one mapping of gesture style to meaning makes the multimodal co-analysis with 
speech less tractable [2]. 

McNeill [2] classified co-verbal hand gestures into four major types by their 
relationship to the concurrent speech. Deictic gestures, mostly related to pointing, are 
used to direct attention to a physical reference in the discourse. Iconic gestures 
convey information about the path, orientation, shape or size of an object in the 
discourse. Metaphoric gestures are associated with abstract ideas related to subjective 
notions of an individual and they represent a common metaphor, rather than the object 
itself. Lastly, gesture beats are rhythmic and serve to mark the speech pace. In this 
study, our focus will be on the deictic and iconic gestures as they are more frequently 
found in human-human conversations. 

2   Proposed Research 

The purpose of this study is to derive a set of quantitative relationships between 
speech and co-verbal gestures, involving not only just hand movements but also head, 
body and eye movements. It is anticipated that such knowledge about the 
speech/gesture relationships can be used in input fusion for better identification of 
user intentions. The relationships will be studied at two different levels, namely, the 
prosodic level and the lexical level.  

At the prosodic level, we are interested in finding speech prosodic features which 
are correlated with their concurrent gestures. The set of relationships is expected to be 
revealed by the temporal alignment of extracted pitch (fundamental frequency of 
voice excitation) and intensity (signal energy per time unit) values of speech with the 
motion vectors of the concurrent hand gesture strokes, head, body and eye 
movements.  

At the lexical level, we are interested in finding the lexical patterns which are 
correlated with the hand gesture phrases (including preparation, stroke and hold), as 
well as the gesture strokes themselves. It is expected that by using multiple time 
windows related to a gesture and then looking at the corresponding lexical patterns 
(e.g. n-gram of the part-of-speech) in those windows, we may be able to utilize these 
patterns to characterize the specific gesture phrase. 

Another task is to work out an automatic gesture classification scheme to be 
incorporated into the input module of an interface. Since a natural gesture may have 
some aspects belonging to more than one gesture class (e.g. both deictic and iconic), it 
is expected that a framework based on probability is needed. Instead of making a hard 
decision on classification, we will try to assign a gesture phrase into a number of 
classes with the estimated individual likelihoods. 
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In addition, it is anticipated that the speech/gesture relationships would be person-
dependent to some extent. We are interested in investigating if any of the 
relationships can be generic enough to be applicable for different users and which 
other types of relationships have to be specific to individuals. Also we will investigate 
the influence of a user’s cognitive load on the speech/gesture relationships. 

3   Current Status 

We have just started the initial phase of the study and currently have collected a small 
set of multimodal corpus for the initial study. We have been looking at some prosodic 
features in speech that may correlate well with deictic hand gestures. As we are still 
sourcing the tools for estimating gesture motion vectors from video, we are only able 
to do a semi-manual analysis. The details of the current status are described in the 
following sub-sections. 

3.1   Data Collection and Experimental Setup 

Fifteen volunteers, including 7 females and 8 males, who are 18 to 50 years old, were 
involved in the data recording part of the experiment. The subjects’ nonverbal 
movements (hand, head and body) and speech were captured from a front camera and 
a side one. The cameras were placed in such a way so that the head and full upper 
body could be recorded. The interlocutor was outside the cameras’ view in front of 
the speaker, who was asked to speak on a topic based on his or her own choice for 3 
minutes each under 3 different cognitive load conditions. All their speech was 
recorded with the video camera’s internal microphone. All the subjects were required 
to keep the monologue fluent and natural, and to assume the role of primary speaker. 

 

Fig. 1. PRAAT phonetic annotation system 
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3.2   Audio-Visual Features 

In the pilot analysis, the correlation of the deictic hand gesture strokes and the 
corresponding prosodic cues using delta pitch and delta intensity values of speech is 
our primary interest. The pitch contour and speech intensity were obtained by 
employing an autocorrelation method using the PRAAT [6] phonetic annotation 
system (see Figure 1). A pitch or intensity value is computed every 10ms based on a 
frame size of 32ms. The delta pitch or delta intensity value is calculated as the 
difference between the current pitch/intensity value and the corresponding value at the 
previous time frame. We are interested in using delta values as they reflect more 
about the time trend and the dynamics of the speech features. These speech prosodic 
features were then exported to the ANVIL [7] annotation tool for further analysis. 

3.3   Prosodic Cues Identification Using ANVIL 

Based on the definition of the four major types of hand gestures mentioned in the 
Introduction, the multimodal data from different subjects were annotated using 
ANVIL (an example shown in Figure 2). Each data file was annotated by a primary 
human coder and then verified by another human coder based on a common 
annotation scheme. The various streams of data and annotation channels include: 

• The pitch contour 
• The delta pitch contour 
• The speech intensity contour 
• The speech delta intensity contour 
• Spoken word transcription (semantics) 
• Head and body postures 
• Facial expression 
• Eye gaze direction 
• Hand gesture types 
 

Basically, the delta pitch and delta intensity contours were added as separated 
channels through modifying the XML annotation specification file for each data set. 
At this stage, we rely on human coders to do the gesture classification and to estimate 
the start and end points of a gesture stroke. In addition, the mean and standard 
deviation of each of the delta pitch and delta intensity values corresponding to each 
period of the deictic-like hand movements are computed for analysis purpose. As we 
realize that the time duration for different deictic stokes are normally not equal, time 
normalization is applied to the various data channels for a better comparison. 

There may be some ambiguity in differentiating between deictic and beat gestures 
since both of them are pointing to somewhere. As a rule of thumb, when a gesture 
happens without any particular meaning associated with and having very tiny short 
and rapid movements, it is considered to be a beat rather than a deictic gesture stroke, 
no matter how the final hand shapes are very close to each other. Furthermore, it is 
also regulated based on the semantic annotation by using the ANVIL annotation tool. 
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Fig. 2. ANVIL annotation snap shot 

 

 

           

Fig. 3. An example of maximum delta pitch values in synchronization with deictic gesture strokes 
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3.4   Preliminary Analysis and Results 

We started the analysis with the multimodal data collected under the low cognitive 
load condition. Among 46 valid speech segments chosen particularly based on their co-
occurrence with deictic gestures, there are about 65% of the circumstances where the 
deictic gestures synchronize in time with the peaks of the delta pitch contours. 
Moreover, 94% of such synchronized delta pitch’s average maximum value (2.3 Hz) is 
more than 10 times of the mean delta pitch value (0.2 Hz) in all the samples. Figure 3 
shows one of the examples of the above observed results. In Figure 3, the point A 
refers to one deictic gesture stroke at stationary and the point B corresponds to another 
following deictic gesture within one semantic unit. From the plot, it can be observed 
that the peaks of the delta pitch synchronize well with the deictic gestures. 
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Fig. 4. An example of delta intensity plot for a strong emphasis level of semantic unit 
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Fig. 5. An example of delta intensity plot for a null emphasis level of semantic unit 

We also looked briefly at the relationship between delta intensity and the emphasis 
level of a semantic unit. Example plots are shown in Figures 4 and 5 respectively. We 
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observed that around 73% of the samples have the delta intensity plots with more 
peaks and variations at higher emphasis levels. The variation is estimated to be more 
than 4 dB. It seems that the delta intensity of a speech segment with higher emphasis 
level tends to have more rhythmic pattern. 

Regarding the use of prosodic cue to predict occurrence of a gesture, we found that 
the deictic gestures are more likely to occur at the interval of [-150ms, 100ms] about 
the highest peaks of the delta pitch. Among the 46 valid speech segment samples, 
78% of the segments have delta pitch values which are greater than 5 Hz and 32% of 
them have the values greater than 10 Hz. In general, these prosodic cues show us that 
a deictic-like gesture is likely to occur given a peak in the delta pitch. 

Furthermore, the following lexical pattern enables us to have higher confidence in 
predicting an upcoming deictic-like gesture event which was observed to have 75% 
likelihood. The cue of the lexical pattern is: verb followed by 
adverb/pronoun/noun/preposition. For example, as shown in Figure 6, the subject 
said: “.…left it on the taxi”. Her intention of doing a hand movement synchronizes 
with her spoken verb, and the gesture stroke just temporally aligns with the 
preposition “on”. This lexical pattern can potentially be used as a lexical cue to 
disambiguate different types of gesture between a deictic one and a beat one. 

 

Fig. 6. a) Intention to do a gesture (left); b) Transition of the hand movement (middle); c) Final 
gesture stroke (right) 

4   Summary 

A better understanding of the relationships between speech and gestures is crucial to 
the technology development of multimodal user interfaces. In this paper, our on-going 
study on the potential relationships is introduced. At this early stage, we have been 
only able to get some preliminary results for the investigation on the relationships 
between speech prosodic features and deictic gestures. Nevertheless these initial 
results are encouraging and indicate a high likelihood that peaks of the delta pitch 
values of a speech signal are in synchronization with the corresponding deictic 
gesture strokes. Much more work is still needed in identifying the relevant prosodic 
and lexical features for relating natural speech and gestures, and the incorporation of 
this knowledge into the fusion of different input modalities. 
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It is expected that the outcomes of the complete study will contribute to the field of 
HCI in the following aspects: 

• A multimodal database for studying natural speech/gesture relationships, involving 
hand, head, body and eye movements. 

• A set of relevant prosodic features for estimating the speech/gesture relationships. 
• A set of lexical features for aligning speech and the concurrent hand gestures. 
• A set of relevant multimodal features for automatic gesture segmentation and 

classification. 
• A multimodal input fusion module that makes use of the above prosodic and 

lexical features. 
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